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RECPAD 2022

RECPAD is the annual Portuguese Conference on Pattern Recognition, sponsored by APRP
(Portuguese Association for Pattern Recognition). It is a one-day conference to promote the
collaboration between the Portuguese scientific community in the fields of Pattern Recognition,
Image Analysis and Processing, Soft Computing, and related areas.
This year, RECPAD2022 will be held and sponsored by ESTG (School of Technology and Man-
agement – Politécnico de Leiria), on October 28th, 2022.
Please feel extremely welcome.
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Conference Topics

Topics of interest include:

Biometrics

Character recognition

Classification clustering ensembles and
multi-classifiers

Data mining and big data

Feature extraction, discretization and se-
lection

Fuzzy logic and fuzzy image processing

Gesture recognition

Hybrid methods

Image description and registration

Image enhancement, restoration and seg-
mentation

Image understanding

Image fusion

Information theory

Intelligent systems

Machine vision

Neural network architectures

Object recognition

Pattern recognition applications

Sensors and sensor fusion

Soft computing techniques

Statistical methods

Syntactical methods

Deep learning

Transfer learning

Natural language processing
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Committees

Organizing Committee

Joana Costa (Politécnico de Leiria/CISUC)

Carlos Grilo (Politécnico de Leiria/CIIC)

Filipe Pinto (Politécnico de Leiria)

Pedro Gago (Politécnico de Leiria/CIIC)

Nuno Miguel Rodrigues (Politécnico de Leiria/IT)
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Bernardete Ribeiro (Universidade de Coimbra/CISUC)

The organizing committee would like to thank and acknowledge the contribution of César Teixeira
from Universidade de Coimbra/CISUC for his valuable contribution for the realization of the
proceedings.
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Message from the General Chair

Welcome to the 28th Portuguese Conference on Pattern Recognition (RecPad 2022), held at the
Polytechnic of Leiria on October 24th, 2022.

RecPad is the annual Portuguese Conference on Pattern Recognition, sponsored by APRP (Por-
tuguese Association for Pattern Recognition). It is a one-day conference to promote the collab-
oration between the Portuguese scientific community in the fields of Pattern Recognition, Image
Analysis and Processing, Soft Computing, and related areas.

RecPad 2022 has a diversified program, including a plenary talk, oral sessions for the best papers,
poster sessions, and technical visits, as well as social program activities. The Technical Program
Committee peer reviewed the submitted contributions, resulting in 64 accepted articles for poster
presentation and 4 for oral presentation for the best papers.

I would like to thank everyone who collaborated with the Organization. A special word of
gratitude to the members of the Technical Program Committee for the thorough and timely
review of submitted manuscripts, and also to the kind sponsors for their invaluable support.
Recognition and special thanks must also go to the members of the Organizing Committee who
worked hard for the success of this conference.

Please feel extremely welcome.

Joana Costa
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Program Sessions

Friday October 28th 2022

Registration D Building
09:00-
09:30

Open - Opening Session
- Inês Domingues, President Portuguese Association of
Pattern Recognition
- Joana Costa, General Chair RecPad 2022

D Building,
auditorium
D1

09:30-
09:45

Plenary - Plenary Session
Keynote Speaker: Jochen Hemming
“Deep learning and its application in
horticulture and agriculture”

D Building,
auditorium
D1

09:45-
10:45

Chair:Catarina Silva

Coffee Break D Building
10:45-
11:30

Oral - Oral Presentations
Oral Presentations D Building,

auditorium
D1

11:30-12:30

Chair:Bernardete Ribeiro

(Papers: 35, 27, 25, 13 )

Lunch Break
Campus
restaurant

12:30-
14:00

P1 - Sessions

Poster Session 1
José Saram-
ago

Library 14:00-15:00
Chair:Carlos Grilo

(Papers: 5, 8, 11, 16, 17, 18, 19, 21, 28, 29, 38, 44, 45, 47, 51, 55, 56, 58, 59, 62, 63, 64, 69 )

P2 - Sessions

Poster Session 2
José Saram-
ago

Library 15:00-16:00
Chair:Nuno Rodrigues

(Papers: 1, 3, 4, 7, 14, 23, 26, 30, 31, 33, 36, 39, 49, 50, 52, 57, 61, 65, 66, 67, 68 )

P3 - Sessions

Poster Session 3
José Saram-
ago

Library 15:00-16:00
Chair:Nuno Rodrigues

(Papers: 2, 6, 9, 10, 12, 15, 20, 24, 32, 37, 40, 41, 42, 43, 48, 53, 54, 60, 70 )

15



16



Invited Speakers

Jochen Hemming

Jochen Hemming, Wageningen University & Research
(WUR), Netherlands

Plenary Session
09:45 - 10:45
(D Building, auditorium D1)
Chair: Catarina Silva

Speaker Bio: Jochen Hemming is holding a Ph.D. degree
in horticultural science from the University of Hanover,
Germany. Since 2000 he works with Wageningen Uni-
versity & Research (WUR) in the Netherlands. WUR
is a world-renowned centre that combines fundamental
and applied research in the areas of food, agrotechnol-
ogy, production systems, nature and the environment.
Jochen is currently appointed as senior researcher
computer vision and robotics in horticulture. He
is member of the Wageningen Agro Food Robotics

program, a program that is specialized in robotics and computer vision projects
(https://www.wur.nl/en/research-results/projects-and-programmes/agro-food-robotics.htm). He
currently works as PI on large national and European projects on robotic harvesting and plant
manipulation and is project leader of a number of national research projects with strong in-
volvement of companies and industry. His research interests include computer vision, artificial
intelligence, agro-robotics and automation in plant production.
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“Deep learning and its application in horticulture and agriculture”
Due to the natural variation of the objects and of the environment the implementation of com-
puter vision in horticulture and agriculture is more demanding than in traditional industries like
the automotive or the semiconductor sector. The use of neural networks and deep learning algo-
rithms for 2D and 3D image analysis has been proven to be very successful over the past years.
Research is for example performed on the detection of insects with object detection methods.
Insect populations are commonly monitored by greenhouse growers manually observing the type
and number of insects. By automating the process of imaging and identification, this monitoring
process can be eased and sped up. Semantic segmentation methods are used to quantify areas
on leaves that show symptoms of specific pests or diseases. A research prototype for robotic
harvesting of sweet peppers in greenhouses uses deep-learning methods to detect and localize
ripe fruit. The network has also been trained to detect and avoid obstacles with the robotic arm,
such as leaves and plant stems. Other harvesting robots target apples and pears in the orchard.
In the open field, precision farming projects are using camera-controlled yield measurement sys-
tems during the harvest of seed potatoes. Continuous images are taken on the conveyor of the
harvester to determine the size volume of every single potato. Autonomous moving vehicles with
multiple layers of stereo-vision cameras that automatically count and classify tomatoes while
they are still on the plant are under development. Together with forecasting software this results
in valuable information on future crop development and harvest. F-RCNN and YOLO networks
are also used to assess the number of flowers and flower buds of gerbera plants for yield predic-
tion and autonomous harvesting. In plant manipulation applications typically 3D information is
required from the vision system, often in combination with colour. The use of networks that can
directly analyse point clouds, such as PointNet or PointPillars open new possibilities and have
recently got a lot of attention.
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Papers

Friday October 28th 2022
Oral Presentations
Papers: 35, 27, 25, 13,
Chair: Bernardete Ribeiro
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Abstract

In recent years, computational methods employing deep learning have at-
tracted increased interest in the de novo drug design field, leading to the
discovery of small molecules with pharmacological potential in a reason-
able amount of time. Despite the recent computational advances for gen-
erating compounds for biological targets, crucial physical-chemical char-
acteristics, such as lipophilicity, molecular weight, and polar surface area,
are typically individually optimized. Therefore, the new molecules are
compromised since pharmacological efficacy is influenced by a variety of
simultaneous factors. In this research, a transformer-based architecture
is proposed to generate novel compounds with desirable pharmacological
properties and relevant binding activity against a target with biological
interest. The architecture combines a Transformer-Decoder Generator to
produce valid new molecules, a Transformer-Encoder Predictor to esti-
mate the binding activity, and a Feedback Loop based on a multi-objective
optimization algorithm to optimize the generator according to the desired
properties. The results obtained demonstrate the efficacy of the proposed
framework to generate novel, synthesizable chemical compounds. The
Transfor- mer-based Generator outperformed state-of-the-art approaches
in the novelty metric. The optimization of the unbiased model resulted in
the generation of 99.79% valid molecules with 99.36% compliance with
Lipinski’s Rule of Five and a high binding affinity to the adenosine A2A
receptor. Overall, the results revealed the model’s ability to select crucial
components in the chemical space to improve the biological interest and
pharmacological properties of the molecules.

1 Introduction

In this work, a transformer-based architecture is developed to create mo-
lecules with high binding affinity to the Adenosine A2A receptor (AA2AR)
and optimize the pharmacological properties: molecular weight (MW),
topological polar surface area (TPSA), molecular lipophilicity (LogP),
and synthetic accessibility score (SAS). The framework explores a Transfor-
mer-Decoder Generator to produce valid new compounds, a Transformer-
Encoder Predictor to evaluate the generator performance for binding ac-
tivity (pIC50) of Adenosine A2A, and a Feedback Loop to shift the gen-
erator toward desired properties. The feedback loop integrates a multi-
objective optimization algorithm to rank and choose the best molecules
generated with biological activity towards the specific target and is com-
pliant with Lipinski’s rule. Moreover, the predictor comprises two dif-
ferent stages: first, a pre-training using Masked-Learning Modeling that
applies randomized masks to a percentage of functional groups of the
molecules, for which the model learns the chemical context in SMILES
(Simplified Molecular Input Line Entry System) format, then the fine-
tuning to predict the pIC50.

Overall, the emphasis of this work is not only on the efficient gener-
ation of molecules using self-attention mechanisms, where the unbiased
generator outperforms state-of-the-art baselines in the novelty metric but
also on the optimization capability, with a notable improvement in all the
characteristics considered. Furthermore, another focal point is the ability
of self-attention blocks pre-trained with functional group information to
predict biological affinity for AA2AR.

2 Materials and Methods

2.1 Predictor

The predictor was pre-trained with a large dataset of SMILES strings from
ChEMBL [4] to gain a general understanding of the chemical notation
used. The data was preprocessed with removed duplicates and applied
tokenization. In addition, the start and end tokens [CLS] and [SEP] were
added, and the characters were then converted into numerical values ca-
pable of being used by the models.

In Masked Learning Modeling (MLM), the model acquires molecular
context by learning to identify the elements of the input sentence that are
masked based on the unaltered sentence units. MLM randomly selects
7.5% of the SMILES Functional Groups (FGs) and another 7.5% of the
remaining elements to be masked. The incorporation of information from
the FGs in this work is an innovation of the MLM applied in the BERT
model [1]. The architecture used in pre-train includes both an Embedding
Layer and a Sinusoidal Positional Encoding to provide a vector represen-
tation of the similarity and relative position of the elements. Furthermore,
the Transformer-Encoder converts this vector to a new representation in-
cluding the token’s relevance, also its output is projected to a dimension
equal to the number of unique SMILES tokens via a dense linear layer.
The Softmax function then transforms the dense output into a normalized
probability distribution, indicating the likelihood of each token in the vo-
cabulary having been replaced with the mask token.

In the fine-tuning phase, the predictor model’s parameters are initial-
ized with the ones learned during the MLM stage, and the model is re-
trained to predict the affinity of the Adenosine A2A Receptor (ChEMBL
ID: CHEMBL251) using a dataset from ChEMBL contains compounds
and their biological affinities by pIC50 metric.

2.2 Generator

The initial generator learns the chemical syntax for creating unconditional
molecules, that is, without specific properties. For the generator, the same
ChEMBL dataset [4] from the predictor’s pre-training was used, with
the same type of preprocessing and addition of special tokens [CLS] and
[SEP]. The unbiased generator was also trained with the MOSES dataset
[5] in order to compare its efficiency with state-of-the-art models.

Its architecture is analogous to that used in MLM, as it combines
an Embedding Layer with a Sinusoidal Positional Encoding. Then, a
Transformer-Decoder is incorporated, which outputs a self-attention rep-
resentation containing the relevance and dependencies of the elements to
predict the next sequence entity. The output of the Transformer-Decoder
is sent to a dense linear layer and then to a Softmax activation function.

During the training, the Transformer-Decoder applies the Teacher-
Forcing method, in which the generation process is based on the previous
token of the original sequence and is not influenced by the model predic-
tion performance. During the generation process, the model synthesizes
novel compounds token by token, with the predicted one being included in
the next input. In this stage, the Softmax includes a sample temperature
parameter, which provides a random factor essential to produce diverse
drugs.

2.3 Optimized Generator

The optimized generator is the Transformer-Decoder-based generator en-
hanced to design drugs with the desired characteristics, specifically bi-
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ological activity and physicochemical properties that allow the drug to
reach its target.

The framework training is composed of a feedback loop that includes
a generator, a predictor, and a multi-objective optimization algorithm.
The Transformer-Decoder generator is retrained to learn the syntax of the
input molecules, whereas the Transformer-Encoder predictor determines
the affinity of the novel compounds for the Adenosine A2A receptor. Fur-
thermore, the RDKit library [2] is employed to determine the character-
istics of compounds to be optimized: SAS, LogP, MW, and TPSA. The
multi-objective optimization algorithm receives the drugs and the values
of their respective properties (the objective functions to optimize) and
sorted into Pareto Fronts. The best molecules, i.e., the ones on the top
Pareto Fronts of the optimization algorithm, are added to the input replac-
ing previous input compounds with less desirable properties. Moreover,
the dataset used to optimize the generator in the first epoch was produced
by a previously trained unbiased model.

3 Results

3.1 Predictor

In the pre-training stage, the results obtained showed no significant dif-
ference between the identified performance of the masked tokens in the
training and testing datasets, with both sets presenting promising results
with approximately 0.11 of Sparse Categorical Cross Entropy Loss and
0.96 of Accuracy. The results show the model’s ability to determine the
elements that were masked using the context of unchanged tokens.

Model MSE R2 CCC
Transformer-Encoder 0.037 0.650 0.820
K-Nearest Neighbors 0.059 0.447 0.668
Random Forest 0.045 0.579 0.712
Support Vector Regression 0.059 0.446 0.618

Table 1: Comparison of predictor models’ efficacy.

In the fine-tuning stage, the Transformer-Encoder outperformed all
the machine learning models in every criterion, shown in Table 1. It
achieved 0.037 Mean Squared Error (MSE), 0.65 Coefficient of Determi-
nation (R2), and 0.82 Concordance Correlation Coefficient (CCC). Thus,
it demonstrates the effectiveness of the Transformer-Encoder in predict-
ing the binding affinity for the biological target.

3.2 Generator

Internal Diversity_1 Internal Diversity_2 Novelty (%) Unique (%) Validity (%)
0.871 0.863 95.96 99.85 93.52

Table 2: Evaluation of the efficiency of the unbiased generator trained on
the ChEMBL dataset [4] relatively to the internal diversity, uniqueness,
novelty, and validity.

In order to evaluate the performance of the unbiased generator trained
with the ChEMBL dataset [4] that is the basis of the proposed frame-
work, 10 000 molecules were generated. The results presented in Table
2 show that the model is effective at generating valid (93%) and unique
compounds (almost 100%). Furthermore, it has a high degree of novelty,
nearly 96% of the unique valid molecules were absent in the training set.

Generator Internal Diversity_1 Internal Diversity_2 Novelty (%) Unique@10k (%) Validity (%)
Transformer-Decoder 0.855 0.849 97.38 99.92 91.15

CharRNN 0.856 0.850 84.19 99.94 97.48
AAE 0.856 0.850 79.31 99.73 93.68
VAE 0.856 0.850 69.49 99.84 97.67

JTN-VAE 0.855 0.849 91.43 99.96 100.0
LatentGAN 0.857 0.850 94.98 99.68 89.66

Table 3: Comparison of the effectiveness of multiple deep learning mod-
els trained on the MOSES dataset [5].

To compare the generation capacity of the Transformer-Decoder with
the state-of-the-art generative models implemented in the MOSES bench-
mark, 30000 molecules were generated from the model trained with the
MOSES dataset [5]. The results obtained (Table 3) show that the proposed

(a) (b)
Figure 1: Comparison of the property distributions of the molecules gen-
erated by the unbiased model against the biased model. (a) SAS. (b) QED.
The vertical black lines correspond to the upper boundaries of the desired
properties.

generator has the highest novelty metric value, exceeding 97%, indicating
that the Transformer-Decoder is the least susceptible to overfitting when
generating novel lead compounds. In diversity and uniqueness metrics,
the proposed model’s performance is comparable to that of models with
better results.

3.3 Optimized Generator

Type Internal Diversity_1 Internal Diversity_2 Novelty (%) Unique (%) Validity (%) Mean pIC50 % Rule of Five
Unbiased 0.871 0.863 95.76 99.86 93.46 5.86 77.36

Biased 0.826 0.817 99.28 75.41 99.79 6.81 99.36

Table 4: Comparison of 10000 molecules generated by the biased and
unbiased models.

The optimization approach outperformed the unbiased generator in
novelty (99.28 compared to 95.76), validity (99.79 compared to 93.46),
pIC50 (6.81 compared to 5.86), and percentage of molecules that fol-
low Lipinski’s Rule [3] (99.36 compared to 77.36). Figure 1 shows the
effectiveness of generator optimization on Quantitative Estimate of Drug-
Likeness (QED) and SAS metrics. QED quantifies drug-likeness based on
physicochemical properties, with a range of values between 0 (all unde-
sirable properties) and 1 (all attractive properties). The SAS values range
between 1 (easily synthesized) and 10 (extremely difficult to produce).

4 Conclusion

The main contribution of this study was in the application of models based
on Transformer [6], an interpretable architecture, to design drugs for a bi-
ological target while considering simultaneous multiple pharmacokinetic
properties that influence pharmacological effectiveness.
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Abstract

Sentiment Analysis in dialogue aims at detecting the sentiment expressed
in the utterances of a conversation, which may improve human-computer
interaction in natural language. In this paper, we explore different ap-
proaches for Sentiment Analysis in written Portuguese dialogues, mainly
related to customer support in Telecommunications. We manually an-
notated two real-world datasets, Twitter-based and call-center-based, and
experimented with different machine learning approaches. A Finetuned
BERT achieved the highest F1 Scores in both datasets, 0.87 and 0.92.
These interesting results suggest that automated customer support can
benefit from sentiment detection.

1 Introduction

Sentiment Analysis (SA) is a classification technique to determine the
sentiment expressed in natural language, which, for our scenario, means
dialogues. Given an utterance, dialogue systems should reply in nat-
ural language. However, the replacement of human interactions with
conversational agents may lead to a lack of understanding of the user’s
wishes. In our work, we focus on the Telecommunications (TeleCom) do-
main, where communication issues may cause the loss of clients. When
a customer-system conversation is going so bad that only a human could
save it, SA can be used to automatically identify such situations and re-
place the system by a human, hopefully contributing to a decrease in the
number of unsatisfied clients. Hence, our objective is to compare differ-
ent Machine Learning (ML) models for SA using datasets created and
labeled by us, in the Portuguese language and mainly focused on Tele-
Com services. We experimented with shallow learning classifiers and
deep learning models, focusing on the use of Transformers like BERT
[1]. In fact, the model with the highest F1 Scores was a Fine-tuned BERT,
which achieved 0.87 and 0.92 scores in our datasets. The work developed
can be valuable, given that there is a lack of annotated datasets in this lan-
guage and domains, and the application of SA to dialogues is not standard.
This led to making one of our datasets publicly available.

In the remainder of this paper, we summarize works related to ours,
present our approach regarding the creation and annotation of the datasets
and the experimentation of different models, evaluate their performances,
and stress the main conclusions, as well as possible directions for future
work.

2 Related Work

One of the major requirements of this work is its application to the Por-
tuguese language. Hence, we focused on related work for this language,
as well as work using Twitter as a source of data.

A survey of SA for the Portuguese language [6] describes works re-
lated to the task of SA and claims that often using tools for English may
be more effective than efforts in Portuguese. The following works use
the Portuguese language: Hammes and de Freitas [4] fine-tuned a Por-
tuguese BERT (BERTimbau) [8] on translated Reddit data for emotion
classification. Souza et al. [7] used a BERT-CRF architecture, combining
the capabilities of BERT and the predictions of Conditional Random Field
(CRF). They performed Named Entity Recognition, but it is still an inter-
esting approach. Duarte et al. [2] used Support Vector Machine (SVM)s
and Naive Bayes for emotion classification in Tweets, exploiting the use
of emojis.

One of the most studied Natural Language Processing (NLP) tasks on
Twitter’s data is sentiment recognition, and this platform has been used as
a data source for works that target short sentences. Pak and Paroubek

[5] used three shallow learning classifiers, Naive Bayes, SVM, and CRF.
The latter has the particularity of considering context, which could be in-
teresting since a dialogue is a sequence of utterances. Guevara et al. [3]
compared supervised and unsupervised approaches in a manually anno-
tated Twitter dataset, making their approach somewhat similar to ours, as
they extracted and labeled data from Twitter and developed supervised
SA approaches, despite not considering dialogues. The previous works
inspired the approaches adopted for ours.

Yet, none of them considered dialogues, which adds an extra chal-
lenge to our goal. Through Twitter we are able to extract this type of
sample, making it a good option as data source for our work.

3 Datasets

Given that we are working with a Portuguese company, with Portuguese
clients, we aim at exploring SA approaches in Portuguese dialogues, ide-
ally covering domains like Telecommunications, eCommerce, or Health-
care. We explored several existing datasets but found no option that
matched all requirements, which justified the choice of creating our own.
We created two datasets, TeleComSA and Twitter, manually labeled for
negative (0) and non-negative sentiment (1). As SA is subjective, the an-
notators followed a guideline with examples and instructions, and each
sentence was labeled by three people. We used the median to define the
final labels. TeleComSA was created with data provided by the company.
The dialogues refer to call center communications, where they employ a
chatbot. This is the largest dataset, however, it is very unbalanced, and
due to the nature of the dialogues and the automatic responses, the data
tends to be repetitive. The Twitter dataset was created from accounts in
the Telecommunications, TV, and Health Care domains. The extraction
process was done with the Twitter API1 during April and May 2022. From
each account, only tweets to which the account replied to were retrieved,
to ensure there was a dialogue involving the service. Associated tweets
were collected and a filter was applied to reduce the number of conversa-
tions with more than two speakers. The samples in this dataset are more
balanced than in the previous dataset and the dialogues are more diverse,
but their number is smaller. The annotation effort involved 14 people. It
should be mentioned that groups of three annotators went independently
through blocks of data, and we used the median to compute the final label
for each utterance. We used the Fleiss and Krippendorff metrics to assess
the agreement between the annotators, that can be seen in Table 1, along
with an analysis of the datasets created. These metric scores translate to
a moderate agreement between each set of annotators. An example of a
dialogue of each dataset is present in Tables 2 and 3.

Table 1: Analysis of the two datasets used
Dataset #Dialogues #Turns Avg. Turns

Per Dialog
Negative

Samples (%)
Avg.

Fleiss
Avg.

Krippendorff
Twitter 418 1,055 2.52 42.5 0.67 ±0.16 0.67 ±0.16

TeleComSA 1,000 5,312 5.32 18.3 0.62 ±0.17 0.67 ±0.16

4 Approaches and Results

There are several approaches to perform SA in text data. Hence, we exper-
imented with multiple ML models, from shallow learning (e.g., Logistic
Regression, SVM) to deep learning (e.g., Fine-tuned BERT, BERT-CRF).
The shallow learning classifiers used Term Frequency - Inverse Docu-
ment Frequency (TF-IDF) or BERTimbau NLI2 to obtain representations

1https://developer.twitter.com/en/docs/twitter-api
2https://huggingface.co/ricardo-filho/bert-portuguese-cased-nli-assin-assin-2

22



Table 2: TeleComSA’s dialogue example, labeled for (S)
Speaker Utterance S

USER oi eu quero saber porque é que este mês pago uma fatura tão grande 25 e 76 eu nunca paguei isto 0
SERVICE Lamentamos, mas não entendemos o que disse, pode repetir por outras palavras 0

USER
outras palavras é isso é sobre a faturação deste mês como apareceu aquilo essa fatura 2576 e eu
nunca paguei este valor e diz que não sei o que é que foi

0

SERVICE
Pretende saber os dados pagamento do numero de onde está a ligar? Se pretende de outro numero diga
outro numero, ou se não pretende saber dados de pagamento diga voltar Atrás

1

USER queres saber o nosso pagamento sim porque é que eu estou a pagar isso pá caraças pá 0
SERVICE Tem a pagar ... por débito bancário até ao dia.... Posso ajudar em mais alguma questão? 1

USER
olha essa questão saiu que tenho aqui na fatura eu quero saber o porquê o porquê o porquê dessa fatura
estar tão elevada que nunca

0

SERVICE Obrigado por utilizar os nossos serviços. 1

Table 3: Twitter’s dialogue example, labeled for sentiment (S)
Speaker Utterance S

USER
@SERVICE Estou com velocidade de upload de internet baixíssima (1MB). Tentei ligar para
a linha de apoio ao cliente e falam que há anomalias que afetam todos serviços. Esta minha
situação está relacionada com essa anomalia? Obrigado

0

SERVICE Olá @USER, respondemos à sua mensagem privada. Obrigado e até breve! 1

of each utterance. The latter provides sentence embeddings learned from
natural language inference annotations. Fine-tuned models are retrained
on our datasets, which does not happen when we use the transformers to
extract features. The fine-tuned BERT-CRF model is a combination of the
BERTimbau model and the CRF model, where both work together in the
SA task. The CRF and BERT-CRF classifiers were considered because
the former considers context. This could be relevant in dialogues, as the
current sentiment may be influenced by the previous sentences. In ev-
ery approach, we used a 60%-20%-20% split for training, validation, and
testing, and applied stratification when not considering dialogues.

To evaluate the performance of each model, we chose the F1 Score
metric, since it reflects the balance on how many False Negative and False
Positive classifications occur. In our context, the former means that a
client with negative sentiment was labeled as non-negative (they do not
get the needed assistance), and the latter means that a client with non-
negative sentiment was labeled as negative (they get assigned a human,
wasting resources). Since neither scenario is beneficial, the F1 Score
seems like a good metric to use. Figure 1 compares the performance of
each classifier on each dataset.
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Figure 1: Comparison of the F1 Scores for each classifier and dataset

Notably, most classifiers perform considerably better in the Twitter
dataset, and the Fine-tuned BERTimbau achieves the best performances
in both datasets. The Logistic Regression (BERTimbau NLI) and CRF
(BERTimbau NLI) also present quite high scores and the latter performs
similarly independently of the dataset. The models using BERTimbau
NLI have an average increase of 8.4% and 5.6% of the F1 Score on the
Twitter and TeleComSA datasets, compared to the ones using TF-IDF.
This improvement confirms that dense representations, such as the BERT-
based options, are better than traditional occurrence-based approaches.
The CRF or Logistic Regression models with this dense representation
performed similarly to the top classifier, enforcing the importance of se-
mantic embeddings for NLP.

Some of the libraries used in this work were: For data structures,

pandas3 and numpy4. For NLP, nltk5 and spacy6. For ML, scikit-learn7.
For CRF, sklearn-crfsuite8. For deep learning, tensorflow9 and torch10.
For transformers, there are several options in Hugging Face11.

5 Conclusion

SA has many interested stakeholders, but it still faces many challenges,
including the dynamic nature of language and the subjective perception
of sentiments. In this work, we achieved our goals of creating datasets
that fit our requirements and exploring several classifiers for the task of
SA in Portuguese dialogues. The data creation (and sharing of a dataset)
is an important contribution of this work, as well as the experimentation
in types of text that are not often considered: the Portuguese language and
dialogues. The Twitter dataset is publicly available on GitHub12.

An analysis of the representations used revealed that dense represen-
tations (BERTimbau NLI) improved the performance of the models and
that the use of semantic embeddings is important for this task. Overall,
the models trained on the Twitter dataset perform better than those trained
on the TeleComSA dataset. This may be due to the quality of the data
samples since the latter uses an underlying speech-to-text conversion.

Future work could involve a review of the annotations with a lower
agreement, to improve the quality of the datasets. We also intend to en-
large our datasets, which could be achieved manually, possibly using ac-
tive learning, or automatically, generated by a language model like Gen-
erative Pre-trained Transformer (GPT), fine-tuned in the current data.
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Abstract

Reinforcement learning algorithms require large data sets to train a work-
ing policy. This is achieved by exploring the state space with trial and
error interactions. However, such algorithms disregard any safety con-
cerns. This can lead to many problems such as damage to the agent and
surrounding objects or beings. Demonstrations of the task contain crucial
information which the agent can use before interacting with the environ-
ment. We propose to train a safety model using demonstrations to eval-
uate the safety of each state. The output of this model can then be used
to enhance the reward function to promote safety. We evaluate our model
on four tasks and compare the safety of three baselines with and without
our enhancement. Results show that our model increases the safety and
performance of underlying RL models.

1 Introduction

Reinforcement learning (RL) algorithms learn a task through trial and
error interactions. The agent observes the state of the environment and
selects an action. The agent then receives a reward associated with the
quality of the interaction [5]. The task is learned by estimating a policy
that maximizes the expected accumulated rewards. To estimate a qual-
ity policy, the agent must explore the state space and try different action
combinations for the different states.

The simplest form of exploration consists of adding a small random
noise to the agent’s action causing its trajectory to change and potentially
discover a new state region [2]. Other methods separate exploration from
task learning. During the exploration phase, they estimate the entropy of
the visited state distribution and model the learning process towards its
maximization [4, 6]. However, exploration methods disregard any safety
concerns. Exploration implies testing different trajectories. Some tra-
jectories are dangerous for the agent to take, such as dropping liquids
on its circuits or colliding with surrounding objects and humans. Safe
exploration of the state space remains an open problem in RL. Existing
algorithms tackle safety by specifying constraints that the agent can not
violate during execution [1]. However, these constraints are specific to a
certain task and agent, and specifying all the constraints for each situation
is impractical. Other approaches require an existing expert policy for the
task [3].

The goal of this work is to create an algorithm that can enhance stand-
alone RL algorithms by increasing their safety during exploration. Before
training the RL agent, a model is trained using demonstrations, to deter-
mine the safety of interactions. The safety of the interaction is used to
transform the task’s reward signal for the agent to maximize. We evaluate
the performance and safety of three baseline algorithms with and without
the safety model on four tasks from the MuJoCo environment.

2 Methodology

We aim to create an algorithm that can be paired with an off-the-shelf RL
algorithm to enhance its safety. Safety can be measured in different ways.
An episode is a set of interactions between the agent and the environment.
An episode can terminate if the agent successfully completes the task or
if the agent performed a catastrophic action that caused the episode to
terminate. In this work, we focus on preventing the agent from perform-
ing dangerous actions that cause the episode to end abruptly. Hence, we
measure the safety of an algorithm by the length of the episodes.

To encourage the agent to increase the length of the episodes we pro-
vide it with an extra reward signal. This signal measures the safety of the
agent’s state. We define the safety of a state using the following formula:
Sa f ety(si) = log(N + ε − i)/ log(N + ε) ∗N/C, where si is the i-th state
in a trajectory τ = {s0,s1, ...,sN}, N is the length of the trajectory, ε is

Figure 1: OpenAI Gym MuJoCo Environments used for evaluating the
methods: Hopper, Humanoid, Inverted Double Pendulum and Walker2D.

a small constant to avoid division by zero which we set to 1e−10 and C
is a positive normalizing constant, which we set to 500 for the MuJoCo’s
environments because it is the maximum length of their episodes. The left
hand side of the multiplication gives a reward based on how early in the
trajectory a state occurred on a logarithmic scale. Later states are closer
to the last state which ended the trajectory, therefore they are considered
less safe. The division ensures that the first term is weighted regardless
of the length of the trajectory. The right hand side of the multiplication
rewards longer trajectories.

We train a neural network, with parameters θ , using L2 loss to regress
the safety value of a state. The network has two hidden layers each with
256 neurons as the safety model. We train this model alongside the RL
agent using the same batches of data. Before updating the RL agent,
the safety model predicts the safety values for the state batch. Then,
we transform the environment’s reward with the output of the model:
reward(si) = rewardi ∗ (1 + α ∗ θ(si)), where α is a safety coefficient
which we linearly decrease throughout training. At the beginning of train-
ing, the model is initialized with random values hence its output will not
contribute much towards safety. Because of this, we pre-train the safety
model on a data set of demonstrations of the task. A demonstration is a
pre-recorded trajectory of N transitions performed. Each transition con-
tains a state, action and reward τ = {(s0,a0,r0), ...,(sN−1,aN−1,rN−1)}.
We use 100 demonstrations for each task and use 10 of them for valida-
tion. The task demonstrations are not optimal. We save the best model in
the validation set to avoid over-fitting on the small training set.

3 Experiments

We evaluate the algorithms using four tasks from OpenAI Gym Mujoco’s
set: Hopper, Humanoid, Inverted Double Pendulum, and Walker-2D. We
selected these tasks due to a set of reasons. The input is non-visual, al-
lowing the focus to be on learning the task safely and disregarding feature
estimation. Additionally, an episode can achieve 500 steps but can end
abruptly if the agent performs an unsafe action. We can measure the safety
of an episode by its length. A longer episode corresponds to a longer se-
quence of interactions where the agent did not perform unsafe actions.
Hence, the algorithms are evaluated using the accumulated rewards and
the length of the trajectories as performance and safety metrics, respec-
tively.

We use three algorithms as baselines. Soft-Actor Critic (SAC) [2],
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Hopper Humanoid InvertedDoublePendulum Walker2d
Acc

Reward
Exp.

Length
Task

Length
Acc

Reward
Exp.

Length
Task

Length
Acc

Reward
Exp.

Length
Task

Length
Max. Acc
Reward

Exp.
Length

Task
Length

SAC 3659 241 486 826 24 38 9360 196 498 2671 412 493
SAC+Ours 3539 386 487 1387 49 68 9360 296 499 2853 438 495

Proto 3322 415 415 4877 38 103 9360 4 394 2763 349 465
Proto+Ours 3428 450 447 4664 45 136 9360 4 392 3851 339 468

L2E 3056 93 427 129 8 7 3882 2 21 1236 67 410
L2E+Ours 3576 100 404 189 11 16 9360 3 161 1374 151 391

Table 1: Accumulated rewards, average episode length during the exploration phase and average episode length during the task phase of the baseline
algorithms with and without our safety enhancement for the four MuJoCo tasks.
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Figure 2: Accumulated rewards over 5000 learning episodes for the 3
baselines with and without our method.
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Figure 3: Episode lengths throughout training for 5000 episodes for the 3
baselines with and without our method.

is the underlying RL algorithm to be augmented by the different models.
We then use Proto [6] and Learn2Explore (L2E) [4], which augment SAC
with an exploration goal. The exploration goal is to maximize the esti-
mated entropy of the explored state space. Proto clusters the state space
using a set of centroids. The entropy is estimated using the distance of the
current state to the nearest centroid. In L2E, the entropy is estimated by
the variance of predictions given by an ensemble of neural networks.

We divide training into two phases as in [4, 6]: exploration and task
learning. In the exploration phase, the agent is encouraged to search the
state space while in the task learning phase it is encouraged to maximize
the expected rewards. We train the agents for 2500 episodes in each phase.
For the safety augmented algorithms, we pre-train the safety model be-
forehand for 1000 epochs on 90 demonstrations and validate the model
every 100 epochs using 10 demonstrations to avoid over-fitting. Lastly,
we linearly decrease α from 1 to 0 during the exploration phase.

The accumulated rewards and episode lengths throughout training for
the different algorithms across the four different tasks are shown in Fig.
2 and Fig.3, respectively. Additionally, we present values of the aver-
age accumulated rewards and average episode lengths for the exploration
and task phases in Table 3. Results show that the safety enhancement in-
creases the length of the episodes during the exploration phase by 55% for
the standalone SAC and for the SAC with Proto, and by 6% for the SAC
with L2E. This advantage comes at no clear cost of performance. In most
settings, the accumulated rewards of algorithms enhanced with the safety
model surpass their baseline. This indicates that the safety model suc-
cessfully transforms the reward to promote the safety of the agent during
training while additionally increasing its learning capabilities.

4 Conclusion

We present a method that can enhance off-the-shelf RL algorithms by
increasing their safety during training. We pre-train a model on demon-
strations to predict the safety value of a state. The output of the model is
used to transform the environment’s reward to promote safety. We eval-
uate the proposed method by training three baseline algorithms and eval-
uating their performance and safety during training with and without our
method. Results show that our method successfully increases the safety
of the algorithms by generating longer trajectories during training. This
increase in safety increased the performance of the agent in most settings.
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Abstract

This paper proposes an information extraction pipeline capable of gen-
erating a wildfire heat map of Portugal from Twitter posts written in Por-
tuguese. It uses a fine-tuned version of the state-of-the-art language model
BERTimbau (Portuguese BERT) to extract fire reports from large batches
of recent fire-related tweets as well as the spaCy NLP library to query the
location of each recently reported fire. Wildfire locations are plotted to
a colored map indicating the most probable fire locations, which could
prove useful in the process of allocating firefighting resources for those
region. The system should be easily adaptable to work with any other
country or language, provided compatible BERT and spaCy models exist.

1 Introduction

In recent years, wildfires have become increasingly frequent, large, and
severe1, resulting in great loss of human life, as well as the destruction of
natural ecosystems and man-made infrastructure. It is therefore of great
importance to create early detection mechanisms in order to reduce their
spread and negative effects.

Traditionally, wildfire detection methods rely on physical devices ca-
pable of sensing heat or other signs indicative of a fire burst. In many
cases, though, this approach may prove ineffective, as it may require sig-
nificant governmental investment to cover all susceptible areas. In con-
trast, social media offers a large amount of cheaply accessible information
provided by users all across the globe, updated every moment. For this
reason, it has become increasingly used in the field of disaster detection,
and, more specifically, fire burst detection.

In the architecture described in this work, NLP techniques are applied
to large batches of recently posted tweets to generate a wildfire heat map
of a country, which may help fire departments with the timely allocation
of personnel to areas in need. Section 2 starts off by providing a quick
rundown of some of the work published in the area of fire burst detection.
In Section 3, each step of the proposed pipeline is detailed. Section 4 fol-
lows with an empiric evaluation of the pipeline. The article is concluded
in Section 5, where the main takeaways of this work are discussed, as well
as some of the possible tweaks it could benefit from.

2 Related Work

A significant amount of work has been done in the field of automatic
wildfire location detection using social media. In this section, two of the
most relevant articles for this work are briefly touched on. Unlike this
work, they report architectures built for the English language, although
the same principles should apply.

Boulton et al. [1] show that social media activity about wildfires is
both temporally and spatially correlated with wildfire events in the con-
tiguous United States. This is done by performing a statistical analysis on
geotagged Twitter and Instagram posts containing fire-related words or
hashtags such as "wildfire" and "forest fire" and two sources of wildfire
occurrence data such as MODIS and FPA.

Thanos et al. [2] developed a pipeline more or less similar to the one
proposed in this work. The authors use a hybrid LSTM-CNN classifier to
determine whether a given fire-related tweet is valid or fake. Each tweet

1https://www.epa.gov/climate-indicators/
climate-change-indicators-wildfires (accessed 2022-09-27)

deemed valid is transformed into a tagged sentence form by applying a set
of NLP procedures, namely, tokenization, part-of-speech tagging, entity
recognition, and relation recognition. Fire locations are extracted from
the resulting tagged sentences using a set of regular expressions defined
in the training stage. At this point in the pipeline, some of the locations
extracted may still not correspond to real fires, prompting the authors to
propose aggregating the location points using DBSCAN and filtering out
invalid reports by applying a mathematical reliability model.

3 Architecture

In this section, the proposed architecture, comprised of three main stages,
is detailed. Firstly, the Twitter database is queried to obtain posts contain-
ing fire-related words. The obtained collection is further filtered with a
fine-tuned BERT classifier to solely contain fire reports. Lastly, each fire
report is geoparsed to obtain the location of each fire and mark it on the
map for the user to inspect. This pipeline is summarized in Figure 1 and
the corresponding Python code was also made available2.

3.1 Data Fetching

Twitter is a microblogging and social networking platform with 396.5 mil-
lion users globally sending 8,817 tweets every second3, making it an ideal
platform to perform social sensing. It offers a public Application Pro-
gramming Interfaces (API) through which to query its database, though
it is inadequate for large data collection tasks, since it limits the number
of extracted tweets to 450 every 15 minutes. Instead, the unofficial API
SNScrape4 was preferred for this work, as it is able to extract a virtually
unlimited amount of tweets for a given query by web scraping Twitter’s
search page. In order to obtain data containing wildfire reports, tweets
were queried to be written in Portuguese and contain one or more fire
related keywords, such as "fogo" and "incêndio", which are approximate
Portuguese word equivalents to "fire" and "wildfire".

3.2 Classification

Fetching tweets containing fire-related words alone is not enough to re-
strict the collected data to fire reports, since no keyword is strictly used
in posts reporting fires. This may be due the keyword having more than
one connotation in the language – such as "fogo", which is also used as
an interjection in Portuguese – or because the tweet it is in mentions a fire
but is not a fire report – as in "Houve um grande incêndio nos anos 90"
(Translation: "There was a great fire in the 90s").

This makes it necessary to employ some sort of model capable of dis-
tinguishing between real fire reports from these particular cases. To this
end, after some preliminary testing, the Portuguese version of the previ-
ously described language model BERT emerged as the obvious choice.
BERT was fine-tuned for the purpose by adding a feed-forward layer
downstream of the pre-trained model and training it to perform the clas-
sification task. Compared to training an entire model from scratch, fine-
tuning has the significant advantage of massively reducing training times
without any significant loss in performance.

2https://github.com/cabralpinto/wildfire-heat-map-generator
(accessed 2022-09-27)

3https://www.bestproxyreviews.com/twitter-statistics (accessed
2022-09-23)

4https://github.com/JustAnotherArchivist/snscrape (accessed 2022-
09-27)
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Figure 1: Proposed architecture.

3.3 Geoparsing

In this stage, the fire location is extracted from each fire report to then
include it in the heat map. Assuming the fire report was tweeted near the
location of the fire, a simple technique to achieve this would be to use the
geographical metadata in the tweet in question, as is done in [1]. This
method, however, poses two issues: i) a significant portion of tweets con-
taining fire reports are from news agencies, whose locations are fixed and
do not coincide with the locations of the fires they report; ii) only a very
minor portion of tweets are in fact geotagged (0.51%) [1], meaning a large
majority of the queried tweets, possibly containing valuable information,
would not contribute to the final result. The solution is to once again re-
sort to a language model, this time to extract the location of reported fires
from the text of the corresponding tweets.

To simplify this task, the assumption is made that any location name
mentioned in a fire report corresponds to the location of the fire, which
seems to be quite often the case. Taking this premise as true, fire loca-
tions can be extracted through geoparsing, which is the process of parsing
text to detect terms associated with geographic places. Generally, the first
step of geoparsing is Named Entity Recognition (NER), which is the pro-
cess of locating and classifying named entities mentioned in unstructured
text into pre-defined categories, including locations. NER is applied to
the text of a tweet using the spaCy Python library and results in a set of
location names which are concatenated to form a preliminary geocode.
The geocode is sent as a search request to the Nominatim API 5 to obtain
the geometry of the corresponding region in the world map.

The final step of the pipeline is to detect intersections between the
regions extracted from each fire report and the regions in a predefined
area of interest such as Portugal, in the case of this work. Regions with a
higher intersection count appear more orange in the resulting map, mean-
ing there is a high volume of recent tweets reporting nearby fires. Figure 2
depicts an example of a generated heat map. Some districts in the map are
depicted in brighter orange tones, which coincides with a higher number
of fires being reported in these areas.

Figure 2: Heatmap generated at a time where the districts depicted in
brighter oranges were suffering from a high number of wildfires.

4 Experimentation and Results

In this section, the classification portion of the pipeline, which uses a fine-
tuned BERT model to distinguish tweets containing fire reports from other
post types, is evaluated. To this end, it is compared with a baseline SVM
classifier trained on the same data.

Due to the lack of a better-suited data set, all training and testing was
done on a slightly modified version of a data set previously created in the

5https://nominatim.org/release-docs/latest/api/Overview (ac-
cessed 2022-09-25)

context of the FireLoc project6 containing news headlines from various
Portuguese media. In this version, each of the 2263 entries is annotated
with a label regarding whether it is a fire report or not, as well as a fire
location, if applicable.

Each model was trained and tested 30 times on the same random
90%/10% data set splits to obtain the unweighted mean scores shown
in Table 1. As expected, fine-tuned BERT is the superior model as it
achieves similar precision but much higher recall than the baseline classi-
fier. The BERT instance with the highest F1-score (94.5%) was chosen to
be used in the pipeline.

Table 1: Comparison between results of SVM and BERT.

Classifier Accuracy Precision Recall F1-score
SVM 93.2±0.3 84.9±1.4 46.4±1.7 59.4±1.5
BERT 96.3±0.2 83.0±1.5 81.9±1.8 82.1±1.4

5 Conclusions and Future Work

In this work, an NLP pipeline was developed to transform batches of re-
cent fire-related Tweets into wildfire heat maps. It could aid fire depart-
ments by quickly detecting fire bursts and allowing faster action.

The classifier component of the pipeline distinguishes tweets con-
taining fire reports from other tweet categories. The state-of-the-art lan-
guague model BERT was fine-tuned for this task and achieves a much
higher recall than an SVM baseline model trained on the same data, sug-
gesting that it is the preferable option in NLP classification tasks, espe-
cially with imbalanced data.

Given the opportunity to further develop this work, it is a must to de-
velop a comprehensive data set containing tweets containing fire-related
words instead of news headlines. Such data set would better suit the data
queried from Twitter and should therefore lead to higher classification
scores. Additionally, each reported fire in the data set should be anno-
tated with a geometric shape representing the affected area, allowing us
to empirically evaluate the geoparsing stage of the pipeline.
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Abstract
Event related potential signals recorded during the performance of cog-
nitive tasks may help differentiate between people with different chrono-
types. In this study, two different approaches were tested, namely, filter
methods that evaluate the most relevant characteristics based on statistical
tests and wrapper methods, both based on machine learning algorithms.
In particular, the Random Forest and XGBoost were used. The results
showed that XGBoost proved to be much more accurate to distinguish a
morning person from an evening person. In general, the applied methods
show a greater importance of the peak amplitude values located in the oc-
cipital and parietal regions, whereas the latencies are more evident in the
temporo-occipital region.

1 Introduction
Almost all biological functions exhibit rhythmic fluctuations along the
time. The ones that have a 24-hour cycle are normally designated as cir-
cadian rhythms. The human population has been divided into three groups
known as chronotypes or circadian types based on circadian time prefer-
ences for sleep-wake behavior or circadian typology, physical or mental
performance [1]. People who feel better at the end of the day are called
evening-types, while morning types prefer to do demanding activities in
the morning. Most individuals are classifed as intermediate, and their
preferences may vary between morning and evening [1]. The specifics
of how attention is distributed when encoding faces may explain why the
circadian performance cycles are expressed differently in face recognition
performance, assuming that the circadian variations in cognitive perfor-
mance are typically built in terms of availability of attentional capacities
and abilities of efficient allocation of cognitive resources [2].

In this context, it is widely recognized that electroencephalography
(EEG) may be used to quantify the brain activity related to perception,
memory, and attention objectively [3]. Alterations in the EEG that are
time-blocked with sensory, motor, or cognitive processes in response to
discrete events are also known as Event-related Potencial (ERPs) [4].

In this study the possibility of classifying the individuals according
to their chronotype is studied using the features extracted from the ERP
signals.

2 Material and Methods
In this work, we propose to follow a machine learning pipeline which con-
sists in feature extraction, feature ranking and classification to select the
most relevant features of EEG signals of participants performing a face
matching task. The extracted features provide time domain signal’s char-
acteristics and they were calculated on ERP signals. The feature ranking
consists in the application of an univariate test to select the highest ranked
features. The classification methodology is based on the ensemble clas-
sifiers formed with decision trees (Random Forest and XGBoost). These
classifiers can also provide the importance of features on the decision and
if they are integrated on a wrappper feature selection methodology they
can be used to select the most relevant ones.

2.1 Data Collection
EEG signals were collected at a sampling frequency of 2048 Hz, using a
32-channel electrode cap, while the participants were performing a modi-
fied version of the Glasgow Face Matching task (GMFT). This task com-

prises sequences of two face images of the same person (match trial) or of
two different persons (mismatch trial). After the presentation of the sec-
ond image the participant indicated if the images corresponded to a match
or a mismatch trial. The Figure 1 illustrates the image sequence protocol
that is formed by two black and white face images of the same (or differ-
ent) person(s) separated by a noisy mask. A total of 48 participants, 13
males and 35 females with an average age of 29.13± 10.25 years. (25
mornings and 23 afternoons according to the result of the Morningness-
Eveningness Questionnaire [1]) collaborated in the study. The experimen-
tal protocol comprises a total of 80 trials (40 match and 40 mismatch) and
each participant did the task twice (early in the morning and late in the
afternoon), with one-week interval.

Figure 1: Example of the match trial stimulus: sequence of two faces
(same person) and a mask between them

2.2 Event related potential (ERP)
First, the resampled (to 512 Hz) continuous EEG signals are divided into
sub-segments (trials or epochs) synchronized by the visual stimulus (the
second image of the pair). To facilitate the signal’s manipulation each
segment starts 1 second before stimulus and ends 5 seconds after and
that way the two relevant events within the epoch have latencies t = 0
and t = ta , the second image presentation and the participant’s answer,
respectively. Afterwards, the single-trial EEG segments are bandpass-
filtered, using a zero-phase strategy, with a fourth order Butterworth band-
pass between 2 Hz to 15 Hz.

The ERP signal is by definition the average of signals grouped accord-
ing to the type of stimulus (same or different person) and the participant’s
response. Signal averaging increases the stimulus-related signal compo-
nent while decreasing spontaneous brain activities. Therefore, GMFT
provides four stimulus-response conditions: the images are of the same
person and participant gives the correct answer (Same Correct Condition
- SC); the images are of the same person and the participant gives wrong
answer (Same Incorrect Condition - SI); the images are of different per-
sons and the participant answers correctly (Different Correct Condition
- DC) and the images are of different persons and the participant gives
the wrong answer (Different Incorrect Condition - DI). For condition SC
and DC, the number of trials per participant were 31±6 and 30±6 trials,
respectively. While SI and DI conditions average 8±5 and 10±6, respec-
tively. Therefore this study is conducted using ERP signals calculated for
only these two conditions. In order to keep the same signal-to-noise ratio,
the ERP was calculated with a fixed number of trials per condition. Then
by choosing randomly 15 trials and repeating the procedure 4 times each
of the participants and each registration session is characterized by a total
of 8 ERPs (4 for each of the two conditions) per channel.

2.3 ERP Feature Extraction
The ERP signals were processed to extract temporal features. These fea-
tures are related with prominent positive and negative deflections in a
short window after the stimulus occurrence, e.g. between 65ms to 400ms.
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The features are peak amplitude values and the corresponding latencies
of the four consecutive deflections in the window. The algorithm was ap-
plied to all channels and if four deflections are not detected the indication
of "not-a-number" is used on the corresponding entry of the feature vec-
tor. Therefore each trial is characterized by 8 values of amplitude and
corresponding latencies for the 30 channels corresponding to a total of
240 features.

The features related with the last two deflections, mostly in frontal
and central channels, have missing values. However, considering that
the percentage is at most in 8% of examples, those missing values were
replaced by mean of respective feature values.

2.4 Classification and Feature Selection
The classification study goal is to decide about chronotypes (morning or
evening person) given the described time domain ERP features. Ensem-
ble models are very popular in classification models even being formed
by a set of weak classifiers. It is common that the weak classifiers of the
ensemble are decision trees. The decision of the ensemble classifier is
taken by the ensemble and it is proven that the performance of the en-
semble is better than the individual classifiers. In this work two popular
ensemble classifiers are applied : random forest and XGBoost. The first
is a bagging model where all the individual trees are trained in pararell in
a bootstrap sample of the original data and decision is taken by majority
voting [5]. XGBoost algorithm is boosting model where the individual
trees are trained in cascade and the generation of the next decision tree
is related to the training and prediction of the previous decision tree [6].
Futhermore, these models have intrinsic feature importance scores which
can be easily derived after training. These scores can be used to select or
remove features.

The goal of any feature selection method is the selection of the most
pertinent feature subset which provides the most discriminant information
from a complete feature set. Two main strategies are considered: filter and
wrapper methods. Filter methods are based on the calculation of a score
value for each feature allowing to proceed the classification task with the
highest ranked ones. In wrapper methods the feature selection consists
of searching a relevant subset of features from high-dimensional data sets
using the classification algorithm itself as part of the function-evaluating
strategy. Hence, feature selection can be a pre-processing step (with fil-
ter methods) or the classification algorithm guides the selection (wrapper
method). In this work experimental set-up explores the two strategies:

• Filter methods where the discriminating power of each feature is
evaluated individually and assigned a value which will be used for
ranking purposes. The f-test is a statistical test that can be used
to analyze differences between two or more groups of data. The
f-test score, calculated for each of the features, provides an overall
decision as to whether a significant difference is present among
sample means of the groups.

• Wrapper methods. The feature importance score provided by the
two classification models is used to study the dependence of accu-
racy with the number of features.

To evaluate the performance of the different strategies, a cross-valida-
tion (StratifiedKFold with n_splits=5 and n_repeats=2) was carried out.
Furthermore relating the scores calculated for each feature with its scalp
localization provides a visual validation of the results.

3 Results and Discussion
The machine learning pipeline described before was applied. Then, ex-
periments applying the filter method before the classifier were considered.
It has been reported that the 20 features with the highest f-value are the
amplitude, with no latencies being recorded, most often the first and sec-
ond peaks. While with the wrapper methods the features with highest
importance values can be either amplitude or latencies. Furthermore the
localization of the features was also verified.

3.1 Performance
The accuracy values obtained through cross-validation of the two algo-
rithms, using the best ranked features or all features, can be consulted in
the Table 1. The filter method is based on f-test and the best 20 ranked
features are used as inputs to the classification algorithms. The XGBoost
with all features achieves the best result.

The dependence of performance with number of features was also
studied using a recursive feature elimination strategy and measure the per-
formance of the classification algorithm with cross-validation. Through

this study it was possible to conclude that for XGboost choosing 100 fea-
tures the precision is around 94% while random forest the precision is
73% choosing the same number of features.

Table 1: Accuracy and standard deviation values for each of the applied
classifiers, with only 20 features, using f-test, and with all features.

Classifiers Accuracy ± Standard deviation
Random Forest with only 20 features 0.686±0.027

Random Forest with all features 0.734±0.018
XGBoost with only 20 features 0.846±0.035

XGBoost with all features 0.945±0.018

3.2 Scalp Localization
The total importance was calculated by channel, adding up all peak and
latency scores for each channel and dividing by the sum of all peaks and
latencies, respectively. They used scores from different methods: f-values
normalized (a), feature importances from Random Forest (b) and XG-
Boost (c). The Figure 2 illustrates the results on the scalp using a color
code scheme. Regardless of the type of filter to be used, it can be con-
cluded that the most relevant areas for peak amplitude values are parietal
and occipital. On the other hand, latencies are of greater interest in the
temporo-occipital region. Furthermore, it is important to note that in case
(c) the relevance of latencies is equally important to peak amplitude val-
ues.

Figure 2: Feature Importance: (a)- f-test; (b)-random forest; (c)-XgBoost
and Top: amplitude; Bottom: latencies.

In general, it is possible to conclude that the classifier that best dis-
tinguishes the two conditions under study is XGBoost, regardless of the
number of features. Furthermore, it can be concluded that for the peak
amplitude values the most relevant regions are the parietal and occipital.
With regard to latencies, these are more relevant in the temporo-occipital
region.
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Abstract 
Two-dimensional echocardiography is the most widely used non-invasive imaging 
modality due to its fast acquisition time, low cost, and high temporal resolution. 
Accurate segmentation of the left ventricle in echocardiography is vital for 
ensuring the accuracy of subsequent diagnosis. Currently, numerous efforts have 
been made to automatize this task and various public datasets have been released 
in recent decades to further develop present research. However, medical datasets 
acquired at different institutions have inherent bias caused by various confounding 
factors, such as operation policies, machine protocols, treatment preferences, etc. 
As a result, models trained on one dataset, regardless of volume, cannot be 
confidently utilized for the others. In this study, we investigated model robustness 
to dataset bias using two publicly available echocardiographic datasets. This work 
validates the efficacy of a supervised deep learning model for left ventricle 
segmentation, outside the dataset on which it was trained. The exposure of this 
model to unseen, but related samples without additional training maintained a good 
performance. However, a performance decrease from the original results can be 
observed, while the impact of quality is also noteworthy with lower quality data 
leading to decreased performance. 

1 Introduction 
Cardiovascular diseases are a leading cause of mortality worldwide 

and a major contributor to disability [1]. Echocardiography is the 
recommended modality for most cardiac diseases for diagnostic and 
prognostic purposes and is the most commonly performed non-invasive 
cardiac procedure. Compared to other imaging modalities, 
echocardiography has unique characteristics such as portability, high 
temporal resolution, absence of ionizing radiation, and low costs [2]. 
Additionally, it is the only imaging modality that permits real-time 
imaging of the heart, thus allowing the immediate detection of various 
abnormalities [3].  

Nonetheless, echocardiographic analysis is associated with several 
challenges. Namely, multiple measurements that increase user 
subjectivity and duration, complex analyses during the echocardiographic 
evaluation, high standard of individualized assessments, high operator 
subjectivity, and wide observation ranges and distinctions among 
observers that persist even under standardized conditions. In this context, 
artificial intelligence (AI) can potentially reduce interobserver variation 
and assist in the lack of extensive operator experience. 

AI applications to echocardiography, based on machine learning 
(ML) or deep learning (DL) frameworks, have recently been proposed for 
the automation of several tasks regarding echocardiogram analysis, 
namely quality assessment, cardiac view classification, and left ventricle 
(LV) segmentation [4], [5], [6]. LV segmentation in particular is an 
essential step for LV function assessment in terms of characterizing the 
ventricular volume, ejection fraction, wall motion abnormalities, and 
myocardial contractility [7], thus playing a key role in the diagnosis of 
heart disease in echocardiography. In clinical routine, semi-automatic or 
manual annotation is still used in daily work due to the lack of accuracy 
and reproducibility of fully-automatic cardiac segmentation methods. 

Despite the promising results obtained with AI methods for LV 
segmentation, different populations, different equipment, and poorer 
quality data, among other factors, can negatively influence real world 
results. In this work, we aim to study the generalization of an algorithm 
trained on one dataset on a never previously seen dataset. This type of 
inter-dataset study has not been done so far in the echocardiography field 
but is essential to ensure that the performance of these systems will be 
maintained when applied in the real world.  

2 Methods 
2.1  Datasets 

The datasets used in this study were the publicly available EchoNet 
Dynamic (EchoNet) dataset [9]  and the CAMUS dataset [10]. The 
EchoNet dataset consists of apical four-chamber (4CH) two-dimensional 

greyscale videos, extracted from each study. Each video represents a 
unique individual as the dataset contains 10,030 echocardiography videos 
from 10,030 unique individuals who underwent echocardiography 
between 2016 and 2018 as part of clinical care at Stanford Health Care. 
In addition, the dataset is accompanied by expert annotations, including 
LV volume at end-systole (ES) and end-diastole (ED), and human expert 
tracings of the LV [6]. For this work, this dataset was split into 7,465, 
1,277, and 1,288 patients, respectively, for the training, validation, and 
test sets, as indicated in [6]. 

In contrast, the CAMUS dataset consists of echocardiograms from 
500 patients, acquired at the University Hospital of St Etienne (France), 
and is made available through training and testing subsets, consisting of 
exams from 450 patients with the corresponding manual references based 
on the analysis of one clinical expert and 50 exams from patients, 
respectively.  In this dataset, an apical 4CH and an apical two-chamber 
(2CH) two-dimensional greyscale sequences are extracted from each 
patient. At least one full cardiac cycle was acquired for each patient in 
each view, allowing manual annotation of cardiac structures at ED and 
ES in the training dataset along with the diastolic-systolic phase instants. 

For this work, the CAMUS training dataset was used to validate the 
model (450 echocardiographic sequences). Also, 11,2% of the images in 
this subset have a poor quality (based on the opinion of one expert), 
indicating that for this subgroup the localization of the LV endocardium 
and LV epicardium as well as the estimation of clinical indices are not 
considered clinically accurate and workable. Although, in classical 
analysis, poor quality images are usually removed from the dataset 
because of their clinical uselessness, in this study this data was used to 
assess their influence as part of the validation set for deep learning 
techniques. 

2.2  EchoNet Model 
EchoNet-Dynamic DL model (https://github.com/echonet/dynamic; 

Fig. 1) has a CNN model with atrous convolutions for frame-level 
semantic segmentation of the LV. The EchoNet DL model was trained on 
7,465 apical 4CH echocardiogram videos obtained during routine clinical 
practice at Stanford Medicine and these pre-trained weights were used for 
all experiments. Although the model was trained solely on 4CH 
echocardiograms, in the CAMUS validation dataset both 2CH and 4CH 
echocardiograms were used to validate the model. 
 

 
Figure 1: EchoNet-Dynamic workflow. For each patient, EchoNet-
Dynamic uses echocardiogram videos as input. The model generates 
frame-level semantic segmentations of the LV. (Adapted from [6]). 

2.3  Experiments 
The EchoNet DL model was first tested on the EchoNet Dynamic 

dataset [9]. As previously mentioned, the EchoNet validation dataset 
consists of 1,277 echocardiograms.  

Next, the DL model was validated on the CAMUS validation dataset, 
comprising 450 echocardiographic sequences. In this regard, the 
echocardiographic sequences underwent several resizing steps for the 
optimization of results:  equalize the element spacing on the x and y axis; 
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maintain the aspect ratio; lastly, the resulting square images were down-
sampled to 112 x 112-pixel videos. The identification of the ES and ED 
frames was provided in CAMUS metadata. In addition, the relationship 
between model performance and the quality of the echocardiogram video 
was evaluated. The model was tested in 3 different subsets with different 
image qualities (Good, Medium, and Poor), consisting of 80 
echocardiographic sequences each, to evaluate the impact it may have on 
the model's performance.  

𝑫𝒊𝒄𝒆 =  𝑨𝒓𝒆𝒂 𝒐𝒇 𝑷𝒊𝒙𝒆𝒍 𝑶𝒗𝒆𝒓𝒍𝒂𝒑 
𝑻𝒐𝒕𝒂𝒍 𝒐𝒇 𝑷𝒊𝒙𝒆𝒍𝒔 𝑪𝒐𝒎𝒃𝒊𝒏𝒆𝒅

Both model's performances was 
evaluated using the Dice coefficient, which can be described as: 

 
 

 
3 Results and Discussion 

The DL segmentation model was applied to the validation dataset, 
along with the 3 subsets of varying degrees of quality. Some of the results 
obtained can be found in Figure 2. 

  
(a) 

  
(b) 

Figure 2: Examples of automatic LV segmentation. (a) Segmentation of 
ED (left) and ES (right) in a 4CH sequence of a unique patient. (b) Poorly 
executed segmentation in a 4CH sequence (left; Image Quality: Poor) and 
well executed segmentation in a 4CH sequence (right; Image Quality: 
Good). 
 

Table 1 shows the Dice coefficient for the validation dataset. There 
was significant concordance in the performance of ES and ED semantic 
segmentation, with the ED segmentation obtaining slightly better results. 
Additionally, since the model was trained on 4CH echocardiograms, the 
impact of the 2CH echocardiograms on the CAMUS validation dataset 
was studied. As shown in Table 1, the performance of the DL model 
improved when validated on the 4CH subset. 
 
Table 1 – Dice coefficient on the overall sequence, end-diastole (ED), and 
end-systole (ES) frame for the CAMUS and EchoNet validation datasets. 

Dice CAMUS CAMUS 
(2CH) 

CAMUS 
(4CH) 

EchoNet 

Average 0,799 0,788 0,811 0,912 
ED 0,810 0,798 0,822 0,893 

ES 0,782 0,768 0,796 0,923 
 
The performance of the EchoNet-Dynamic model on the CAMUS 

dataset was then compared to the performance obtained on the EchoNet 
dataset in [6]. While the performance of the DL model in the EchoNet 
dataset (Dice of 0,912) was superior in comparison with the CAMUS 
dataset (Dice of 0,807), this can be due to several reasons. Namely, the 
varying quality among the datasets, and/or the number of frames available 
per video (the EchoNet videos spread across 5 cardiac cycles each, while 
the CAMUS data only records one). 

Furthermore, the performance was evaluated for subsets of different 
qualities (Table 2). The results were as expected with the highest quality 
sequences showing the highest Dice coefficient and the lowest quality 
sequences presenting the worst Dice results. Once again, the model 
seemed to perform better on the ED segmentation than the ES 
segmentation, in agreement with the reference standard. 

 

Table 2 – Dice coefficient on the overall sequence, end-diastole (ED), and 
end-systole (ES) frames, for echocardiograms of Good, Medium, and 
Poor quality. 

Dice Good Medium Poor 
Average 0,812 0,801 0,793 
ED 0,817 0,806 0,817 
ES 0,803 0,792 0,761 

4 Conclusion 
EchoNet-Dynamic is a video-based deep learning algorithm that 

assesses cardiac function. The results show that automatically obtained 
segmentations of the LV, have good overlap with manual reference 
segmentations. However, a significant decrease in performance on the 
external validation set was nonetheless observed. Additionally, the 
quality of the echocardiograms proves to be of crucial importance for the 
segmentation of LV. In fact, there is a significant decrease in performance 
when moving along the quality subsets, particularly for lower quality 
data. 

With the expansion in the use of point-of-care ultrasound for 
evaluation of cardiac function by non-cardiologists, further work needs to 
be done to understand model performance with input videos of more-
variable quality and acquisition expertise. Our experiments test the ability 
of the EchoNet model to segment unseen samples of echocardiograms 
from a different dataset. Nevertheless, future work is still required to 
overcome the current limitations, such as the lack of comparison with 
other methods and the lack of an inter-observer variability study. 
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Abstract

What knowledge is exactly extracted by pre-trained convolutional net-
works? We argue that, even though state-of-the-art feature extractors have
gotten deeper over time, the abstraction level of the captured information
is still lower than expected. Taking semantic characteristics from lung
tumors as an application case, we explored the degree of mutual informa-
tion (MI) that is found on deep features, with results reinforcing the idea
that the perception power reached with these architectures is still far from
real abstractions.

1 Introduction

The use of pre-trained ImageNet [4] architectures has been widely ex-
plored across almost every medical image task approached by deep learn-
ing [8]. There, although some of the many limitations are often found
extensively discussed (e.g. the large gap between image domains), the
complexity and amount of knowledge (unequivocally necessary in human
decision-making) that is not considered when any deep learning model
provides its answer is not so discussed. In other words, finding pixel-
level regularities cannot, in any instance, be compared to recognizing con-
crete diseases and meaningful properties of the image under observation.
Therefore, analysing the real abstraction level of the information that gets
extracted by pre-trained networks becomes crucial for any AI application,
especially in the medical domain.

In this line, we conducted an exploratory study over the "distance" (in
terms of MI) between two types of data: unstructured features extracted
by pre-trained neural networks (to favor further comparability), and se-
mantic properties identified by clinical experts. In practice, the challenge
would then be finding which latent features are encoding certain seman-
tics by estimating their MI. Contrarily to the maximization of MI between
learned latent representations and specific image regions/patches [3, 7],
relating the compositionality of semantic concepts by searching for MI in
the combination of lower-level features remains under-explored. This is
the focus of this preliminary work.

2 Background

Mutual information is a quantitative measure of dependence between ran-
dom variables, which can be understood as the decrease of the uncertainty
over a certain variable X given knowledge about another one Z, as shown
in Equation 1 below:

I(X ;Z) = H(X)−H(X |Z), (1)

where H is the Shannon entropy and H(X |Z) the conditional entropy on X
given Z. MI is also equivalent to the Kullback-Leibler (KL-) divergence
between the joint distribution and the product of the marginals (see Equa-
tion 2). Therefore, this tells that larger KL-divergences represent stronger
dependencies.

I(X ;Z) = DKL(p(x,z) || p(x)p(z)). (2)

MI represents a crucial concept in machine learning, with more ex-
plicit relevance in unsupervised representation learning settings, where it
is intended that the bottleneck forced during information extraction re-
tains the most relevant properties of the input data [3, 7, 9].

3 Materials and Methods

3.1 Dataset

A subset from the LIDC-IDRI [1], a well-explored lung cancer screening
data collection, was used. Along with screening computed tomography
(CT) scans, this dataset contains several nodule semantic characteristics
manually annotated by radiologists, ranging in an integer scale with spe-
cific meaning associated with each level; the selected semantic variables
included here were sphericity, margin, spiculation and texture (see exam-
ple in Figure 1.).

sphericity: 4 - "Ovoid/round" 
margin: 2 - "Near poorly defined"
spiculation: 1 - "No spiculation" 
texture: 5 - "Solid"

Figure 1: Nodule image example along with the semantic information
(only the four included target variables) from a single annotation [1].

3.2 Experiments

Using as feature extractor an 18-layer Resnet [6], the resultant 512-d fea-
ture vector was the basis for all further experiences. Initially, considering
the intractability of MI computation in continuous data spaces, an MI es-
timation between each individual feature { fi}512

i=1 and the target semantic
variable was obtained (see Figure 2). Following this, experiments based
on regression capacity were adopted as proxy to relate with MI estima-
tions. A linear regression (LR) was performed to explore the entangle-
ment level of the encoded semantic information: higher MI levels would
be exploited by higher coefficients assigned to certain features, while oth-
ers would be disregarded. Figure 3 shows the distribution of the LR coef-
ficients over 100 random train-test data splits, while performance is rep-
resented in Table 1.

Extending the previous experience, a neural network was then em-
ployed to perform the same regression task. Only fully connected lay-
ers were employed, varying the number of hidden layers to explore its
impact on both regression performance and MI estimation. The MI es-
timation was obtained using the Mutual Information Neural Estimator
(MINE) [2]. MINE is defined to converge to the lower-bound of the
Donsker-Varadhan representation of KL-divergence [5] - for more details
about MINE, please refer to [2].

4 Results and Discussion

Since the entire 512-d feature vector was extracted with "freedom" to
encode pixel information with no structure or organization, the low MI
estimations seen in Figure 1 reinforce the motivation behind these exper-
iments: the idea that deep features extracted from pre-trained deep net-
works are very distant from higher-level semantic information as humans
(in this case, clinical experts) do.

In the regression tasks, Figure 3 suggests that the entanglement of
the extracted representation does not allow to clearly visualize particular
strong dependencies. Even though low-variance coefficients can be found
either on the extremes (more informative features) as close to zero (irrel-
evant features), the regression model still used a large number of (low)
contributing features. With the addition of more non-linear combinatorial
power between features, a shallow densely connected neural network is
more capable of regressing to the true value of the semantic target, which
also represents an increase in the estimated MI value (Figure 4).
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Figure 2: MI estimation between each of the features extracted from ResNet-18 and the correspondent semantic target. Here, estimations were
obtained with the sklearn mutual_info_regression package.
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Figure 3: Distribution of LR coefficients, with values averaged over 100 runs. The colorbar shows the standard deviation associated to each coefficient.
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Figure 4: MI estimated values between the regressed output and each se-
mantic variable distributions. The significant decrease for "texture" (val-
ues on 10−8 magnitude) is probably due to its heavily shifted target dis-
tribution. The black error bars represent the standard deviations.

A crucial limitation in this assessment relies on the architectural choice:
we argue that the unstructured mesh of connections in fully-connected
networks allows for every piece of information to influence the rest, which
is undesired. Although proving that it is possible to exploit the extracted
information, the initial question remains unanswered: which features are
actually inherently related to specific semantic concepts? Here, we could
only see that by themselves, the regression models were not capable to
consistently exploit the most informative features and ignoring the rest
(weights from both neural networks followed a very similar distribution to
LR coefficients from Figure 3) - so many "important" features reflect how
low the level of these abstractions is. Since the focus here was to explore
this question without concerning representation learning, further work on
this should be more focused on how the information gets extracted, favor-
ing modularity (where only a few modules encode specific knowledge,
not the entire network) and regularizing its granularity by throwing away
irrelevant details. More, the results only comprehend relations to mutual
information, which by itself may not be sufficient to support this discov-
ery of dependencies between information in different levels of abstraction.
The choice for deeper pre-trained architectures was not considered since
the lack of structure and abstraction would remain the same, regardless of
the depth/complexity of building blocks.

Table 1: Regression results for each of the semantic labels studied, for
linear regression and both neural networks with no hidden layers (HL) as
well as with 1 HL.

semantic label
L1 error as mean ± stdv

LR no HL 1 HL
sphericity 0.146±0.007 0.072 ± 0.012 0.042 ± 0.007

margin 0.211±0.010 0.101 ± 0.010 0.060 ± 0.009
texture 0.189±0.009 0.113 ± 0.020 0.117 ± 0.024

spiculation 0.242±0.011 0.115 ± 0.017 0.071 ± 0.013

The clinical domain was selected for this exploratory study with the
motivation of exploring the gap between high and low-level properties of
the same data. With so many published articles where deep learning ar-
chitectures are applied to solve imaging-related clinical tasks, we argue
that using ImageNet pre-trained networks must be a very cautious proce-

dure, and possible high performances coming from fitting a feature space
that has no notion of the target domain arguably presents any scientific
progress, regardless of how outstanding the results are.

5 Conclusions

This work focused on exploring the lack of structure in feature extrac-
tion using pre-trained networks, showing that prediction capacity does not
imply a significant mutual information between low-level data and more
complex semantic concepts. We also highlight the need for modularity
and explicit abstraction-building in architecture design.
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Abstract

The use of Deep learning methods in the area of medicine is appearing
as one of the most promising strategies to help detecting diseases that
are hard to identify using only human intervention. The use of contrast-
enhanced tomography for the detection of coronary artery disease brings
not only high hospital costs, but it also exposes patients to significant
radiation. The automatic generation of contrast from non-contrast tomog-
raphy can avoid these problems.

The main contribution of this study is the comparison of the perfor-
mance of two specific models of generative adversarial networks (GANs),
the Pix2Pix-GAN and the Cycle-GAN, and the exploration of the trade-
off of using 2D and 3D inputs. Using only the Structural Similarity Index
Measure (SSIM) and the Peak Signal-to-Noise Ratio (PSNR), it could
be concluded that the Pix2Pix-GAN using 2D data reached better results
with 0,492 SSIM and 16,375 PSNR. However, visual analysis of the out-
put shows significant blur in the generated images, which is not the case
for the Cycle-GAN models. This behavior can be captured by the evalua-
tion of the Fréchet Inception Distance (FID), that represents a fundamen-
tal performance metric that is usually not considered by related works in
the literature. The non-alignment of non-contrast images with the contrast
images and differences in the zoom is believed to induce error during the
training, producing blur in the Pix2Pix-GAN. This observation suggests
that image registration can have a fundamental impact in the performance
of Pix2Pix-GAN approaches for this task.

1 Introduction

Ischemic Heart Disease [6] is the leading cause of death worldwide. This
disease is generated by the formation of plaques that can clog the arter-
ies due to the accumulation of cholesterol and calcifications. Computed
tomography is the main imaging modality used for the diagnosis of coro-
nary artery disease due to its excellent resolution and contrast. Typically,
non-contrast cardiac computed tomography (NCCT) is used to evaluate
the presence of coronary calcium deposits, which are related to increased
coronary artery disease risk. However, evaluating the degree of stenosis is
not possible using NCCT due to the low contrast between the heart muscle
and the coronary artery lumen. As such, suspected patients are usually re-
ferred for contrast-enhanced cardiac computed tomography, or computed
tomography coronary angiography (CTCA), where iodine contrast is in-
jected into the blood circulation, thereby allowing the visualization of the
coronary arteries. Since the use of CTCA brings high hospital costs and
high radiation dose to the patient, the automatic generation of contrast
would avoid these additional costs and radiation.

Several authors have proposed methods for the automatic generation
of CTCA from NCCT. Chandrashekar et al. [1] proposed a quite simple
framework. The generator is a least-squares GAN and the discrimina-
tor a PatchGAN [4]. The Cycle-GAN approach used in this framework
removes the necessity of direct pair of specific samples while learning
transformations of two distributions. Choi et al. [2] proposed the use
of the Pix2Pix-GAN constituted by a U-Net architecture in the generator
and a 70×70 PatchGAN as the discriminator, changing the 2D layers by
3D layers. The PatchGAN used in this approach was similar to the one
used in [1]. Kim et al. [5], and Woo et al. [7] proposed the use of the
Conditional-GAN for this problem. The generator is a U-Net architecture
in both works. The discriminator in both papers is a CNN classifier. Xiao
et al. [8] proposed a framework based on the use of a Densely-UNet-
Nested (DUN) segmentation network and a radiomics-guided discrimina-
tor. These networks link with each other in order to improve the results
obtained and they have the objective of segmenting the lesions without

the need for contrast agents.
In this study we will validate the possibility of using GAN-based

methods to generate synthetic CTCA from NCCT, also analyzing the
trade-offs in the use of 2D and 3D data for contrast CT generation.

2 Methodology

2.1 Data

The dataset used comes from the Orca Score Grand Challenge [3]. This
dataset has NCCT and CTCA images from the heart of multiple patients.
In order to have paired data of both modalities, we selected the most sim-
ilar slices. This was obtained by finding the CTCA slice corresponding
the nearest cut of each NCCT slice. After this pre-processing step, we ob-
tained a total of 2812 images (32 patients) for training (1406 non-contrast
and 1406 contrast) and 2844 images (32 patients) for testing (1422 non-
contrast and 1422 contrast).

2.2 Architectures

In this study two architectures were used, a Cycle-Gan and a Pix2Pix-
Gan. These architectures were adapted from the one used by Jun-Yan
Zhu [9]. The generator in both models consists of an encoder-decoder
architecture with multiple residual blocks. It first downsamples the input
data, thus providing a succinct latent representation of the input. After
the downsampling, the information goes through multiple residual blocks.
These residual blocks allow to fast-forward an activation layer into a deep
layer in the network. The so obtained data is finally processed by the up-
sampling that projects the latent representation of the data into a domain
with the same spatial dimensions of the input.

The discriminator is quite similar in both models. The only differ-
ence is that the Pix2Pix-GAN receives not only the generated image but
also the original contrast-enhanced image in order to compare them. This
means that the input received in the first convolution layer is a concate-
nation of the original and generated outputs. All the convolution layers,
except the final two, use stride 2× 2 to downsample the input. The out-
put shape of the discriminator is (1,16,16,1). The output 16×16 image
patches each classify a 142×142 area of the input image.

Since a batch size equal to 1 was used, instance normalization was ap-
plied. The activation function used in both discriminators is the LeakyReLu.
This function differs from the ReLu activation because instead of having
zero for negative values, it has a small slope for them. The slope value
used in this study was 0.2. LeakyReLu activations are normally used in
GANs because this type of algorithm may suffer from sparse gradients.

2.3 Input format

Using the architectures described above, a 2D and 3D version of each
model was created. The 2D model uses independent slices and uses 2D
convolutions. For the 3D model, 3D convolution layers are used instead
of 2D layers. Also, using the kernel size in the Z-axis has the value of 3
to use both the previous, current and posterior image. For the 3D version
the size of each input is 3, meaning that for such inputs contain 3 different
2D slices each. In both architectures we used a 0.0002 learning rate and
trained them for 25 epochs. This value of epochs was also dictated by
constraints in the available computational power.

2.4 Evaluation

In order to evaluate the performance of the proposed models, the follow-
ing metrics were used: structural similarity index measure (SSIM), peak
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signal-to-noise ratio (PSNR), and the Fréchet Inception distance (FID).
The PSNR (1) is used to measure the quality of an image via the

ratio between the power of an image of interest and the power of the
observed distortion/noise. The higher the values, the better. This metric
is based on the computation of the difference between individual pixels.
In this formula, I and G represent the real and generated CCTA images,
respectively.

PSNR = log

(
max_value2

1
n ∑(I(n)−G(n))2

)
, (1)

The SSIM (2) measures how similar two images are, comparing the
reference and the generated images. In this case, the reference image is
the original CTTA, and the generated one is the contrast-enhanced CT.
The c1 and c2 variables in (2) are used avoid division by zero. k1 and k2
are constants and L is the dynamic range of the pixel-values. The µ is the
mean pixels of the image and the σ is the standard deviation of the image.
The input parameters x and y are the real images and generated images.
The higher the SSIM value, the more similar they are.

SSIM(x,y) =
(2µxµy + c1)(2σxy + c2)

(µ2
x +µ2

y + c1)(σ2
x +σ2

y + c2)

c1 = (k1L)2

c2 = (k2L)2

(2)

The FID (3) compares the distribution between the features of the
generated images and real images. The µ1 is the mean of the real images
features, and the µ2 is the mean of the generated images features. The
C1 and C2 are the covariance matrices of the real and generated images
features, and the Tr is the trace operator. The higher the FID results in a
more distant distribution.

FID = ||µ1−µ2||2 +Tr(C1 +C2−2∗
√
(C1 ∗C2)) (3)

3 Results

Using the metrics described above, the developed models were tested. We
compared not only the Pix2Pix-GAN vs Cycle-GAN but also the 2D vs
3D, as shown in Table 3.

Method SSIM PSNR FID
Pix2Pix-GAN 2D 0.492 16.375 239.522
Pix2Pix-GAN 3D 0.458 15.736 238.780
Cycle-GAN 2D 0.402 15.519 103.860
Cycle-GAN 3D 0.350 15.213 136.774

Table 1: Evaluation results on the test set.

It can be seen that overall, the Pix2Pix-GAN seems to garantee better
results than the Cycle-GAN because of the high SSIM and PSNR. How-
ever, the images produced by the Pix2Pix-GAN are affected by significant
blur, making it hard to examine and evaluate the contrast in them as can be
seen in Figure 1. This behavior is correctly captured by the corresponding
value of the FID metric.

Figure 1: 2D (first row) and 3D (sescond row) Model Output Example

In this Figure we have in the first row an example of the 2D model and
the second row an example of the 3D model. Also, the FID value shows
that in the Pix2Pix-GAN, the distribution is not as well distributed as in
the Cycle-GAN. The Cycle-GAN produces images without blur, making
them look more realistic, and thus with lower FID. The SSIM has low
values because of the non-alignment of the pictures, which means that
when we are comparing both images, some parts of the generated images
are not in the same area that the real images. This happens because the
generated images base is the NCCT image which happens to be slightly
different from the CTCA. The 2D presents better results than the 3D. This
shows that using the previous and posterior slices may hinder the training.

4 Conclusion

This study described the development of a model able to generate con-
trast using non-contrast computed tomography. A Generative Adversar-
ial Network-based method was implemented. Our objectives were com-
pleted, that was to analyze the trade-off between the Cycle-GAN and
Pix2Pix-GAN and also 2D and 3D. By analyzing the outputs from dif-
ferent models we reach the conclusion that for future work a new im-
provement of the architecture can be implemented, for example using an
complex segmentation section extracting a set of features more precise,
since the one used in this article is quite simple, only used to compare and
evaluate the quality of this two types of models.
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Abstract

Coronavirus disease 2019 (also known as COVID-19) is an infectious dis-
ease caused by SARS-CoV-2 whose symptoms commonly include fever,
cough, dyspnoea, myalgia and fatigue. This pandemic that we are all so
aware of, mainly because of confinement, has caused and is still causing
serious problems, not only health, but also social and economic, to such an
extent that the whole world has been changed by this disease. X-rays are
a type of ionising radiation used to obtain images of the inside of body.
This study attempts to analyze X-rays of the thorax in order to classify
them as either healthy or COVID-19 infected as accurately as possible.
For this purpose, the impact of different data augmentation methods, that
consist of applying transformations in order to increase the size and per-
formance of a small dataset, are studied. The neural networks used in this
study are a sequential and DenseNet201. The best results achieved were
using DenseNet201 and a 5% rotation, reaching a 99.54% accuracy.

1 Introduction

Covid-19 is an infectious disease caused by SARS-CoV-2. Its symptoms
commonly include fever, cough, dyspnoea, myalgia and fatigue. It has
between 0.5 and 1% of mortality, according to the World Health Organi-
sation.

This disease is well known in recent years since this pandemic turned
the world upside down, with an almost global lockdown and saturating
the heath system of most of the countries around the globe.

With an accumulation of 550 Millions of cases 6.3 Millions of deaths
(as of June 30th 2022) [5], is not only a health problem (due to its mor-
tality, propagation, sequels and saturation of the health systems), its also
a huge economic (not only for the cost of fighting the disease, but also for
the massive lockdown and the lack of manpower) and social (even worse
for most vulnerable like our elders) problem as today.

This problem is even worse on less wealthy countries, as they have
less resources to solve the problem and recover later on.

One of the possible solutions to this problem is to diagnose the disease
by analysing chest X-rays and this can be done using machine learning,
more precisely, image classification.

For this purpose data augmentation can be very useful as most medi-
cal dataset are usually small, due to lack of samples, privacy reasons, and
the labelling cost.

2 Materials and Methods

This section presents the materials and methods, starting in section 2.1
by describing the dataset; next, in Section 2.2 the several types of tested
data augmentation techniques are listed; and finally Section 2.3, the used
Convolutional Neuronal Networks are given and justified.

2.1 Dataset

The chosen dataset is the cropped COVIDGR dataset. It comes from the
COVIDGR [7] dataset, but with the chest X-ray images cropped to just
have the lungs region on the image, to save resources and improve perfor-
mance. All X-rays come from the same source (same hospital), therefore
the images are similar. The dataset is homogeneous, with 426 X-rays of
patients tested positive on COVID-19 (with a polymerase chain reaction
(PCR) on the last 24h) and 426 images of healthy chest X-rays. The im-
ages have different sizes, depending on the size and shape of the lung
area.

2.2 Data Augmentation

One of the main goals of this study was to analyse the impact of data
augmentation on the performance of the neural network. For that pur-
pose, the following methods of data augmentation were tested: Rotation,
Zoom, Flip, Combined (Rotation + Zoom + Flip), Translation and Shear.
To increasing the number of images by just copying them without any
modification was also tested.

2.3 Neural Networks

Since one of the main goals was to analyse the impact of data augmenta-
tion, both a simple and a complex neural network were analysed.

For the simpler neural network, a sequential network was chosen and
for the more complex one, DenseNet201 was used as it achieved the best
results of the analysed works [1, 2, 3, 4, 6, 7], with a 99.70% accuracy
(done by Tabik et al. [7]).

3 Results

On the first experiment, as Table 1 shows, DenseNet201 performed better
than the sequential but worse than the retrained DenseNet on every test.
The second conclusion we can take is that the rotation outperformed every
other tested form of data augmentation (for the retrained DenseNet). The
results achieved with the "duping" technique were greater than expected
as overfitting was supposed. Data augmentation does not always lead to
better results and its improvement is more noticeable on simpler neural
networks.

The best result was achieved using rotation (on this case, 0.1), so
different angles of rotation were tested next. The best result, as seen on
Table 2, was achieved using a 0.05 rotation (and DenseNet201), which is
slightly below than the accuracy obtained by Tabik et al. [7].

Figure 1 presents some examples: missclassified as negative X-ray
and correctly labeled X-ray. There is no false positives as the value of the
achieved precision is 1.0).

4 Conclusions

Covid-19 is still a major global problem, whether it is for health, the econ-
omy or society as well.

X-rays and their classification via machine learning can help miti-
gate this problem as it can find out with high accuracy and relative speed
whether or not the patient is affected by the COVID-19 disease.

Within the possibilities of neural networks, transfer learning has been
shown to be an efficient way to achieve accurate results. Data augmen-
tation is also of great help, especially in these kind of medical problems
where smaller datasets are usually available.

In this case an accuracy of 99.56% is achieved using DenseNet201
and a rotation of 5% as data augmentation.

The individual can opt towards both a more complex neural network
and a more complex data augmentation which would increase accuracy
but require higher running costs at the same time, leaving the choice be-
tween accuracy or speed to their specific needs; but in these medical mat-
ters accuracy usually comes first, as misdiagnosis can be very damaging
to the patient (and his or her environment). Transfer learning and data
augmentation are a good solution to achieve the desired high accuracy
without sacrificing the speed of more traditional methods.
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Table 1: Results of first study. Comparison between different NN and augmentations

Net Augmentation Accuracy Precision Recall F1 Specificity

Sequential

Without 0.4194 0.2410 0.1225 0.1569 0.7862
Rotation 0.4714 0.4730 0.6045 0.5245 0.6470
Zoom 0.5015 0.5187 0.8829 0.6490 0.5631
Flip 0.5103 0.5321 0.7036 0.5996 0.6798
Combined 0.4941 0.5095 0.8603 0.6355 0.5582
Translation 0.5528 0.9218 0.2704 0.4027 0.9901
Shear 0.5044 0.5256 0.8873 0.6546 0.5665
Duping 0.5154 0.5366 0.7214 0.6082 0.6756

Densenet

Without 0.7727 0.8623 0.6793 0.7426 0.8822
Rotation 0.7742 0.8653 0.6754 0.7501 0.8931
Zoom 0.7610 0.8733 0.6515 0.7301 0.8976
Flip 0.7625 0.8599 0.6560 0.7286 0.8866
Combined 0.7815 1.0000 0.3778 0.5394 1.0000
Translation 0.7933 0.8800 0.6941 0.7683 0.8984
Shear 0.7771 0.8645 0.6790 0.7454 0.8842
Duping 0.7871 0.8846 0.6897 0.7667 0.8895

Retrained

Without 0.9853 0.9941 0.9785 0.9858 0.9945
Rotation 0.9927 1.0000 0.9870 0.9932 1.0000
Zoom 0.9780 0.9965 0.9651 0.9794 0.9977

Densenet
Flip 0.9927 0.9973 0.9892 0.9931 0.9972
Combined 0.9648 0.9952 0.9425 0.9656 0.9939
Translation 0.9883 0.9951 09865 0.9903 0.9937
Shear 0.9868 0.9973 09782 0.9871 0.9972
Duping 0.9912 0.9949 0.9862 0.9901 0.9939

Figure 1: Visualization of results. False negative on the left, True Positive on the middle, True negative on the right.

Table 2: Results of second study. Comparison between different amounts
of rotation using DenseNet201

Rotation Accuracy Precision Recall F1 score Specificity
0.1 0.9927 1.0000 0.9870 0.9932 1.0000
0.2 0.9868 0.9973 0.9781 0.9873 0.9972
0.05 0.9956 1.0000 0.9924 0.9961 1.0000
0.025 0.9883 0.9977 0.9809 0.9889 0.9965
0.045 0.9883 0.9968 0.9804 0.9881 0.9976
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Abstract

Classification of skin lesions with imbalanced class distribution typically
leads to misleading results, which can be of special concerning when we
are doing the diagnosis of rare diseases. This paper studies the effect of
class balancing techniques for skin lesion classification. We utilized an
attention mechanism incorporated into a classical neural backbone. This
mechanism is known as triplet attention, a lightweight method that allows
to capture cross-domain interactions. The model was evaluated based on
Recall, Precision, and Accuracy.

1 Introduction

Melanoma is one of the deadliest types of skin cancer and over the past
decade, the number of diagnosed malignant melanoma has increased sig-
nificantly [9]. Between 2008 and 2018 the incidence rate of melanoma
rose by 44% and there was an increase of 32% in deaths. A higher chance
of survival can be achieved if the cancer is diagnosed at an early stage,
as the doctor will be able to assign appropriate treatment. Initially, the
specialists can distinguish between benign and malignant skin lesions
through visual examination. However, this first step cannot be taken as
the ultimate diagnosis because it is a difficult task to distinguish between
different lesions as they all look similar. Following a visual examination,
a more precise diagnosis is usually achieved with dermoscopy imaging.
Dermoscopy is a non-invasive method that allows the visualization of a
pigmented skin lesion in vivo right to the starting edge of the reticular
dermis. In several studies, it has been proven that the use of a dermoscopy
increases both specificity and sensitivity when compared to the naked eye
[1]. This technique has drawbacks, such as low resolution and lack of
optical sectioning capabilities, which can result in a limited diagnosis ac-
curacy. Through the recent advances in Artificial Intelligence, more and
more machine learning systems are being developed to aid the detection
of skin lesions [4]. However, despite the significant progress, skin lesion
classification is still a difficult task. So, inspired by the work [7], we de-
cided to incorporate triplet attention mechanisms into a neural network for
the classification of melanoma and non-melanoma lesions. However, we
encountered an extremely imbalanced dataset due to limited resources.
So, this paper studies the effect of resampling techniques such as over-
sampling and undersampling on an attention-based model for melanoma
recognition.

2 Methodology

2.1 Dataset

The dermoscopic datasets were obtained from ISIC 2019 [2, 3, 10], ISIC
2020 [8], PH2 [6], DermeNet NZ, and Derm7pt [5]. From the ISIC 2020,
we retrieved 32,542 and 584 non-melanoma and melanoma images, re-
spectively. As a result of the highly imbalanced dataset, it was neces-
sary to find other datasets that could add more images to melanoma class.
From the ISIC 2019, PH2, DermeNetNZ, and Derm7pt datasets we uti-
lized 4522, 40, 94, and 237 melanoma images, respectively. The class cor-
responding to the melanoma images increased from 584 to 5477, which
allowed us to significantly reduce the difference between the two classes.
However, we still face a very unbalanced database when comparing the
5,477 images with 32,542 non-melanoma images.

Online data augmentation techniques were applied during network
training, these transformations include rotation from -15 to +15, randomly

horizontal and vertical flips with a probability of 0.5 and brightness ad-
justment between 0.2 and 0.7. Additionally, these transformations were
only applied to the training and validation sets. Furthermore, we decided
to use focal loss as the main classification loss term, because it can auto-
matically down-weight easy samples in the training set. All images were
normalized to make sure there were no inconsistencies in the different
datasets.

2.2 Triplet Attention

Triplet attention is an intuitive and lightweight attention mechanism that
captures cross-domain interaction, i.e., the interaction between channel
and spatial domain. This helps us capture richer, more discriminative
feature representations, thereby increasing our model’s trustworthiness.
Triplet Attention is composed of three parallel branches, two of which
are responsible for computing the attention weights between the channel
dimension (C) and spatial dimension (H or W). The remaining branch is
responsible for computing simple spatial attention. The top two branches
undergo the Z-Pool operator, which lowers the zeroth dimension to two by
concatenating the average and max-pooled features of the tensor through-
out that dimension. The tensor is then passed through a standard convo-
lutional layer and later passed through a sigmoid activation layer. The
resulting tensors of the three branches are then collected by simple aver-
aging, obtaining our final tensors.

2.3 Model Setup

A triplet attention block can be easily added to classical backbones net-
works, due to its simple and lightweight structure. Therefore, it was
decided to add this block to an effective neural network known as Mo-
bileNetV2. This network is specially designed for mobile and restricted
environments, and when compared to the most common architectures in
deep learning, it significantly decreases the number of operations and
memory needed while does not affect the accuracy. The MobileNetV2
architecture is composed of bottleneck residual blocks, and each one con-
tains three convolutional layers: an “expansion” layer, followed by a
depthwise convolution layer, and ends in a “projection” layer. One of the
new things introduced in this network when compared to the first version
is the residual connections presented in the bottleneck block. This con-
nection unites the beginning and the end of the block, to pass information
to deeper layers of the model. So our model architecture is composed of
a fully convolution layer followed by 19 residual bottleneck blocks with
the addition of the triplet attention layer at the end of each block. For all
the experiments, the training process uses AdamW’s optimizer with the
initial learning rate of 0.001 decreasing over the epochs. This optimizer
is known for reaching convergence rapidly, which is why we choose a rel-
atively small number of epochs (30 epochs). Also, we decided to use the
Transfer Learning technique that consists of utilizing knowledge from a
large dataset to finish our task, i.e., we use pre-trained weights so that our
predictions can make use of representations already learned.

3 Class Balancing

Numerous researchers have reported that working with an imbalanced
data distribution often leads to errors, as it is more difficult for the model
to classify members of the minority class than of the majority class. These
misleading results are special concerning when we are doing the diagno-
sis of rare diseases. So, a way to handle imbalanced data is resampling a
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(a) (b) (c)
Figure 1: Confusion matrices for the attention-based model with class balancing techniques (a) No resampling technique. (b) Hybrid resampling
technique; (c) Hybrid technique and class weights .

Precision Recall Accuracy
NM ML NM ML

No resampling 0.867 0.597 0.979 0.101 0.861
Resampling 0.928 0.819 0.980 0.551 0.918

Sampling+weights 0.961 0.273 0.619 0.851 0.632
Table 1: Results of the attention-based model with and without data bal-
ancing techniques.

training dataset by modifying the number of instances of the classes into
balanced data.

Two techniques commonly used to combat the issue of imbalanced
classes are undersampling and oversampling. Undersampling will get all
the classes to the same amount as the minority class, and oversampling
will get all the classes to the same amount as the majority class. How-
ever, these techniques are not without flaws. When we choose to use
undersampling it is possible that the chosen sample of the majority class
will be biased. Yet, when we use oversampling, it will likely overfit and
can also oversample noise samples. In order to avoid creating a new bal-
anced dataset and to mitigate overfitting when using data augmentation
techniques, we decided to implement a hybrid method that combines both
resampling techniques. We also decide to study the effect of class weight-
ing, as it tends to over-penalize the misclassification of samples from the
minority class.

4 Results and Discussion

Different class balancing techniques for skin lesion classification were
conducted on different dermoscopic lesions to evaluate the performance
of our attention-based model. The classification performance is evaluated
using Recall, Precision, accuracy of the model, and confusion matrix.

Figure 1 shows the positive impact of imbalanced learning techniques.
The model using resampling techniques achieved better results, especially
when referring to the melanoma classification. The recall for melanoma
improved from 0.101 to 0.551 (Table 1).

We can also observe the impact of assigning higher weight to the mi-
nority class, as the model grants more attention to the misclassified sam-
ples. This should make the model able to classify the minority class better.
Conversely, we end up with the worst results when it comes to the major-
ity class. This can be a big problem because the incorrect classification
of melanoma as benign can have serious consequences. According to the
results from the different tests, the attention-based model with resampling
technique presents overall better results than without the class balancing
techniques. This shows that by creating a new, transformed version of the
training dataset with a more balanced class distribution, it is possible to
combat one of the biggest concerns in data classification. With the addi-
tion of class weights, it improved the classification of correct melanoma,
however the incorrect classification of melanoma as benign showed to be
a great problem when dealing with the patient’s diagnosis.

5 Conclusion

In this paper, we study the impact of class balancing techniques for skin
lesion classification with an attention-based model. The MobileNetV2

with triplet attention was trained in 5 different datasets. With help of
some preprocessing techniques such as data augmentation and resampling
technique, it was possible to reduce the data imbalance. In the future, it
will be important to study the impact of these methods into a multi-class
detection problem and to experiment other resampling techniques such as
undersampling.
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Abstract

The pericardium is a thin membrane sac that covers the heart. As such, the
segmentation of the pericardium in computed tomography (CT) can have
several clinical applications, namely as a preprocessing step for extraction
of different clinical parameters. However, manual segmentation of the
pericardium can be challenging, time-consuming and subject to observer
variability, which has motivated the development of automatic pericardial
segmentation methods. In this study, a method to automatically segment
the pericardium in CT using a U-Net framework is proposed. The Car-
diac Fat database was used for training with two different input sizes –
512×512 and 256×256. A superior performance was obtained with the
256×256 image size, with a mean Dice similarity coefficient (DSC) of
0.871±0.01 and 0.807±0.06. Results show that reasonable performance
can be achieved with a small number of patients for training and an off-
the-shelf framework. Nevertheless, additional data will increase the ro-
bustness of this approach in outlier cases and future approaches must fo-
cus on the integration of 3D information for a more accurate segmentation
of the lower pericardium.

1 Introduction

Coronary artery disease (CAD) is the most common type of heart disease
and the leading cause of death worldwide [6]. CAD happens when the
coronary arteries become hardened and narrowed due to the buildup of
deposits of calcium, fatty lipids, and inflammatory cells, causing the re-
duction of blood flow to the heart muscle. As a result, the heart muscle is
deprived from the blood or oxygen it needs, which can lead to chest pain
(angina) and myocardial infarction.

Nowadays, quantifying calcium deposits in the coronary arteries
through calcium scans is the most common non-invasive technique for
screening CAD. A coronary calcium scan uses computerized tomography
(CT) to detect calcium deposits in the coronary arteries of the heart [1].

However, CAD especially in people below 50 years of age, can be
present without calcium (non-calcified plaque) and may not be detected
by this technique which leads some patients to be misdiagnosed. Early
studies suggest that changes in epicardial adipose tissue (EAT) may play
an important role in the pathogenesis of CAD, emerging as a relevant
factor for cardiovascular risk stratification [9]. EAT assessment typically
implies a prior segmentation of the pericardium – a thin sac that covers
the heart composed by a double layered membrane. However, manual
segmentation of the pericardium is user-dependent, due to the difficulty
of correctly identifying the area among multiple observers and remains a
tedious task, not suitable for clinical practice [3], being essential to en-
hance the repeatability of the results and to reduce time.

In recent years, several research studies investigated the automatic
segmentation of the pericardium and EAT on CT using machine and deep
learning algorithms. One of the first studies assessing a technique for the
segmentation of the fat surrounding the heart compartments was reported
by Rodrigues et al. [7]. They proposed a feature extraction method com-
prising an intersubjective registration based on the creation of an atlas
and then, classification. This method can obtain an ideal performance in
the Dice similarity score (DSC) (97.9 %) for the segmentation of EAT.
However, several issues must be considered in the case of atlas-based
techniques as the performance depends heavily on the registration [5].

Zhang et al. [10] proposed a method based on the U-Net framework,
applying dual U-Nets with a morphological layer on cardiac CT scans.
The first U-Net is used to detect the pericardium and the second to find and

segment the epicardial fat from the pericardium. The proposed method
achieves a mean DSC of 91.19%.

Although many of these studies show promising results, the effec-
tiveness of these tools has not yet been demonstrated in large populations.
Furthermore, there are still challenges to be overcome namely in the in-
tegration of 3D and prior information (e.g. pericardial geometry). The
work presented in this report is a preliminary study towards the automatic
segmentation of the pericardium in CT imaging. A state-of-the-art archi-
tecture is trained for this purpose using publicly available data.

2 Methods

In the following chapter, the dataset and the methods carried out to achieve
pericardial segmentation will be described.

2.1 Cardiac Fat Dataset

The Cardiac Fat database 1 was acquired in Rio de Janeiro and released
publicly by Rodrigues et al. [7]. The dataset includes 20 CT scans with
878 slices belonging to 20 patients as DICOM images (512×512 pix-
els). The original ground truth was obtained via manual segmentation
by a physician and a computer scientist who labeled the epicardial fat,
pericardial fat (mediastinal), and finally, the pericardium layer. While
pericardial contours are made available, label inconsistencies were found
in some images and these labels had to be discarded. As such, the EAT
label was used to obtain an approximation of the pericardial mask using a
Convex Hull [2]. An example of a CT slice and the corresponding manual
segmentation is shown in Figure 1.

Figure 1: Dataset overview. Left: DICOM images; middle: Thresholded
DICOMs and manual segmentations of cardiac fat. Red indicates EAT,
green indicates mediastinal fat; right: EAT (red) and Pericardial (yellow)
labels and overlapped with DICOM images.

2.2 Pericardial Segmentation

Before training the network, the CT slices were first clipped to [-1000,
1000] HU and then normalized to a range between 0 and 1. A total of 121
slices from the original dataset that did not include pericardium labels
were also removed during training.

Pericardial segmentation was then performed using a U-Net architec-
ture [8]. The U-Net is a popular framework for deep learning models,
it often obtains excellent performance in image segmentation, especially
in the area of medical image processing. This model was trained from
scratch with a total number of 31,031,685 parameters. Two different input
sizes were tested to evaluate the importance of contextual information and
network receptive field: 512×512 (the original image size) and 256×256.

1http://visual.ic.uff.br/en/cardio/ctfat/index.php
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For the training, validation and testing of the model, the Cardiac Fat
dataset was randomly divided as follows: 60% of the CT scans for train-
ing, 20% of the CT scans for validation, and the remaining 20% for test-
ing. The two models were trained with the binary cross-entropy loss func-
tion and using the adaptive moment estimation (Adam) optimizer.

A batch size of 2 and a learning rate of 0.0001 were used for the first
model. For the model trained with 256×256 images, a batch size of 12
and a learning rate of 0.001 were used, taking into account the memory
constraints of the workstation used.

Evaluation of segmentation performance was done using the DSC [4]:

DSC(A,B) =
2|A∩B|
|A|+ |B| , (1)

where A and B are the pericardial masks of the manual and automatic
segmentations.

3 Results and Discussion

Table 1: DSC of the automatic segmentation for the Cardiac Fat dataset.

Size
Metric

DSC (mean ± standard deviation)

256×256 0.871 ± 0.01
512×512 0.831 ± 0.02

The DSC values for the test images with 256×256 and 512×512 pix-
els are presented in Table 1. It can be seen that higher DSC was obtained
for the 256×256 image size. Two examples of automatic segmentations
predicted by both models are presented in Figure 2. It can be seen that the
images predicted by the 256×256 model present slightly better results. In
the case of the 512×512 images, there are some flaws in the classification
of pixels and even inside the pericardium, some pixels are not attributed
to it. The bottom row of Figure 2 highlights the difficulty in segmenting
the lower portion of the pericardium due to the presence of other organs.

The observed worse performance for the 512×512 images is likely
due to the fact that the larger image size results in a decrease in the size of
the receptive field thus giving less contextual information to the network,
which can be important for segmentation. However, the use of different
hyperparameters for the two models (batch size and learning rate) can also
play a role. Even so, in both models a satisfactory DSC was obtained,
taking into account that a standard U-Net architecture was used.

Figure 2: Examples of pericardial segmentation. Left: manual segmenta-
tion; middle: 256×256 U-Net; right: 512×512 U-Net.

In spite of the promising results obtained in this work, significant lim-
itations remain. First, the quantity and quality of the data and annotations
that were used for training is clearly insufficient. It should be noted that
the 878 CT slices which compose the Cardiac Fat dataset come from only
20 patients. As such, they are highly correlated and do not adequately
represent the variability existing in the population. Furthermore, the la-
belling used for training is also not ideal as it was obtained from EAT
labels and can be incomplete. As such, it would be crucial to train the

model with more patients and a more consistent pericardium labelling.
Second, in terms of segmentation performance, the model can often fail
for the lower pericardium and for slices where there is no pericardium
(below or above). The use of 3D or 2.5D networks to provide further con-
text during segmentation would thus be an extremely important strategy
to improve performance in these slices which will be explored in future
work.

4 Conclusions

In conclusion, a U-Net segmentation network for automatic pericardial
segmentation was proposed, trained on the public Cardiac Fat dataset. A
mean DSC of 0.831 ± 0.02 and 0.871 ± 0.01 was obtained using input
sizes of 512×512 and 256×256, respectively. Overall, these results indi-
cate that reasonable performance can be obtained with a small number of
patients. Future work to improve performance and robustness must focus
on increasing the quantity and variability of training and testing data and
integrating contextual information to increase performance in the lower
pericardium.
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Abstract 
This work aims to develop machine (deep) learning algorithms and methods for 

the detection of Breast Cancer (BC) pathological lesions on Magnetic Resonance 
Imaging (MRI). For this purpose, we used a public TCIA dataset [1,3] consisting 

of 922 cases of biopsy proven BC patients. Our work focused on assisting 

radiologists / physicians in the early detection of BC and the reduction of false 
negatives (Type II errors), which unfortunately can be a misleading factor of major 

importance. Experimental results demonstrated an average Intersection over Union 

(IoU) of 66% with a corresponding network output score of 85%.  

1 Introduction 

By 2020 Breast Cancer (BC) was the most prevalent cancer and the 
fifth cause of cancer death globally [4]. BC treatment is highly effective 
when it is detected in early stage of the disease [4]. It is a matter of the 
highest importance which represents an urgent global priority. BC 
heterogeneity accrues from a diversity of factors, in general, dominated 
by the morphological features of the pathological lesions and origin of 
the neoplasia [5]. The challenge of automatic detection of BC arises from 
its variety of types and subtypes with added imaging methods, which 
produce substantial amounts of artifacts that are both time-consuming 
and exhausting to analyze. It is currently an unsolved problem with added 
difficulty for radiologists/physicians in terms of examining Magnetic 
Resonance Imaging (MRI). Early, and accurate diagnosis is important to 
improve the prognosis and increase the survival rate of patients with BC 
by 30% to 50% [6].  

As a main goal, the detection of BC pathological lesions aims to 
reduce the workload of the radiologists / physicians and easing the 
clinical decision-making process. In this work, we aim at developing of 
robust and accurate machine (deep) learning algorithms and methods for 
detecting BC pathological lesions on MRI. It has been our first approach 
to explore the performance of Faster R-CNN models. For testing and 
validating the developed detection models, we have used an existing fully 
annotated BC dataset released for public domain (see subsection 2.1).  

It is an ongoing project, we aim to develop a prototype / system 
capable to detect pathological lesions on MRI, as well as identifying the 
bounding box of the pathological lesions on slices (images) with highest 
detection score. As a first approach, we have been focused on training a 
Faster R-CNN model. 

2 Material and Methods 

2.1 Dataset 

     We have used a dataset from “The Cancer Imaging Archive” (TCIA)  
[1,3] consisting of a collection of 922 cases of biopsy proven BC patients 
of the Duke Hospital, Durham, North Carolina, USA. The lesion 
annotations are 3D bounding boxes delimited by 2D coordinates plus a 
set of slices where the pathological lesions (tumors) were found, like 
depicted in Figure 1. For each patient are available 5 or 6 sequences (also 
referred to as series). A sequence is a series of radiofrequency pulses, each 
one with its specific settings, resulting in a set of images (slices). Some 
patients have an MRI non-fat saturated sequence, nevertheless, these 
sequences are not to be used [2] as they do not match the annotation. 

Overall, the dataset is composed of 772439 images distributed by all (922) 
patients. Each tumor has its features, for instance shape and size. These 
characteristics differ highly on the lesion type and subtype. The minimum 
number slices with tumor detected on a patient is 2 slices and maximum 
131 slices. 

A negative aspect of this dataset is that annotations have only been 
made for the largest biopsied tumor in each patient, i.e., if multiple tumors 
were detected in the same patient, the smaller tumors cannot be accounted 
for as they have no annotation [2]. Therefore, undesirable false positives 

(Type I Error) may occur. There is no way to tell if the false positives are 
real or if they are the result of not having the annotations for some of these 
smaller tumors. 

2.2 Data Pre-processing 

It was a challenge to select a set of images (per patient) that better 
helps in the process of detecting tumors. Most patients have slices with 
tumors that do not fit tightly to the bounding box as depicted in Figure 2 
and somehow illustrated as well as in Figure 1. In Figure 1 the initial and 
last slices show tumors significantly loose within the bounding boxes. 
This can lead to decrease the model performance as it introduces noise 
that will be backpropagated to the network (model) weights [7]. 
Removing images is removing information, not only we don't want to 
remove too many slices, we also don't want to remove too few slices. To 
mitigate this risk, we have implemented a logarithmic funneling function 
(equation 1) that helps to dynamically select the number of images to keep 
and the number of images to be removed both from the initial and the 
ending slices. In equation (1) a, b and c are variable values to control the 
funneling effect. These values were adjusted with small increments until 
we reached a satisfactory result. Later that equation was simplified to 
equation (2) as the sum of powers of b and c is always a constant. In our 
experiment we have used a = 0.75, b = 0.8 and c = 1.15.  With these 
settings, for instance a patient with 64 slices with tumor, after applying 
equation (1), would get to keep 32 slices and would remove other 32, 16 
from initial slices and 16 from ending slices. As for a patient with a total 
of 10 slices with tumor we would get to keep only 6 slices and would 
remove 2 from each side. 

Figure 1: Illustration of the annotation schema for the bounding boxes 
delimitting the pathological lesion. 
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Figure 2: Illustration of bounding boxes looseness on a 9-slice tumour. Slice CS  represents the central slice. CS-4 represents the first slice and CS+4 
represents the last slice. The central slice (CS) is well fit to bounding box, from CS to each of the sides, the bounding boxes have increasing looseness. 
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In terms of the methodology for excluding slices with loose bounding 
boxes, for example in the tumor in Figure 2,  we would want to exclude 
slices CS-4, CS-3, CS+3 and CS+4. Slice CS-2 and CS+2 will already 
introduce much noise, but anyway, still have some beneficial info, and the 
bounding boxes are not as loose as the end slices. By removing these 4 
slices, that patient ends up keeping only 5 slices, which is the result we 
would get from applying the equation (1) on this sample of 9 slices.  

 

 

2.3 Proposed method 

The proposed method aimed to automate the detection of BC 
pathological lesions / tumors. Deep Neural Networks (DNN) have proven 
their efficiency in object detection, therefore, we decided to explore 
CNNs as a first approach. In specific, we use the object detection 
architecture Faster R-CNN, which is composed of two modules; the first 
module implies a CNN for region proposal and the second module for 
object detection on the proposed region [8]. The model was trained using 
the TensorFlow 2 object detection API. 

Traditionally, in CNNs, and in Machine Learning systems in general, 
performance is measured by evaluating the trained model scores with 
some determined metrics. This assessment is made by evaluating the 
model on the elements of a previously set aside subset of the data used in 
the process, commonly designated as test dataset. For our problem of 
detecting pathological lesions on patients the element is not each image 
but rather a specific set of images, i.e., the set of images that correspond 
to each one of the patients. Assuming-up this position, we’re not 
particularly interested in achieving optimal scores on every image of each 
patient. The goal is to find the best score on any image of each patient and 
reduce the false negatives (Type II error) to minimum.  

The dataset was split in 92% of the patients for the train set and 
remainder 8% of patients for test set. The slice selection described in the 
Data Pre-processing section was only applied to the train dataset. As 
mentioned, the goal was to reduce the number of images where the tumor 
was not fit to the bounding box. For the test dataset all slices were used 
as the model can detect scaled versions of the object for which it was 
trained, as described in the Result and Discussion section. 

Summing-up, the model was trained on 41318 images, and it was 
adjusted to perform 100 epochs perform random data augmentation 
operations to increase the number of distinct images: horizontal flip, 
vertical flip, 90º rotation, brightness adjustment, and contrast adjustment. 

3 Result and Discussion 

 To assess the performance of the model, focusing the results on the 
patient, we used the maximum IoU score, which was calculated for each 
patient. Therefore, the main goal was to identify patients with potential 
lesions. The model detected some false positives bounding boxes, we 
think it may be a result of, explain in section 2.1 Dataset, smaller tumors 
not being annotated at all. In Figure 4, the green box with 94% score is a 
“Type I error”. In this case we cannot know if it really is a false positive 
or just a tumor not annotated. The test dataset comprises 56 patients, 4 of 
which the model has failed to detect.  

Overall, our model achieved an average max IoU (equation (3)) of 
66% and corresponding average score of 85%. 

In Figure 3 is clearly depicted a loose bounding box for image B while 
on image A the tumor almost fits the box completely. This can be found 
in several other images. This is a characteristic that affects negatively the 
IoU performance of our model. 

4 Conclusions and Future work 

Overall, the trained model achieved a reasonable detection rate for an 
initial experiment. It successfully detected breast tumors in 52 out of 56 
patients. We need to improve the slice selection process by developing a 
supervised method to select the tightest bounding boxes, which are often 
not the central slices. Undoubtedly, it will also depend on the type and 
subtype of the tumor and its morphological characteristics. In addition, 
we need to harmonize the dataset with MRI samples from patients without 
lesions, to assess the type I errors patient-wise. Currently, our focus is on 
reducing the number of type II errors. This is a crucial goal that we need 
to achieve to build confidence in the system. In addition, we will work to 
improve our scores, which are highly dependent on the slice selection 
process and data augmentation options. 

Acknowledgements 

The authors would like to express their gratitude to the Vista_Lab 
Research Center and BigData Laboratory, University of Evora, Portugal 
by easing the access and instructions to the GPU Cluster (DGX-A100 
NVIDIA stations). A set of performed experiments was only possible in 
a short time due to the power of this cluster. 

References 

[1] K. Clark et al., “The Cancer Imaging Archive (TCIA): Maintaining and 
Operating a Public Information Repository,” Journal of Digital Imaging 2013 

26:6, vol. 26, no. 6, pp. 1045–1057, Jul. 2013, doi: 10.1007/S10278-013-

9622-7. 

[2] A. Saha et al., “Dynamic contrast-enhanced magnetic resonance images of 

breast cancer patients with tumor locations [Data set],” Dynamic contrast-

enhanced magnetic resonance images of breast cancer patients with tumor 
locations [Data set]. 2021. 

[3] A. Saha et al., “A machine learning approach to radiogenomics of breast 

cancer: a study of 922 subjects and 529 DCE-MRI features,” British Journal 
of Cancer 2018 119:4, vol. 119, no. 4, pp. 508–516, Jul. 2018, doi: 

10.1038/s41416-018-0185-8. 

[4] World Health Organization, “Breast cancer,” Mar. 26, 2021. 
https://www.who.int/news-room/fact-sheets/detail/breast-cancer (accessed 

Feb. 22, 2022). 

[5] G. Viale, “The current state of breast cancer classification,” Annals of 
Oncology, vol. 23, no. SUPPL. 10, 2012, doi: 10.1093/annonc/mds326. 

[6] G. Murtaza, L. Shuib, G. Mujtaba, and G. Raza, “Breast Cancer Multi-

classification through Deep Neural Network and Hierarchical Classification 
Approach,” Multimed Tools Appl, vol. 79, no. 21–22, pp. 15481–15511, Jun. 

2020, doi: 10.1007/s11042-019-7525-4. 

[7] S. Famouri, L. Morra, L. Mangia, and F. Lamberti, “Breast Mass Detection 
with Faster R-CNN: On the Feasibility of Learning from Noisy Annotations,” 

2016, doi: 10.1109/ACCESS.2021.3072997. 

[8] S. Ren, K. He, R. Girshick, and J. Sun, “Faster R-CNN: Towards Real-Time 

Object Detection with Region Proposal Networks,” Jun. 2015, doi: 

10.48550/arxiv.1506.01497. 

  

Figure 3: Blue box: ground truth; green box: a detection; red box: true 
positive. A: Slice from patient 45 denoting a fairly tight fit to the tumour.. 
B: Slice 65 from patient 640 denoting a loose fit to the tumour. 

Figure 4: Blue box: ground truth; green box: a detection; red box: true 
positive, only green box: false positive. 
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                                     (3) 

𝑓(𝑥) = 𝑡𝑜𝑡𝑎𝑙_𝑛𝑢𝑚𝑏𝑒𝑟_𝑜𝑓_𝑠𝑙𝑖𝑐𝑒𝑠 ∗ (𝑎 ∗ 𝑙𝑛(𝑏2 + 𝑐2))          (1) 

𝑓(𝑥) = 𝑡𝑜𝑡𝑎𝑙_𝑛𝑢𝑚𝑏𝑒𝑟_𝑜𝑓_𝑠𝑙𝑖𝑐𝑒𝑠 ∗ (𝑎 ∗ 𝑙𝑛(𝑏))                      (2) 

44



From Easy to Hard: A Curriculum Learning Approach for Breast Lesion Classification

Eduarda Caldeira1,2

up201906930@edu.fe.up.pt

Eduardo Meca Castro1,2

eduardo.m.castro@inesctec.pt

Tiago Gonçalves1,2

tiago.f.goncalves@inesctec.pt

1 Faculdade de Engenharia
Universidade do Porto
Porto, Portugal

2 INESC TEC
Porto, Portugal

Abstract

Radiologists are often requested to assess many screenings, which may
lead to delays in diagnosis and the treatment of patients. Machine learn-
ing (ML) algorithms integrated in computer-aided diagnosis systems may
work as a reliable solution to this problem. This study aims to evaluate the
performance of a curriculum learning (CL) based algorithm in the breast
lesion classification task. We ordered the training samples from the eas-
iest to the hardest, considering the degree of confidence of radiologists
in their ground-truth annotation. CL and baseline models achieved sim-
ilar maximum validation accuracy values (74.42% versus 75.29%) and
accuracy values of the best model in the test set (70.71% versus 70.08%).
Results suggest that the CL approach was not performing better than the
baseline in the lesion classification task.

1 Introduction

According to the World Health Organization (WHO), cancer is the lead-
ing cause of death worldwide, constituting a global health concern [10].
Sung et al. [7] estimated a total of 19.3 million new cancer cases and
almost 10 million cancer deaths worldwide in 2020, estimating a total
cancer burden of 28.4 million cases in 2040. Female breast cancer was
the most commonly diagnosed cancer (11.7%) and the fifth leading cause
of cancer mortality worldwide (6.9%). A breast cancer mammogram con-
sists of a low-dose X-ray of the breast. X-rays of each breast are acquired
from two distinct positions: craniocaudal (CC) and mediolateral oblique
(MLO). The main goal is to maximise the percentage of the examined tis-
sue. Mammographic screening is performed at regular time intervals to
check for breast cancer in women who do not present signs or symptoms
of the disease, allowing for early cancer detection [1]. Radiologists are
often simultaneously presented with several screenings to classify, which
may lead to delays in the classification process and treatment of diseased
patients. The usage of machine learning (ML) techniques not only helps
solve this problem but also allows for quick and efficient diagnosis and
improves early-stage cancer detection [2]. Curriculum learning (CL) is
one ML subdiscipline inspired by the human learning process [9]. Human
education is organized according to a curriculum, i.e., a way of organizing
a group of concepts from the easiest to the hardest. Since the data avail-
able in the datasets used for model training is generally heterogeneous in
difficulty level, CL has proven to be useful in some ML tasks, enhancing
the model’s performance and assuring faster convergence. All CL meth-
ods follow the same two components framework to design an appropriate
curriculum for their tasks [9]:

• Difficulty Measurer (DM) — The DM is responsible for organiz-
ing the training data by difficulty level. When this data is sorted
from the easiest to the hardest samples, it is passed to the Training
Scheduler;

• Training Scheduler (TS) — The TS defines the weights of the
samples in each training epoch. The Baby Step method is a dis-
crete TS that uses ordered information provided by the DM to dis-
tribute the training examples by smaller subsets, which are fed to
the model after specific criteria are met, starting from the easiest
subset to the hardest one.

This study aimed to evaluate the performance of a CL-based model in
the breast lesion classification task. To fulfil this goal, we developed two
algorithms: a baseline model and a CL model with a Baby Step TS. Ad-
ditionally, we tested two alternative algorithms: an inverted CL method-
ology and a task separation strategy.

2 State of the Art

According to Sechopoulos et al. [6], the artificial intelligence (AI) rev-
olution in computing led to the usage of ML techniques in breast lesion
detection and diagnosis with remarkable results. CL has also proven to
be efficient in the medical field. Jiménez-Sánchez et al. [3] conducted a
study that compared different CL-based strategies to classify proximal fe-
mur fracture types from X-ray images. The CL approaches performed up
to 15% better than the baseline, achieving the performance of experienced
trauma surgeons. CL strategies have also been applied in the study and
classification of breast lesions. Nebbia1 et al. [5] proposed CL method-
ologies that weighted lesion’s features in order to define their classifica-
tion level of difficulty. This study proved that the CL approaches outper-
formed the baseline, showing that the incorporation of medical knowledge
to build a curriculum improved the classification performance. Although
some studies have been conducted with promising results, there is little
prior work in CL for medical image analysis [6]. The globally higher
performances achieved by this type of model suggest that more studies
should be conducted in this field, allowing for its expansion. The main
objective of this study is in line with this premise.

3 Methodology

The dataset used in this study was extracted from the Digital Database
for Screening Mammography (DDSM). This database’s images are com-
monly used in the development of algorithms to aid in the diagnosis of
breast lesions [8], such as the one tested in this study. The DDSM con-
tains several reports with information regarding mammography images
and patients. To generate an appropriate dataset for the aim of this study,
the necessary information was extracted from these reports (see Figure 1).
This information included a value between 1 and 5 indicating the subtlety
level of the lesion, i.e., how difficult it was to diagnose (higher subtlety
values correspond to images easier to classify). The dataset information
was divided in three subsets in order to facilitate its usage by a machine
learning algorithm: train (71.86% of the images), validation (8.10% of
the images) and test (20.04% of the images). To test the CL approach
for the classification of mammary lesions, we developed two models: a
baseline model and a CL-based model. The only difference between the
studied approaches was the strategy used to feed the images to the models
during the training phase, since the CL model was initially fed with easier
samples and progressively given access to the harder ones, using the sub-
tlety score of the images as the DM. For the CL approach, we defined a
Baby Step TS. As a secondary goal of this study, two variations of the pre-
viously described methods were tested: an inverted CL model (fed with
harder samples first and progressively given access to the easier ones) and
a task separation strategy (feature extraction + lesion classification).

4 Implementation and Results

4.1 Difficulty Measurer Selection

To determine whether the subtlety value was a good DM criterion, we
evaluated the confusion matrices of the baseline model on the test set for
each subtlety value. The results showed that the percentage of true benign
lesions (TBs) increased a total of 29% from subtlety level 1 (52%) to 5
(81%), while the percentage of true malignant lesions (TMs) increased
a total of 26% from level 1 (48%) to 5 (74%). Since the percentage of
correctly predicted labels was higher for bigger subtlety values, i.e., for
lesions that the radiologist considered easier to classify, the subtlety value
was considered a good DM criterion.
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Figure 1: Example of the information extracted from the DDSM dataset:
a. CC view; b. MLO view; c. lesion mask of the benign lesion identi-
fied in the CC view; d. file with lesion’s classification information, based
on CC view: type of lesion, lesion’s classification, the BI-RADS classi-
fication, which standardizes lesion categorization [4], subtlety level and
lesion specific attributes (lines 1 through 5).

4.2 Results Analysis

The accuracy values considered relevant for this study (maximum accu-
racy reached in the validation set during the training phase and corre-
spondent accuracy in the test set) were similar for Baby Step and base-
line models (74.42% versus 75.29% and 70.71% versus 70.08%, respec-
tively). These results suggest that the CL approach was not influencing
the performance of the model, probably due to the used dataset (amount
of data available and its distribution by label and subtlety). The percent-
age of correctly classified benign and malignant lesions for each subtlety
value are presented in Table 1. Both models are generally better in the
classification of lesions with a high subtlety value. The fact that the TB
percentages are higher than the TM percentages for all the subtlety levels
may mean that the models are biased towards benign lesions, i.e., that they
tend to classify more lesions as benign resulting in more correct guesses
when they are, in fact, benign. Regarding the Baby Step model, the eas-
ier subsets still show TB and TM percentages much higher than the dif-
ficult ones, when compared with the baseline. Since the CL approach
should allow for a better understanding of the hard samples by study-
ing the easy ones first, these results led to the conclusion that the Baby
Step algorithm did not improve model performance. The analysis of Ta-
ble 1 also shows that the Baby Step algorithm results in a generally higher
percentage of TM classifications. The maximization of this parameter is
desired since false negative diagnosis have a highly negative impact in
the patient’s probability of surviving the tumor. Thus, this model was
considered to perform better than the baseline in this matter. However,
the baseline model performs better than the Baby Step in a big number
of cases, meaning that both models’ performances should be considered
equivalent, with the Baby Step model performing better in malignant le-
sions classification. We also verified that the execution time was smaller
for the Baby Step model, as expected considering the model’s design.
None of the alternative approaches managed to fulfill their goals, result-
ing in a decrease in the model’s performance, when compared with the
previously implemented strategies.

5 Conclusion and Future Work
All the studied models learned the easy samples better, resulting in poor
performance for images with low subtlety values, accompanied by unde-
sired bias and overfitting to the easier lesions. Since all the studied models
presented these flaws, the tested CL approaches proved to be inefficient in
their correction. The studied models were also biased towards benign im-
ages, affecting the TM percentages negatively. This information and the
fact that the maximum accuracies reached with baseline and Baby Step
approaches were similar led to the conclusion that the implemented CL
algorithm did not improve the model’s performance. However, the CL
approach resulted in a bigger percentage of TM classifications accompa-
nied by a reduction in the execution time of the algorithms. Thus, the CL
approach based on a Baby Step TS presented some advantages over the

Table 1: Accuracy of baseline and Baby Step models on the test set.
Bold cells represent the cases where the usage of the Baby Step method
resulted in an improvement of the obtained results.

Subtlety Model TB (%) TM (%)

5 Baseline
Baby Step

84
84

66
75

4 Baseline
Baby Step

80
69

76
62

3 Baseline
Baby Step

82
74

43
59

2 Baseline
Baby Step

78
70

43
54

1 Baseline
Baby Step

67
63

48
42

baseline. The studied variants of CL didn’t improve the performance. On
the other hand, it’s important to notice that the verified problems could
be at least partially attributed to the used dataset, which had predomi-
nantly easy and benign images. Datasets with lesions evenly distributed
by the subtlety levels and labels should be tested, to reduce both biases.
These biases’ influence could also be reduced by the implementation of a
weighted loss function. This modification is also expected to increase TM
percentages, thus improving the predictive performance of the models.
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Abstract

The increasing availability of large quantities of human viral sequenced
samples from different contexts, including the Covid-19 pandemics, has
led to the emergence of many optimized genome reconstruction tools.
Although the number of new tools is steadily increasing, it is complex
to identify optimized tools for improved human viral genome reconstruc-
tion. By optimized we mean an equilibrium point between accuracy and
computational resources as well as the features that each tool provides.
In this paper, we survey open-source computational tools used for human
viral genome reconstruction, identifying specific characteristics, features,
similarities, and dissimilarities between these tools. Moreover, we pro-
pose an open-source reconstruction benchmark based on synthetic data
for future comparison of the existing tools that we make publicly avail-
able at https://github.com/mirakaya/HVRS.

1 Introduction

Viral particles are submicroscopic infectious agents that replicate inside
living cells and infect all known life forms while being estimated to be
the most abundant organisms. Each virus transports in the genome the
compact information to infect host cells, multiply, adapt, and exist.

Viruses are associated to human evolution [7] but can also be re-
sponsible for a considerable number of health issues, namely diseases as
cancer [16] or pandemics such as Covid-19. Therefore, the sensitive se-
quencing followed by the fast and accurate reconstruction (or assembly)
of sequenced human viral genomes is of critical importance.

The current computational methodologies to reconstruct viral genomes
are reference-free (RF), reference-based (RB), and hybrid (HB). The RF
(or de-novo) reconstruction has no prior knowledge over the DNA se-
quence that should be reconstructed [22]. This methodology is ideal for
reconstructing new viral genomes specially with high coverage but expen-
sive for reconstructing enriched samples. A well-known tool is SPAdes
[20] that has been extended to metaviralSPAdes [2] and, for the recon-
struction of coronaviruses, into coronaSPAdes [14].

The RB (or targeted) reconstruction uses a reference or a database
of reference sequences upon which the DNA sequence is aligned while
spending on average much lower computational resources than reference-
free approaches. However, the database containing the references is criti-
cal for accurate reconstruction because without the proper reference genome
the reconstructed sequence will be inaccurately predicted or even totally
unreconstructed. Therefore, choosing a diverse and high-quality database
is a critical part of the methodology to accomplish accurate results.

Finally, the HB approaches combine both previous methods. For ex-
ample, TRACESPipe [19] is a hybrid pipeline that provides the recon-
struction using metaSPAdes [15] and bowtie [11] or bwa [13] combined
with iterative refinement. These methodologies allow better adaptation to
different sequences but require much more computational resources.

In this paper, we provide a survey on computational tools for human
viral genomes reconstruction, comparing the features and characteristics
of these tools. Additionally, we contribute with a reproducible benchmark
code for human viral reconstruction assessment.

2 Methodology

The search strategy targeted studies that investigated the role of viral
genome reconstruction tools. The search included only the English lan-
guage, and the databases of articles searched were: Pubmed (https:
//pubmed.ncbi.nlm.nih.gov) and IEEE Xplore Digital Library
(https://ieeexplore.ieee.org).

The search strategies used Boolean logic with MeSH terminology,
including terms of reconstruction (“reconstruction” and “assembly”) and

general computational terms (e.g., “tool”, "computational"). The term
“assembly or reconstruction” was used to search IEEE Xplore Digital
Library. Also, top results from Google Scholar, including related refer-
ences and studies/reviews, were screened. This review exclusively in-
cluded studies that provided a computational tool for the reconstruction
of human viral genomes, specifically open source tools. Only articles
with full texts (abstracts were excluded) and in the English language were
included. The publication date was specified as 01-2000 to 09-2022.

3 Results

In this Section, we contribute with a survey table (Table 1) of the majority
of the tools for human viral genome reconstruction and the respective
characteristics described below.

SPAdes [20] is a de-novo assembler (RF) that is capable of single-cell
and multicell assembly and it uses de Bruijn graphs. It serves as a base
for a myriad of other assembling tools, including metaviralSPAdes and
coronaSPAdes. The metaviralSPAdes [2] is a variation of SPAdes and it
is divided into three phases, the first of them being assembling the contigs,
then it checks if the assembled contigs have a viral origin and, finally, if
they correspond to the entirety of the viral genome by comparing them to
a database, using a Naive Bayesian Classifier. The coronaSPAdes [14] is
another variation of SPAdes that focuses on the recovery of coronaviruses,
but is also capable of making RNA species recovery. It is a pipeline that
uses rnaviralSPAdes to assemble the input data and afterward uses Hidden
Markov models (HMMs) path extension present in a database to create as-
sembly graph paths. Although HMMs are included with coronaSPAdes,
there is the possibility of creating a custom set, providing additional flex-
ibility.

Also in the RF category, SAVAGE [3] is based on overlap graphs re-
lying on deep coverage datasets (≥ 20,000x). It has two main modes
of operation: RF reconstruction, which uses FM-index-based techniques,
and RB, which aligns the reads to the reference provided. Virus-VG [4]
uses short pre-assembled contigs as input and turns them into full-length,
strain-specific haplotypes, specifically by using variation graphs recur-
ring to the contigs. VG-Flow [5] has similarities to Virus-VG, namely the
dependency of the SAVAGE contigs, however, it constructs a flow varia-
tion graph from the contig variation graph. This makes the reconstruction
more efficient, which allows the program to reconstruct larger genomes.
viaDBG [8] uses an error correction algorithm based on LoRDEC and
then de Bruijn graphs to make the reconstruction.

In the RB category, QuRe [21] reconstructs viral quasispecies, and
corrects errors using the Poisson distribution, while providing support for
long reads (>100bp). PredictHaplo [18] uses a Dirichlet Process Mixture
Model to guide the assembly of haplotypes. This tool focuses primarily
on the reconstruction of HIV haplotypes. QSdpR [6] focuses on recon-
structing quasispecies from short sequencing reads. To reconstruct the
quasispecies, it solves a correlation clustering problem and uses the re-
sults to estimate the number of viral haplotypes present in the sample.

In the RB category, more represented by pipelines, ASPIRE [12] is a
pipeline that uses SPAdes as the assembler and then aligns the contigs ob-
tained to a reference using MUMmer 3, filtering the viral unlikely contigs.
Then, the gaps present in the genome are filled with GapFiller. QVG [23]
is a pipeline that allows for single-end and pair-end sequencing. It checks
the quality and filters the reads using fastp, aligns the filtered reads to the
reference with bwa, estimates the frequency and distribution of variants
present, and does their annotation. TRACESPipeLite [19] is a variation
of TRACESPipe focusing on human viral genome classification while in-
cluding a database and tools such as FALCON-meta, bwa, and bcftools.

The hybrid approaches are very rare (do not confound with short
and long reads hybrid assembly). The only HB approaches found are
V-pipe [17] and TRACESPipe [19]. V-pipe is a pipeline that use vari-
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Table 1: Computational tools and its characteristics used for viral genome reconstruction. Fields OS, RM and Re stand for Operating System,
Reconstruction Methodology and Reproducible, respectively. The W, L, and U (OS) stand for Windows, Linux, and Unix, respectively. The RF, RB,
and HB (RM) stand for reference-free, reference-based, and hybrid. NS, Lic, and Ref stand for not specified, License and Reference, respectively.

Name Website Language Lic OS RM Re Ref
SPAdes github.com/ablab/spades C++, Python GPL L,U RF Yes [20]
metaviralSPAdes github.com/ablab/spades C++, Python GPL L,U RF Yes [2]
coronaSPAdes github.com/ablab/spades C++, Python GPL L,U RF Yes [14]
SAVAGE github.com/haploconduct/haploconduct C++, Python GPL L RF Yes [3]
Virus-VG bitbucket.org/jbaaijens/virus-vg/ Python MIT L RF Yes [4]
VG-Flow bitbucket.org/jbaaijens/vg-flow/ Python MIT L RF Partial [5]
viaDBG bitbucket.org/bfreirec1/viadbg/ C++ NS NS RF No [8]
QuRe sourceforge.net/projects/qure Java GPL W,L,U RB Yes [21]
PredictHaplo github.com/bmda-unibas/PredictHaplo C++ GPL L RB No [18]
QSdpR sourceforge.net/projects/qsdpr/ Python, C GNU L RB Partial [6]
ASPIRE github.com/kevingroup/aspire Perl GPL L,U RB Yes [12]
QVG github.com/laczkol/QVG Bash NS L,U RB Yes [23]
TRACESPipeLite github.com/viromelab/TRACESPipeLite Bash GPL L,U RB Yes [19]
V-pipe https://github.com/cbg-ethz/V-pipe Python, Bash Apache L,U HB Yes [17]
TRACESPipe github.com/viromelab/TRACESPipe Bash GPL L,U HB Yes [19]

ous state-of-the-art statistical models and computational tools, including
bwa, MAFFT, and SAVAGE, combining RF and RB assembly methodolo-
gies. TRACESPipe is a pipeline that can handle sensitive data followed
by genome assembly using the reference with the highest similarity (RB)
and metaSPAdes (RF) followed by iterative refinement.

Additionally, we contribute with an open-source reproducible bench-
mark, including the installation of each selected tool from the survey. The
benchmark contains three datasets where each is constituted by three real
sequences (B19V - human Parvovirus, HPV - human papillomavirus, and
VZV - Varicella-Zoster virus). Each dataset is mutated with GTO [1] fol-
lowed by read simulation with ART [9] and, after reconstructed, evaluated
with dnadiff from MUMmer4 [10]. The complete benchmark and scripts
to replicate the results are publicly available at the repository https:
//github.com/mirakaya/HVRS. The benchmark has been suc-
cessfully validated with TRACESPipeLite. Moreover, the benchmark is
flexible to add or remove more viral sequences, datasets, and tools.

4 Conclusions

Although the fast and accurate reconstruction of human viral genomes is
fundamental for medical purposes, identifying the best assembly tool is
challenging. In this paper, we surveyed some of the existent viral genome
reconstruction methods and identified some features, similarities, and dis-
similarities between these tools. Moreover, we provided a reconstruction
benchmark using three datasets for further comparisons. Future work in-
cludes the augmentation of search engines to retrieve more reconstruction
tools and to increase the number of sequences and datasets.
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Abstract 
Glaucoma is a disease that arises from increased intraocular pressure and leads to 

irreversible partial or total loss of vision. Due to the lack of symptoms, this disease 

often progresses to more advanced stages, not being detected in the early phase. 
The screening of glaucoma can be made through visualization of the retina, through 

retinal images captured by medical equipment or mobile devices with an attached 

lens to the camera. Deep learning can enhance and increase mass glaucoma 
screening. In this study, domain transfer learning is important to better weight 

initialization and for understanding features more related to the problem. For this, 

classic convolutional neural networks, such as ResNet50 will be compared with 
Vision Transformers, in high and low-resolution images. The high-resolution 

retinal image will be used to pre-trained the network and use that knowledge for 
detecting glaucoma in retinal images captured by mobile devices. The ResNet50 

model reached the highest values of AUC in the high-resolution dataset, being the 

more consistent model in all the experiments. However, the Vision Transformer 
proved to be a promising technique, especially in low-resolution retinal images.  

1 Introduction 
Glaucoma is a silent disease that arises from increased intraocular 

pressure and consequently leads to irreversible partial or total loss of 
vision. This loss of vision occurs due to the destruction of the ganglion 
cells, which belong to the optic nerve, a structure that connects the eye to 
the occipital brain and which is responsible for conducting images from 
the retina to the brain [1], [2]. The retina can be directly examined by 
using an ophthalmoscope or can be examined indirectly through retinal 
fundus images. The retinal fundus images allow for the detection of 
indicators and parameters normally correlated to the appearance and 
development of cupping, such as disc diameter, peripapillary atrophy 
notching and cup-to-disc ratio (CDR). Retinal images turn the process 
very easy to access the data, duplication, archiving and delivery, which 
help in more immediate results in medical centres where is performed 
automatic or manual screening [3]. 

2 Methodology 
This project intends to compare the performance of two models in 

glaucoma classification, namely the Vision Transform (ViT) and 
ResNet50 architecture. These models were first pre-trained in public 
high-resolution retinal images, with and without PCA (principal 
component analysis) colour augmentation. After this, the weights of these 
models were used to pre-trained the same models in the private dataset of 
low-resolution retinal images (collected by mobile devices), with and 
without PCA colour augmentation. In the end, both the glaucoma 
assessment in public and private databases will be evaluated and will be 
concluded if this transfer learning technique can benefit the models 
created for glaucoma classification in low-resolution images. To further 
explained the results, XAI techniques will be implemented as well. In this 
section, will be described the datasets used for this work (public and 
private), the pre-processing methods and the evaluation metrics to test the 
glaucoma assessment of each model. 

2.1 Public Dataset  

RIM-ONE consists of 169 optic nerve head (ONH) images obtained from 
169 complete retinal fundus images of different patients   
DRISHTI-GS is composed of a total of 101 images of which 50 images 
are for training and 51 images are for testing.   
REFUGE is composed of 1200 retinal fundus images, acquired by 
ophthalmologists or technicians, from patients sitting upright.  
The set for the training consists of 128 images classified as glaucoma and 
332 images classified as normal. For the testing set, 28 images are 
glaucoma and 72 normal, for validation the same amount of images with 
same glaucoma/normal ratio.  

2.2 Private Dataset  

The "Private Dataset" is a dataset consisting of 491 images of which 
356 are normal and 135 are glaucoma images, this dataset was provided 
by an ophthalmologist so that this study could be carried out since the 
images we are trying to work with must contain low quality and this is 
exactly what this dataset provides. For training, testing and validation the 
percentages were the same as for the public dataset, so for training 260 
normal and 95 glaucoma images were used, for testing 46 normal and 20 
glaucoma images, and finally for validation 50 normal and 20 glaucoma 
images. 

2.3 Image pre-processing  

Resize images: Since the selected images did not all have the same 
resolution, a filter was applied to these same images, and images whose 
resolution is 512 × 512 pixels were obtained.  

PCA Color Augmentation: Colour augmentation principal components 
analysis (PCA), changes RGB channel intensities, using PCA of the pixel 
colours [4]. Specifically, PCA is performed on RGB pixel values in the 
entire data set 

2.4 Evaluation and Glaucoma Assessment 

Evaluation of a classification model is done by comparing the classes 
predicted by the model with the true classes of each example. All 
classification metrics (accuracy, sensitivity, specificity, precision, and F-
measure) have the common goal of measuring how far the model is from 
perfect classification, but they do this in different ways.  

3 Results and Discussion 
The models’ results in the high-resolution dataset are described in 

table 1. Using deep learning algorithms for glaucoma detection in high-
resolution images demonstrates high performance, with AUCs above 
0.70. The use of PCA pre-processing increased considerably the 
ResNet50 performance, thus, this pre-processing technique enhances the 
feature visualization related to glaucoma presence. Regarding the ViT 
models, the results did not reach the same standards as the ResNet50. 
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 Deep learning glaucoma detection models in retinal images capture by mobile devices 
 

 

Despite the high values of specificity and precision, the sensitivity was 
below 0.5. In this case, instead of enhancing the effectiveness of the ViT, 
the pre-processing using the PCA method downgraded the results.   

Table 1. Model results in high-resolution retinal images with or without 
PCA pre-processing. 

Models  Acc  Sen  Spec  Prec  F1  AUC  

ViT  0.60  0.49  0.89  0.92  0.64  0.72  

ViT PCA  0.58  0.42  1.00  1.00  0.59  0.70  

ResNet50  0.80  0.86  0.64  0.86  0.86  0.78  

ResNet50 PCA  0.81  0.82  0.79  0.86  0.86  0.82  

 

After training and testing in high-resolution datasets, the weights of 
these models were used to initialize the training with low-resolution 
retinal images collected from mobile devices. The purpose is to use 
transfer learning techniques from a close and similar domain problem 
instead of using generic datasets. The results of the models in the images 
from mobile devices are presented in table 2. 

Table 2. Model results in low-resolution retinal images with or without 
PCA pre-processing. 

Models  Acc  Sen  Spec  Prec  F1  AUC  

ViT  0.67  0.25  0.85  0.42  0.31  0.58  

ViT PCA  0.76  0.40  0.90  0.62  0.48  0.83  

ResNet50  0.62  0.20  0.80  0.31  0.24  0.78  

ResNet50 PCA  0.63  0.30  0.84  0.55  0.39  0.82  

 

In this case, the PCA technique proved to be a good method for 
improving feature visualization in low-resolution retinal images. Both the 
ViT and ResNet50 with PCA pre-processing reached AUCs above 0.8. In 
figure 1 are some examples of ResNet50 predictions with Grad-CAM 
activation maps, which creates a coarse localization map highlighting the 
key areas in the image for concept prediction using the gradients of any 
target concept and feeding them into the final convolutional layer[5], for 
low-resolution images and in figure 2 some examples of ViT predictions 
with attention rollouts activation maps in low-resolution retinal images as 
well. 

 

Figure 1. Examples of attention rollout explainability in normal and 
glaucoma cases for ViT model. 

 

 

Figure 2. Examples of Grad-CAM explainability in normal and 
glaucoma cases for ResNet50 model 

 

As can be seen in figure 1, the main features highlighted are within the 
optic disc, especially in the region with veins. In figure 1, in the bottom 
row, in the case without the PCA, the model focus on the region 
corresponding to the optic cup. The correlation between a large optic cup 
and glaucoma presence is big. Thus, the ResNet50 model focus on an 
important feature to predict glaucoma presence.   

Regarding the attention maps from the ViT models, the same can be 
concluded in figure 2. In both examples, either in normal or glaucoma 
cases, can be seen that the model highlights the optic disc region. In this 
case, in the normal case is possible to see that the model highlights the 
optic cup. The optic cup, in the normal case, is small, which does not 
demonstrate signs of glaucoma presence. Compared to the same example 
in figure 1 is possible to see that the models focus on similar features in 
the same image. 

These recent ViT methods which rely on the self-attention mechanism 
prove to have promising results. However, the ResNet50 reached more 
stable results throughout the different experiments made, reaching at least 
0.75 of AUC with or without PCA pre-processing in high and low-
resolution retinal images. Despite this, the ViT model has shown great 
potential in detecting glaucoma in retinal images collected by mobile 
devices due to the process of pixel relation of the model. The domain 

transfer learning uses more similar datasets, inserted in the same type of 
problem, allowing the transfer of more related knowledge to another 
model for a better weight initialization. The PCA pre-processing 
technique shows more relevance in the low-resolution dataset, where the 
models using this pre-processing method reached higher values of AUC, 
thus, this technique can enhance feature visualization in the retinal image. 

4 Conclusions 

The purposed methods in this study proved to be promising since the 
knowledge transfer of more related datasets of the same domain can help 
better initialize the model training, using important features related to 
glaucoma presence available on high-resolution images to then detect 
glaucoma in low-resolution images collected by mobile devices. The 
emerging techniques of transformers and self-attention mechanisms in 
ViT models reveal to have promising performance, especially in the low-
resolution retinal images, where the model reached the highest results due 
to the process of the relation between pixels. In this specific case for the 
mobile retinal images, the PCA pre-processing reveal to have importance, 
enhancing feature visualization and improving the model results. The 
explainability methods, in the end, highlighted correlated features to the 
corresponding class of the image.  
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Abstract

The recent development of the Telomere-to-Telomere (T2T) sequencing
technologies provided the reconstruction of the first full high-quality hu-
man genome sequence without gaps. This T2T sequence is enabling an
increasing number of solutions to important applications, such as in hap-
lotype characterization, epigenetic analysis, or viral integration, that were
previously limited by the quality and completeness of the data. Another
important matter is the efficient compression of this sequence to reduce
the storage associated with its representability without loss and for un-
derstanding how redundant is a human genome sequence. In this article,
we provide a data compression tool that substantially improves the com-
pression of the T2T complete human genome sequence. Specifically, we
describe an improvement path that reached a lossless storage reduction
of 30%. Therefore, to the best of our knowledge, this is the best com-
pression ratio achieved. The tool and benchmark are public available at
https://github.com/cobioders/HumanGenome.

1 Introduction

The recent development of the Telomere-to-Telomere (T2T) sequencing
and assembly methodologies are providing the unprecedented reconstruc-
tion of the full sequences, including the low-complexity regions that pre-
viously were challenging to assemble, because of the limited capability
and assembling ambiguity that short reads provide [9, 14].

The T2T technology is extremely valuable to provide completeness
of large genomes as well as the ability to solve haplotype characteriza-
tion. Ironically, this technology is solving the high-complexity task be-
yond the sequencing and assembly of low-complexity regions, which are
the main gaps that large sequence genomes, such as the human genome,
previously contained [1]. The T2T consortium has been created as an
open community-based effort to generate the first complete assembly of a
human genome, as well as the development of methods for the analysis,
for example, epigenetic patterns [3]. The consortium’s ultimate goal is
to drive technology to dramatically increase the throughput of complete,
high-quality T2T assemblies from diploid human genomes.

Another important matter related to the T2T sequences is its efficient
compression both to reduce the storage associated with its minimal rep-
resentation without loss of information and for understanding how com-
pressible is a human genome sequence.

In the literature, there are many reference-free lossless data compres-
sion tools that can be divided into general- and specific-purpose. The
general-purpose tools can address different types of sequences, includ-
ing different alphabets, and general linguistic adaptations, among others.
Examples of these compressors are bzip2 (https://sourceware.
org/bzip2/), lzma (https://tukaani.org/xz/), paq8l (http:
//mattmahoney.net/dc/), and nncp [2]. The specific-purpose tools
are designed to handle exclusively a specific data type. In the case of the
genomic sequences, these data compressors are expecting an alphabet of
four symbols, high levels of substitutions, and algorithmic characteristics,
such as inverted repeats. Examples of these compressors are the NAF [7],
MBGC [4], MFCompress [10], Jarvis [12], and the GeCo-series [11, 13].

In this article, we provide a data compression tool that improves the
compression of the T2T human genome sequence while describing and
benchmarking the main achievements during the development process.

2 Methods and Results

The human genome T2T sequence (Chm13 version 2.0) is composed of
3,117,292,120 DNA symbols from a Quaternary alphabet (A, C, G, T).
Assuming an uniform distribution, where all symbols are considered in-
dependent, we need 3,117,292,120 ∗ log2(4)/8 = 779,323,030 bytes to
represent the full sequence without loss of information. Therefore, this
value serves as the baseline.

Although the sequence to compress contains approximately 779 MB
of data (baseline), reducing this value without loss of information is not an
easy task. This is proved by the inability of several tools to compress the
data below this value. For example, Gzip uses more than 779 MB to com-
press the data. The reason is that these general-purpose data compression
tools have models that are not designed to cope with the characteristics of
the genomic sequences.

We created a benchmark based on the literature reviews [5, 6, 8] and
the compression challenge thread from the Data compression community.
From the selected tools, we excluded computational tools that required
more than 32 GB of RAM. This exclusion included several tools, such as
Cmix and MBGC.

The complete benchmark and replication scripts are publicly avail-
able at https://github.com/cobioders/HumanGenome. The
benchmark has been successfully validated with a Desktop computer run-
ning Linux with Intel® Core™ i7-6700 CPU @ 3.40GHz × 8, 31,2 GiB
RAM, and a disk of 3 TB. All the runs have been successfully decom-
pressed without loss of information.

Table 1 provides a selection of several benchmark entries, including
the highest compression ratio for each tool. In this table, we can notice
that the general-purpose models bzip2 and lzma were not able to compress
more than 17% using the best compression parameters. An interesting
entry made by bsc-m03 (https://github.com/IlyaGrebnov/
bsc-m03) showed reasonable compression capability in balance with
the required computational resources. Two of the best high-ratio data
compression tools, namely nncp and paq8l, achieved a reduction of 24%
while using much more computational time (at least one order of magni-
tude above).

The specific-purpose data compressors NAF (best compression mode),
Jarvis and GeCo2 (optimized), and MFCompress (best compression mode)
showed a maximum reduction of 22%, led by MFCompress.

The first entry of the GeCo3 tool provided a reduction of 26%, show-
ing a clear advance over previous tools. The internal models of GeCo3
were parameterized based on our experience, namely with the use of two
context models, with context orders of 3 and 19, and a tolerant context
model with a context order of 19. The models were blended with a neural
network and the cache hash was set to a maximum of 20 collisions. To im-
prove the GeCo3 compression factor, we optimized the models of GeCo3,
namely increasing the cache hash at the expense of higher computational
time and RAM. We also added more context models while combining
different orders and tuned parameters used in the probability estimation.
Finally, after additionally increasing the neural network and tuning the
learning rate, we achieved a reduction of 29%.

Although we could compress more than 5% of the genome using
substantially less computational time than the second best tool, we were
aware of reaching close to the best that these models could provide while
spending considerable time and RAM. Therefore, we changed the paradigm
and recurred to additionally use other models, namely the stochastic re-
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Table 1: T2T human genome sequence compression benchmark. The Bps stand for Bits per symbol. Time is in minutes. Several entries are omitted
from the table given space constrains. To access the full entries, please visit https://github.com/cobioders/HumanGenome.

Rank Bytes Bps Time (m) RAM (GB) Program Replication Reduction (%)
1 543,855,534 1.395 381 28.8 JARVIS2 Run52.sh 30
5 545,960,947 1.401 283 26.9 JARVIS2 Run48.sh 30
6 549,594,830 1.410 284 11 JARVIS2 Run47.sh 30
9 550,379,520 1.412 279 18.7 JARVIS2 Run42.sh 29
11 554,985,480 1.424 219 4.1 JARVIS2 Run46.sh 29
12 555,412,871 1.425 690 24.8 GeCo3 Run39.sh 29
15 556,415,717 1.428 427 19.7 GeCo3 Run27.sh 29
22 560,982,904 1.440 416 8.1 GeCo3 Run25.sh 28
23 561,644,781 1.441 280 11.3 GeCo3 Run9.sh 28
25 564,282,192 1.448 222 6.3 GeCo3 Run4.sh 28
28 575,830,095 1.478 94 2.9 GeCo3 Run41.sh 26
29 577,672,973 1.482 88 1.9 GeCo3 Run40.sh 26
30 578,588,274 1.485 101 3.3 GeCo3 Run1.sh 26
33 589,813,339 1.514 17,465 0.6 nncp Run14.sh 24
34 603,726,643 1.549 71 3.3 GeCo3 Run22.sh 23
35 607,749,667 1.560 22 2.5 MFCompress Run30.sh 22
36 607,835,665 1.560 48 1.8 GeCo2 Run8.sh 22
37 609,579,746 1.564 171 13.8 JARVIS Run18.sh 22
38 612,331,601 1.571 4,588 1.6 paq8l Run12.sh 21
39 614,339,951 1.577 39 28.5 bsc-m03 Run38.sh 21
41 618,241,906 1.587 39 16.3 bsc-m03 Run36.sh 21
42 619,369,574 1.590 20 2.0 GeCo2 Run7.sh 21
43 619,837,647 1.591 12 0.6 MFCompress Run29.sh 21
45 625,647,034 1.606 38 5.6 bsc-m03 Run34.sh 20
47 628,342,060 1.613 18 0.5 GeCo2 Run6.sh 19
48 639,222,915 1.640 43 0.8 NAF-22 Run16.sh 18
49 646,062,792 1.658 84 0.6 lzma -9 Run15.sh 17
51 752,793,986 1.932 5 0.001 bzip2 -9 Run19.sh 3

Baseline 779,323,017 2.000 - - 2 BPS - 0

peat models used in Jarvis [12]. However, these models require high
memory. For this purpose, we incorporated a cache in these models and
used lower k-mers. Moreover, we used lighter-RAM models from GeCo3
and its neural network to improve the mix among the probabilities. We
called the tool JARVIS2.

The first entry of JARVIS2 (without many optimizations), reached a
higher compression capability than the best GeCo3 entry using less com-
putational time. After parameter optimization, we reached a version (run
47) with a reduction of 30% while using less than half of the computa-
tional time and memory used in the best GeCo3 entry. Another entry (46)
provided better compression than the best GeCo3 version using one-third
of the time and RAM.

Finally, we optimized the models for an iterative search of the highest
compression and reached the best compression ratio (1.395) with entry
52. The reduction is 30% yet close to approximately 31%. As far as we
know, this is the best compression ratio achieved so far.

3 Conclusions

In this paper, we provided a data compression tool that substantially im-
proves the compression of the T2T complete human genome sequence.
Specifically, this tool can reduce 30% of the genome sequence. More-
over, we made publicly available the software and respective benchmark.
Future works include applying this optimized tool to other T2T genomes
that will be, meanwhile, finalized and made publicly available.
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00127/2020. D.P. is funded by the FCT, I.P., under the Scientific Employment
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Abstract

Lung cancer screening and monitoring are crucial to prevent the disease
from reaching advanced stages for which computed tomography scans
play a key role. Nonetheless, the evaluation of these images is time con-
suming and dependent on the physicians’ perspective. In this matter com-
puter aided diagnosis systems are helpful tools as they enable a faster non-
subjective evaluation. Because the lungs are seat of several diseases, en-
compassing numerous parenchymal patterns, its segmentation, a first step
in many automatic systems, is hampered. In a previous work a combined
model of ResNet34 and U-Net was developed for this task, and despite its
good performance, it was unable to segment large cancer nodules. In ad-
dition, the datasets available for the development of such model followed
different annotation guidelines, leading to incoherences and misleading
the learning process. With that in mind, a correction protocol for the lung
masks was created and data augmentation with domain knowledge was
used to create lung masses. This study shows the importance of having
consistent annotations in the learning process and how data augmentation
could help overcome the lack of wide representative data.

1 Introduction

Lung cancer has a major impact in the public health, being responsible
for over 1 million deaths every year, as most patients is diagnosed in the
advanced stages of the disease [6]. Computed Tomography (CT) is cen-
tral in phases like screening and diagnosis, and yet the evaluation of its
scans is laborious and dependent on the physician’s viewpoint. Com-
puter Aided Diagnosis systems are a good complement to the evaluation
of these scans, and in some of these systems the segmentation of the lung
constitutes the first step, as a way to discard irrelevant information [2].
Nonetheless, given the heterogeneity of the lung’s parenchyma derived
from the different pathologies, the task is very challenging.

In our previous work [5], a hybrid model that was the result of ResNet-
34 and U-Net combined developed on a cross-cohort dataset showed a
good performance for the segmentation of the lung with Dice Similarity
Coefficient (DSC) values above 0.9300. However, it failed to identify
some of the lung masses, and the presence of erroneous and incoherent
lung masks mislead the learning of the model. Considering this, a data
correction protocol was implemented in the data, as well data augmen-
tation with the creation of synthetic lung nodules, in order to study the
influence of these factors on the performance of the models. This work
presents and discusses the results obtained in [4]. Two major contribu-
tions were made: given the standardization of the lung masks, the label
noise was reduced; and the data augmentation with domain knowledge
regarding pulmonary pathologies patterns extended the variability of the
training data, enabling the improvement of the robustness of the model.

2 Materials and Methods

2.1 Datasets

Taking account the need to develop a model capable of cope with the wide
variety of lung patterns and the value to evaluate its robustness, four pub-
lic datasets: Lung CT Segmentation Challenge (LCTSC) 2017 [8], LUng
Nodule Analysis 2016 (LUNA16) [3], University Hospitals of Geneva-
Interstitial Lung Disease (HUG-ILD) [1] and VESsel SEgmentation in
the Lung 2012 (VESSEL12) [7]; and one private dataset: Centro Hospi-
talar e Universitário de São João (CHUSJ), were collected. Details and
information of these datasets can be found in [4].

2.2 Pre-Processing

Firstly, all images were submitted to a min-max normalization process, in
which the pixels of the 2D slices, expressed in Hounsfield Units (HU),
were mapped to a range of [0, 1], using -1000 HU and 400 HU as the
lower and upper limits, respectively. Following that, the images were
resized to a dimension of 128×128 via bilinear interpolation, as to reduce
the computational cost.

2.3 Data Correction

Due to differences on the aim and origins of the annotation guidelines of
the datasets, a need arose regarding the standardization of the lung seg-
mentations. In that sense, the annotations of the datasets were reviewed
under the supervision of a medical student in order to make them coherent
for training and evaluation. In [4] it can be found a thorough description
of the protocol adopted.

2.4 Data Augmentation

For the DA phase, scans from the CHUSJ dataset, distinct from the ones
used for the test dataset, were reviewed and from these images four nod-
ules were extracted. After the Regions of Interest (ROIs) of the nodules
and their masks have been originated, scans from the LCTSC and the
LUNA16 databases were chosen at random for the synthetic addition of
the nodules.

2.5 Learning Model

Taking advantage of the network developed in a previous work [5], a hy-
brid structure of ResNet34 and U-Net architectures, that demonstrated
good segmentation performances, was used in this study. Its detailed de-
scription can be found in [5].

2.6 Experiment Design

With respect to the hyper-parameters, for all experiments it was used
Adam optimizer with a learning rate of 0.0001 and a batch size of 8. The
loss function utilized was based on the DSC (see equation 1).
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DSC =
2(X ∩Y )

X +Y
(1)

Regarding data annotation correction and data augmentation, as de-
scribed in [4] four types of experiments were performed, that resulted
from the combination of applying/not applying DC and/or DA. The first
one served as the baseline and it consisted in using all original training
datasets, without any DC or DA. In relation to the additional three: the
first one applied DC and no DA; the second, oppositely, applied DA and
no DC and the third one implemented DC as well as DA.

The 36-LCTSC and LUNA16 databases were used as training data,
and from these set 30% was used for the validation. The 24-LCTSC,
VESSEL12, HUG-ILD and CHUSJ datasets were used as test data.

2.7 Performance Metrics

Three performance metrics were utilized to measure the performance of
the models developed: DSC, Hausdorff distance (HD) and average sym-
metric surface distance (ASSD). Further details of these equations can be
found in [4].

3 Results and Discussion

The results for the four experiments and for each test dataset were ob-
tained, and giving the coherence of the three measured metrics for each
experiment, only the DSC results are presented (see Table 1). The detailed
description of all measurements can be found in [4].

Table 1: Mean and standard deviation (std) results of the Dice similarity
coefficient (DSC) for each experiment. The Data Correction (DC) column
represents the data correction and the Data Augmentation (DA) column
represents the data augmentation. The value x in these two columns in-
dicates experiments without DA or DC and the value ✓ indicates experi-
ments with DA or DC. The values of the DSC can lie in the range 0–1.

DC DA 24-LCTSC HUG-ILD VESSEL12 CHUSJ

Mean ± std Mean ± std Mean ± std Mean ± std

x x 0.9417 ± 0.1133 0.9334 ± 0.1609 0.9778 ± 0.0726 0.9339 ± 0.1129

✓ x 0.9458 ± 0.1029 0.9311 ± 0.1594 0.9785 ± 0.0625 0.9364 ± 0.1115

x ✓ 0.9253 ± 0.1251 0.9270 ± 0.1622 0.9809 ± 0.0569 0.9271 ± 0.1196

✓ ✓ 0.9412 ± 0.1088 0.9352 ± 0.1654 0.9767 ± 0.0630 0.9360 ± 0.1121

The consistency of the results across all experiments may be due to
the presence of small nodules that will have a small impact on the met-
rics, as well as over segmentation of different anatomical structures, apart
from the lung, and under segmentation of the pulmonary parenchyma. To
better comprehend these performances, a supplementary visual analysis
was made, of which CT scans examples of the 24-LCTSC, HUG-ILD and
CHUSJ datasets are depicted in Figure 1. As no differences were regis-
tered for the VESSEL12 scans between the four experiments, no examples
are displayed.

From the visual inspection, it is possible to verify that the fourth ex-
periment that implemented both DA and DC lead to the development of
the best model as it better segments the lung parenchyma and it has a
higher capacity to correctly identify the nodules, in comparison to the re-
maining three models (see sixth column in Figure 1). On the other hand,
the baseline experiment, in which no DA nor DC were applied, demon-
strated the worst performance, as a result of incorrect annotations and
an insufficiency of lung nodules in the training data (see third column
in Figure 1). By implementing DC in the second experiment the model
improved slightly its performance, yet the deficiency in lung nodules pre-
vented it from learning its identification. The addition of the synthetic
nodules in the third experiment helped the model to identify these struc-
tures in some images, nonetheless the incoherence of the annotations was
a hindering factor to the adequate learning, misleading the model.

4 Conclusions

The best model was only achieved when DC and DA were combined,
thus one can infer that having uniform and consistent lung masks anno-

(a) (b) (c) (d) (e) (f)

Figure 1: Examples of scans from 24-LCTSC, HUG-ILD and CHUSJ
from top to bottom. From left to right: (a) CT original image; (b) ground-
truth (GT); (c) baseline prediction; (d) #2 with DC and without DA pre-
dicted mask; (e) #3 with DA and without DC predicted mask; (f) and #4
with DA and DC predicted mask. From [4].

tations is key to enable the models to learn how to correctly identify the
intricate lung patterns. Moreover, the use of data augmentation with do-
main knowledge has proven to be an important factor as it served as an
extra help for the segmentation of the lung nodules, and given the lack of
representation on the available medical datasets, it may represent a good
alternative to bridge this gap.
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Abstract

The time spent and resultant financial burden in the image annotation
process for biomedical semantic segmentation continues to be a system-
atic challenge. In this article, an exploratory study of an Active Learn-
ing method’s potentiality in optimising the annotation process is carried
out. In greater detail, this method is based on the model’s uncertainty and
can reach state-of-the-art performance with an annotated data reduction
of almost 19%. As such, our preliminary results demonstrate a possible
significant reduction in the amount of annotated images and highlight the
potential for further research in this area.

1 Introduction

One of the most important and difficult computer vision tasks is image
segmentation, which is also one of the fundamental components of many
Computer Aided Diagnosis (CAD) systems. However, building and de-
ploying such systems demand a high volume of specialist annotated data
- a highly time-consuming task, particularly in semantic segmentation,
when the annotator is required to supply a pixel-by-pixel label [7]. Addi-
tionally, the granularity and boundary precision requirements for biomed-
ical application annotations are substantially greater, which adds to the
time burden and raises the risk of human annotation inaccuracies.

The idea of Active Learning (AL) is to determine which unlabelled
samples would benefit from expert human labelling the most. Specifically,
how to maximise model performance while utilising the least amount of
data [6]. Without such a technique, this sampling process would be en-
tirely random, possibly resulting in time spent annotating redundant data.
Hence, AL overcomes this issue by making the annotation process as cost-
effective as possible. In previous works [6], we developed a semantic
segmentation deep learning model that will be integrated as a core com-
ponent of an upcoming web platform named Dys4vet1 for the automated
Canine Hip Dysplasia (CHD) diagnosis. Briefly, CHD is a genetic condi-
tion that gradually aggravates the hip joint’s laxity and causes instability,
which conveys an inadequate congruence between the femoral head and
the acetabulum (Figure 1). We conducted additional studies [1, 2, 3, 5] to
prove the feasibility and importance, as a disease indicator, of a seman-
tic segmentation model to automatically determine hip joint congruence.
However, deploying models into real-world production scenarios requires
a much larger volume of training data to increase the model’s robustness,
and the Dys4Vet currently faces this scenario. To this end, this paper ex-
plores AL methods to tackle such a problem, intending to minimise time
spent by veterinary professionals in the annotation process and thus re-
ducing the associated economic costs for the success and sustainability of

1https://www.citab.utad.pt/projects/780/show This work was financed
by project Dys4Vet (POCI-01-0247-FEDER-046914), co-financed the European Regional De-
velopment Fund (ERDF) through COMPETE2020 - the Operational Programme for Competi-
tiveness and Internationalization (OPCI)

the platform.

(a) (b)
Figure 1: Femural head and acetabulum congruence: (1a) an healthy hip
joint with good congruence and (1b) a severe CHD hip joint with poor
congruence. Source: [6]

2 Active Learning Procedure

The typical Active Learning cycle (Figure 2) is as follows. First, a given
query selects n images from the unlabelled dataset pool. Then, these
images are provided to a human expert to be manually labelled. Once
completed, these recently-labelled images are integrated into the labelled
dataset. Lastly, this new dataset is used to re-train a deep learning model.
This cycle can be repeated as many times as needed.

For this study, we use a semantic segmentation model developed in
previous work: a transfer-learning-based U-Net [6]. The reader is encour-
aged to read the said paper. In terms of the data, we have collected 202
labelled DICOM images. Moreover, we reserve 15% for testing and an-
other 15% for validation. The remaining 70% are re-split, leaving 3% for
the initially labelled dataset and the other 97% for artificially creating the
initial unlabelled dataset.

Our proposed query is based on the model’s uncertainty, more specifi-
cally on Gal and Ghahramani’s Monte Carlo Dropout (MCD) method [4].
This method measures predictive uncertainty by turning on dropout layers
during inference and inferring multiple times, each time resulting in a dif-
ferent prediction, due to the stochastic nature of dropout. In this study, we
adapt this method and for each image, we infer 30 times, followed by an
averaging process. Then, with each image’s average prediction, we cal-
culate pixel-and-channel-wise Shannon’s Entropy, followed by a tensor
averaging, for a final uncertainty value. Hence, at each AL iteration, the
proposed method samples the 15 images with the highest uncertainty, and
a new model is trained. We run AL iterations until there is no more unla-
belled data. This entire AL cycle is repeated 10 times as a way to provide

55



more statistically meaningful results. Additionally, we also match this
method against a random query to compare its effectiveness. At each it-
eration (t), we will report the 10-run average dice score on the test data
(Equation 1).

Dt(PR,GT ) =
1

10

10

∑
i=1

2×|GT ∩PR|
|GT |+ |PR| (1)

where

PR : Predicted Probability Map
GT : Ground-truth Segmentation Mask

Figure 2: Active Learning cycle.

3 Results and discussion

The models are trained using the Adam optimiser with a learning rate
of 1e− 2 and a batch size of 8. The maximum number of epochs is set
to 1000, as we employ early stopping to prevent overfitting. First, we
train the model with the entire initial unlabelled and labelled data. We
achieve a dice score of 0.95 on the test data, and this value indicates the
maximum performance that the model can reach when fully using the
available unlabelled data. Henceforward, we call this value the Upper
Limit (UL). Table 1 presents the results of our method when compared
to a purely random sampling method. Additionally, these are depicted in
Figure 3.

Table 1: Method’s 10-run average dice score at each AL iteration.

Query
AL Iteration t

0 1 2 3 4 5 6 7 8 9
Random 0.02 0.15 0.24 0.34 0.47 0.66 0.79 0.89 0.91 0.95
Our method 0.02 0.23 0.34 0.49 0.63 0.82 0.92 0.95 0.95 0.95

As noticeable, our proposed method provides a considerable perfor-
mance increase over the baseline method. In greater detail, our developed
query delivers an average performance increase of 0.11 in terms of dice
score. Additionally, using this query, the UL is reached at iteration 7,
compared to random’s iteration 9. In practical terms, this translates into
26 fewer required labelled images, or a ≈ 19% cut.

4 Conclusions

In this paper, we conducted and reported the results of a preliminary study
about the effectiveness of using Active Learning methods in biomedical
image semantic segmentation. This study, while brief, is of high relevance
due to the frequent dilemma of thousands of medical unlabelled data but
scarce human resources. Our method performs sampling on uncertainty
based on Monte Carlo Dropout. The results show a possible reduction of
almost 19%, accompanied by an average performance increase of 11%.
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Figure 3: Method’s 10-run average dice score at each AL iteration.

The incorporation of this method into the Dys4Vet platform will allow a
significant reduction in the financial burden associated with paying vet-
erinary specialists for image annotation. We believe that the present doc-
ument lays an important foundation for further comprehensive research,
and we do plan to develop and compare additional queries, as well as a
detailed time complexity analysis.
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Abstract

The error rate of misdiagnosis caused by human error during the esoph-
agogastroduodenoscopy (EGD) exam is significant - 9.00%. Avoiding
blind spots during EGD exams is a fundamental prerequisite to detecting
gastric cancer at an early stage. The aim of this work consisted in test-
ing new automatic algorithms, specifically based on semi-supervised ap-
proaches, able to detect upper gastrointestinal landmarks (GIL), that can
help to avoid the presence of blind spots during EGD exam. Unsupervised
techniques were implemented to extract new information from unlabeled
GIL images and then this new information was concatenated in a super-
vised model. We trained a convolutional autoencoder (AE), a variational
autoencoder (VAE) and a generative adversarial network (GAN) with un-
labeled GIL images to extract representative features. Then, such features
were concatenated with those extracted by the pre-trained ResNet-50 ar-
chitecture. The VAE + ResNet-50 approach achieved a Mathews Correla-
tion Coefficient (MCC) of 65.10%.
Keywords - Deep Learning, Gastric Landmarks, Endoscopy, Gastric Can-
cer, Computer Assisted Decision

1 Introduction

Gastric cancer is the fifth most incident cancer in the world and, when
diagnosed at an advanced stage, its survival rate is only 5.00%-25.00%
[1]. Human errors can significantly impair the efficacy of EDG exams
[1]. This observation has led to a coordinated effort in defining proto-
col guidelines aiming at the mapping of the entire stomach in order to
avoid blind spots. For example, the European society of gastrointestinal
endoscopy proposes the mapping of 10 GIL and the corresponding Japan
society proposes the mapping of 22 GIL during upper endoscopy exams.
However, these protocols are subjective and have limited operative levels.
The implementation of an artificial intelligence system capable of detect-
ing GIL, by leveraging the definitions of different photodocumentation
protocols, would be a solution to prevent missed lesions during the EGD
exam.

Recently, efforts in computer vision research have emerged on this
topic, based on the use of Convolutional Neural Networks (CNNs). Taki-
yama et al. [2] and Zhang Xu et al. [3] showed the potential of CNNs to
discriminate GIL. Although CNN classifiers have shown very impressive
results when detecting anatomical sites, they do not account for temporal
correlations among the EGD exam frames. Such information can lead to
performance improvement since it has into consideration contextual and
temporal information. Ding et al. [4] tested sequential classification algo-
rithmic approaches combined with CNN outputs. Ding et al. [4] trained
a CNN model for single-frame classification and then, a sliding window
with exponential decay was used to weigh the prediction probabilities of
5 neighboring frames, thus providing a smoothing effect able to mitigate
the impact of noisy frames. Wu et al. [5] improved the VGG-16 accuracy
by capturing the information contained in neighboring video-frames using
a deep reinforcement learning approach – WISENSE system. The IDEA
system (Li et al. [6]) appears to provide superior performance, with a re-
ported accuracy of 95.30% for an impressive total of 31 anatomical sites.
The prospective clinical studies conducted by Wu et al. [5] show com-
pelling evidence that a data-driven CAD system decreases significantly
the blind spot rate throughout these clinical trials.

The methods applied for GIL detection have seen a rapid evolution
in their performance when shifting from a single-frame to multi-frame
paradigm with the ability to leverage information contained in correlated
frame sequences. However, the solutions adopted by the current state-of-
the-art mainly used Deep Learning techniques that have been adopted in

several computer vision problems for almost a decade now. In addition,
the datasets used to train and validate the models are all private and signifi-
cantly heterogeneous in terms of both definitions of anatomical landmarks
and imaging modalities. In this sense, we propose the application of un-
supervised and semi-supervised techniques to decrease the data bias and
to increase the robustness of models using unlabeled EGD videos. So, our
main objective is to explore unsupervised learning techniques to extract
useful features from unlabeled data that could be useful to our classifica-
tion task. In this work, we explored AE, VAE and GAN architectures to
generate new EGD images and extract features using the corresponding
encoders and discriminator. Then, we combined these extracted features
with a CNN architecture to try to improve the CNN classification task.

2 Material and Methods

2.1 Data

The dataset assembled in this work is based on public datasets that con-
tain GIL images and videos with and without pathologies. The reposi-
tories that were used are HyperKvasir [7] and GASTROLAB [8]. The
HyperKvasir repository contains 110079 images and 374 labeled videos
collected during gastro- and colonoscopy examinations. This dataset con-
tains anatomical landmarks and pathologies. Among the 110079 images
contained in the dataset, 10662 are labeled and 99417 are unlabeled. The
GASTROLAB repository contains images and videos for educational pur-
poses. The dataset is organized according to the anatomical zones and the
pathologies. Only white light images and videos GIL were considered in
this work. The dataset used in this work was assembled collecting images
and video frames (with a sampling rate of 1 frame per second) of the up-
per gastrointestinal tract from HyperKvasir and GASTROLAB datasets.
Those images and frames were organized in 9 classes, see Table 1.

Table 1: The number of images and video frames collected from the Hy-
perKvasir and GASTROLAB repositories.

Classes Number of images Number of frames
Antrum and Pylorus 1069 1055

Body 37 951
Cardia 22 630

Duodenal Bulb 13 404
Duodenum 71 1757
Esophagus 224 1952

Fundus 26 109
Retroflex Stomach 764 74

Z-line 1595 84

2.2 Classifiers

First, we considered the ResNet-50 architecture that evidenced good per-
formance in related GIL imaging classification task. A simple transfer
learning strategy was applied, by considering the model pre-trained over
the ImageNet dataset. Only convolutional pre-trained layers were re-
tained and frozen, and a global average pooling layer and a dense layer
were added on top of the frozen layers. Motivated by the relatively small
number of images in each class and the imbalance among classes, class
weights are used in the definition of the loss function.

Then, in order to improve the ResNet-50 GIL classification perfor-
mance we explored three semi-supervised learning aproaches to take ad-
vantage of the information contained in the large amount of publicly avail-
able unlabeled image of the gastrointestinal tract - HyperKvasir repository
with 99417 unlabeled images [13].
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Table 2: Anatomical landmark classification results. Average performance metrics were obtained from 5-fold cross-validation.

Models Macro-average Weighted-average Balanced Accuracy MCC
Precision Recall F1-score Precision Recall F1-score

ResNet-50 64.10% 61.50% 61.50% 70.65% 70.01% 69.26% 61.50% 65.06%
AE + ResNet-50 63.58% 60.60% 60.55% 70.81% 70.01% 69.47% 60.60% 65.08%

VAE + ResNet-50 63.50% 62.71% 61.75% 71.98% 69.85% 69.75% 62.71% 65.10%
GAN + ResNet-50 59.63% 58.79% 57.83% 67.73% 66.80% 66.30% 58.79% 61.32%

Figure 1: Concatenation of the encoder or discriminator with ResNet-50
architecture to classify anatomical landmark images.

Two different autoencoder architectures were considered: first, a con-
volutional autoencoder (AE) and then a variational autoencoder (VAE).
The encoder parts of the considered architectures were built based on the
VGG-16 architecture. The AE was trained using the mean-squared error
loss function. The VAE is different from AE because in VAE the encoder
outputs is a probability distribution in the bottleneck layer instead of a
single output value, and uses Kullback–Leibler divergence loss function,
having a better capacity of regularized the encodings distributions during
the training process [9]. After training the AE and the VAE with unla-
beled data, the features extracted by the encoders were concatenated with
the pre-trained ResNet-50 model. Then, a global average pooling layer
was added on the top of each concatenation section and a dense layer
was added to produce the classification output, see Figure 1. This overall
model was then trained with the anatomical landmark dataset described
in Section 2.1.

The last approach consisted in testing a deep convolutional generative
adversarial networks (GAN) to extract features using the corresponding
discriminator. The GAN was trained using the binary cross-entropy error
loss function. Then, we concatenated the discriminator with pre-trained
ResNet-50, see Figure 1, and we train this concatenated model with the
labeled data described in Section 2.1. to try improving the CNN classifi-
cation task.

3 Experiments

To validate our models, we applied 5-fold cross-validation and we evalu-
ated their performance in terms of precision, recall, and F1-score (macro-
average and weighted-average). Additionally, we calculated the balanced
accuracy and the Mathews Correlation Coefficient (MCC). The results are
reported in Table 2. Among the considered semi-supervised architectures,
the model that offered the best performance is the VAE, which achieved
an MCC value of 65.10%. This result confirms that the regularization of
latent space improves the encoder extract features. However, contrary to
what is expected, the GAN architecture performance was the worst with
an MCC of 61.32%.

By comparing the supervised model performance with the semi-su-
pervised learning models’ performances, it is possible to see that the fea-
tures extracted using autoencoders and generative models trained over un-
labeled data were not sufficient to discriminate well images pertaining to
different anatomical landmarks. The ResNet-50 architecture had an MCC
of 65.06%, which is very close to the MCC of AU + ResNet-50 and VAE
+ ResNet-50 experiments, see Table 2.

4 Conclusions

Regarding the use of semi-supervised learning approaches, features ex-
tracted using autoencoders and generative models do not have a signif-
icant impact on the considered classification task. Perhaps surprisingly,
such results indicate that convolutional layers pre-trained on very large
datasets (like the ImageNet dataset) can extract low-level image features
that are highly discriminative for the classification task at hand, even if
the pre-training data comes from a completely different domain (natural
images vs. upper GI endoscopic data). On the other hand, the availability
of a lower amount of unlabeled images coming from the same domain
does not provide a significant boost in performance.

Future work will focus to explore some self-supervised learning mod-
els to classify EGD images. Recetnly, self-supervised learning has been
explored extensively by the scientific community in the medical image
field because these models can learn with a small labeled dataset. The
self-supervised learning is a Machine Learning technique that can learn
crucial patterns from unlabeled data.
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Abstract
AI-based Computer-Aided Diagnosis (CAD) systems are seldom adopted
in clinical workflows partially due to the lack of transparency and inter-
pretability in their decision process. This fact has raised the need for
producing strategies capable of explaining the decision process of AI al-
gorithms, leading to the creation of a novel research topic named eXplain-
able Artificial Intelligence (XAI). In this paper, we explore the capabilities
of an inherently interpretable model (CCNN) to the problem of skin lesion
classification. We demonstrate that providing multimodal concept-based
explanations consisting of the high-level dermoscopic concepts with the
respective contribution to the class prediction (textual) along with the spa-
tial location of these concepts (visual), accounts for a more informative
and interpretable model decision.

1 Introduction
Among the proposed methods for explaining a model decision, inher-
ently interpretable models are believed to be particularly useful in med-
ical imaging [5], justifying the recent growth in the number of medi-
cal imaging works focusing on this paradigm rather than the traditional
post-hoc strategies [6]. As such, the development of inherently inter-
pretable models capable of providing explanations in the form of human-
understandable concepts is of utmost importance to foster, in the first
place, the transparency and interpretability of the model and, secondly,
their adoption in clinical settings [4].

Melanoma is the most common and dangerous skin cancer. As such,
improving its diagnostic accuracy and early detection is crucial. The typ-
ical procedure that physicians adopt for melanoma diagnosis is the ob-
servation through naked-eye or dermoscopic imaging, which requires a
certain level of expertise and experience. Most of the explanation ap-
proaches for dermoscopic skin lesion diagnosis rely on applying visual
XAI through saliency maps [7] or attention mechanisms [1]. Few works
have emerged as an alternative to these approaches. Recently, Lucieri et
al. [3] introduced ExAID, a framework that provides multimodal concept-
based explanations for the task of melanoma classification. Their frame-
work relied on Concept Activation Vectors (CAVs) for concept identifi-
cation and used the Testing with CAVs (TCAV) method to estimate the
influence of a specific concept on the final decision.

In this paper, we explore the capabilities of the CCNN [6] to the prob-
lem of skin lesion classification. Concretely, we intend to answer the fol-
lowing research hypotheses: (i) Could the CCNN model be applied to the
task of skin lesion classification?; (ii) Is the performance of the CCNN
comparable to the results obtained using black-box models for the same
classification task?; (iii) What is the effect of skin lesion segmentation on
the performance of dermatoscopic image classification?

2 Method
2.1 CCNN Model
We built on the CCNN [6] model and adapted it to the task of skin le-
sion classification from dermoscopy images. Figure 1 illustrates the gen-
eral scheme of the CCNN model jointly with the additional segmentation
model. The base idea of the CCNN is to guide the convolutional filters in
the concept layer to learn the association between visual features and word
phrases denoting the concept represented in the image. In other words,
the visual features of the convolutional filters in the concept layer should
correspond to only one word phrase. This means that each filter is respon-
sible for learning a unique concept. These constraints are achieved by the
objective function that, on the one hand, encourages one-to-one mapping

between the visual features of each filter and a word phrase (Concept
Uniqueness Loss in the Figure 1), and, on the other hand, preserves the
distance in a joint embedding space between the learned concept by each
filter and its corresponding word phrase (Mapping Consistency Loss in
the Figure 1). To drive the learned concepts to focus on the lesion region,
we include a new loss term (Dice Loss in Figure 1) to force the model to
distract from areas outside the lesion region. The classification decision
is then based on the learned concepts, making the model’s decisions inter-
pretable in terms of high-level concepts and their respective contributions
to the class prediction.

2.2 Skin Lesion Segmentation
We propose using semantic segmentation as a hard attention mechanism
in our method. Its primary purpose is to improve the model’s classification
performance while expecting that the model ignores artifacts that could
be presented in the image, which may result in more coherent and refined
learned concepts from the convolutional filters of the concept layer.

Therefore, we used the ground-truth skin segmentation masks pro-
vided in the HAM10000 dataset for the segmentation task, and we adopted
the DeepLabV3 [2] model, which is a semantic segmentation model that
achieves good results in a panoply of datasets. With the model, we can au-
tomatically generate the segmentation masks during inference. After the
trained model, the new data is fed to the model to obtain the segmentation
masks. Then, with the masks and the skin images, we use a bitwise-and
to remove all non-relevant pixels, and the produced result is fed to the
CCNN model, as depicted in Figure 1.

3 Experiments
3.1 Overview
For the conducted experiments, we used the publicly available PH21 dataset
and the Derm7pt2 dataset, comprising 200 dermoscopy images of melanocytic
lesions and 827 clinical and dermoscopy images, respectively. Both datasets
comprise annotations of several dermoscopic criteria, which we refer to
dermoscopic concepts along the manuscript. Specifically, we considered
8 dermoscopic concepts according to the annotated dermoscopic crite-
ria: “Atypical Pigment Network” (APN), “Typical Pigment Network”
(TPN), “Blue Whitish-Veil” (BWV), “Irregular Streaks” (ISTR), “Reg-
ular Streaks” (RSTR), “Regular Dots and Globules” (RDG), “Irregular
Dots and Globules” (IDG) and “Regression Structures” (RS). For simplic-
ity, we combined the “common nevi” and “atypical nevi” classes into one
global class label denominated “Nevus”, converting it into a binary clas-
sification problem (“Nevus” vs. “Melanoma”). Additionally, we merged
both PH2 and Derm7pt dataset to produce a more populated dataset, com-
prising 1027 clinical and dermoscopy images, denoted as PH2Derm7pt
dataset. As baseline architectures, we train the VGG-16 and ResNet-101
to compare against the CCNN model sharing the same backbone (VGG-
16 or ResNet-101). Regarding the evaluation metrics, we report the accu-
racy and the F1-score for measuring the classification performance of the
models.

3.2 Results
Concerning the baseline architectures, we fine-tuned both VGG-16 and
ResNet-101 with pre-trained weights of ImageNet on the PH2, Derm7pt,
and PH2Derm7pt datasets. In Table 1, we compare the results obtained
with VGG-16 with those obtained with ResNet-101. It can be observed
that VGG-16 attained superior accuracy in almost all datasets, except for

1 https://www.fc.up.pt/addi/ph2%20database.html 2 https://derm.cs.sfu.ca/Welcome.html

59



D
ee

pL
ab

v3

CCNN

Conv 
+ 

Pool

... ...Conv 

Concept Layer

GAP

...Conv Conv 
+ 

Pool

...
Mapping Consistency

Loss

Concept Uniqueness
Loss

Classification
Loss

Dice Loss

Total Loss

FC Layer

Predicted Class Label:

Nevus

Predicted Skin Concepts:

TPN, RSTR, RDG

Visualization of the skin concepts and

the respective contribution:

Atypical Pigment Network, Streaks, ... , Blue Whitish-Veil

Word Phrases

...

Preprocessing Images

Input Image

Counter   Image

Shared Weights

Figure 1: Adapted CCNN [6] model to the problem of skin lesion classification. The first stage (Preprocessing Images) consists of obtaining a lesion
segmentation mask from pretrained DeepLabv3 on HAM10000 to mask the original image. The second stage (CCNN) includes model training, where
a loss function of four terms is minimized to achieve the desired properties. Finally, having the trained model and a test image, it is possible to get
the predicted skin concepts and their respective contribution to the decision, in addition to the concept localization maps.

the Derm7pt-Seg dataset, in which ResNet-101 achieved the best accu-
racy value (81.88). Another important observation is that we achieved
the best performance value when considering skin segmented images (*-
Seg.), concluding that the segmentation process is, in fact, an important
preprocessing stage. In terms of F1-score, the difference between the re-
sults obtained for the classes “Nevus” and “Melanoma” can be explained
due to the limited number of “Melanoma” examples in the datasets.

Dataset Accuracy (%) F1-score
MF1Nevus Mel.

PH2Derm7pt 73.91 | 77.68 0.79 | 0.85 0.66 | 0.57 0.72 | 0.71
PH2Derm7pt-Seg. 79.71 | 77.39 0.86 | 0.85 0.64 | 0.50 0.75 | 0.68

PH2 88.00 | 96.00 0.92 | 0.98 0.77 | 0.89 0.84 | 0.93
PH2-Seg. 96.00 | 88.00 0.97 | 0.93 0.91 | 0.67 0.94 | 0.80

Derm7pt 76.56 | 79.06 0.83 | 0.86 0.63 | 0.58 0.73 | 0.72
Derm7pt-Seg. 74.06 | 81.88 0.88 | 0.87 0.65 | 0.69 0.72 | 0.78

Table 1: Classification performance of baseline (black-box) models
(VGG-16 | ResNet-101) on PH2Derm7pt, PH2 and Derm7pt datasets.

For a fair comparison, we train the CCNN with the same backbone
(VGG-16 or ResNet-101). Table 2 shows the results obtained for the con-
sidered datasets. Compared to the baseline architectures, we can establish
that CCNN performs comparable (96.00 for PH2-Seg.) or even better
(84.93 vs 77.39 for PH2Derm7pt-Seg and 83.44 vs 81.88 for Derm7pt-
Seg.) than its black-box competitors. However, we achieved the best
results, in this case, using the ResNet-101 as the backbone. The same ten-
dency is followed when considering skin segmented images, supporting
the hypothesis that skin lesion segmentation masks improve classification
performance.

Model Accuracy (%) F1-score
MF1Nevus Mel.

PH2Derm7pt 77.10 | 83.77 0.85 | 0.89 0.55 | 0.69 0.70 | 0.79
PH2Derm7pt-Seg. 77.97 | 84.93 0.85 | 0.90 0.60 | 0.72 0.72 | 0.81

PH2 88.00 | 96.00 0.92 | 0.97 0.73 | 0.91 0.83 | 0.94
PH2-Seg. 92.00 | 96.00 0.95 | 0.97 0.83 | 0.91 0.89 | 0.94

Derm7pt 76.25 | 81.89 0.84 | 0.88 0.54 | 0.65 0.69 | 0.76
Derm7pt-Seg. 76.88 | 83.44 0.84 | 0.89 0.58 | 0.68 0.71 | 0.78

Table 2: Classification performance of CCNN model (VGG-16 | ResNet-
101) on PHDerm7pt, PH2 and Derm7pt datasets.

3.3 Interpreting Class Predictions
We also evaluated the results by visualizing the learned concepts by each
filter in the concept layer and their respective contribution to the classi-
fication decision. In Figure 2, each line corresponds to a test image, ac-
companied by the predicted class label (Pred) and the ground-truth class
label (True), and followed by the eight output visualizations of the fil-
ters highlighting the presence of an individual concept in the image and
its contribution (1 denotes the presence of the concept). From the visual
inspection of the Figure 2, we can conclude that the localization of the
learned concepts is more coherent and focused when used a segmented
image (2nd row), supporting the hypothesis that we can benefit from us-
ing segmented images instead of raw images.

A similar conclusion can be drawn for the case of an example of
Melanoma (3rd and 4rd rows). With the provided information from the

CCNN, a template-phrase can be constructed: “The image was classified
as Melanoma due to the presence of Blue Whitish-Veil (34.86%), Re-
gression Structures (18.24%), Irregular Streaks (16.17%), Irregular
Dots and Globules (15.78%) and Atypical Pigment Network (14.95%)”.

Figure 2: Visualizaton of the convolutional filters of the concept layer
and the respective contribution to the classification decision of Nevus and
Melanoma examples.

4 Conclusions
We presented preliminary results on the CCNN model adapted to the
problem of skin lesion classification. We observed that the CCNN could
be applied to skin lesion classification, giving comparable and even su-
perior results to its black-box competitors (VGG-16 and ResNet-101) at
distinguishing between Nevus and Melanoma classes. Furthermore, we
demonstrated that we could benefit from using skin lesion segmentation
both in terms of classification performance and concept localization.

References
[1] Catarina Barata, M. Emre Celebi, and Jorge S. Marques. Explainable skin

lesion diagnosis using taxonomies. Pattern Recognition, 110:107413, 2021.
[2] Liang-Chieh Chen, George Papandreou, Florian Schroff, and Hartwig Adam.

Rethinking atrous convolution for semantic image segmentation. arXiv
preprint arXiv:1706.05587, 2017.

[3] Adriano Lucieri, Muhammad Naseer Bajwa, Stephan Alexander Braun,
Muhammad Imran Malik, Andreas Dengel, and Sheraz Ahmed. ExAID: A
Multimodal Explanation Framework for Computer-Aided Diagnosis of Skin
Lesions. Computer Methods and Programs in Biomedicine, page 106620,
2022.

[4] Cristiano Patrício, João C. Neves, and Luís F. Teixeira. Explainable deep
learning methods in medical imaging diagnosis: A survey. arXiv preprint
arXiv:2205.04766, 2022.

[5] Cynthia Rudin. Stop Explaining Black Box Machine Learning Models for
High Stakes Decisions and Use Interpretable Models Instead. Nature Machine
Intelligence, 1(5):206–215, 2019.

[6] Sandareka Wickramanayake, Wynne Hsu, and Mong Li Lee. Comprehensible
Convolutional Neural Networks via Guided Concept Learning. In Proceed-
ings of the IEEE International Joint Conference on Neural Networks (IJCNN),
pages 1–8, 2021.

[7] Alec Xiang and Fei Wang. Towards interpretable skin lesion classification
with deep learning models. In Proceedings of the AMIA Annual Symposium,
volume 2019, page 1246, 2019.

2

60



Automatic detection of calcifications
in mammography images using Mask-RCNN

Carolina Ferreira1

a21280423@isec.pt

Verónica Vasconcelos1

veronica@isec.pt

Inês Domingues12

inesdomingues@gmail.com

1 Polytechnic of Coimbra
Coimbra Institute of Engineering
Rua Pedro Nunes, Quinta da Nora, 3030-199
Coimbra, Portugal

2 IPO Porto Research Centre (CI-IPOP)
Rua Dr. António Bernardino de Almeida, 4200-072
Porto - Portugal

Abstract

Technological advances in the field of Artificial Intelligence are a promi-
nent phenomenon in recent decades and its application in the most di-
verse scientific areas has grown noticeably. The concept of computer-
assisted detection and diagnosis using Deep Learning techniques is an
increasingly popular reality in the field of medicine and, currently, high-
precision detection systems for breast lesions already exist. These sys-
tems are highly effective and reach almost perfect precision values in the
detection of masses, however, there is still room for progress in the auto-
matic detection of calcifications which, due to their morphology, become
more challenging and difficult to detect. This paper presents a method for
simultaneous detection and segmentation of calcifications using Mask-
RCNN. Experiments revealed a highest recall of 80.4% and precisions in
a range of 70% to 97.6%, depending on the minimum confidence value in
the detection.

1 Introduction

Breast cancer has one of the highest incidence rates of all types of cancer
and is the most common malignancy for women. Due to its high inci-
dence, this disease is the main cause of death in women from cancer. It
has increasingly been possible to make diagnoses in early stages of the
disease from screening tests and thus, according to the European Society
of Mastology, the American Cancer Society and the National Cancer In-
stitute, decrease the death rate of this disease. Screening tests are done
through X-ray images of the breast, called mammograms. The efficient
analysis of these images translates into faster, more accurate diagnoses
and less susceptible to errors or unidentified injuries. The most common
findings observed in this type of images are masses and calcifications.

A calcification is a small deposit of calcium particles and stands out
as a small radiopaque dot on a mammogram image. With variable shape
and size, the smallest calcifications can be as small as 1 or 2 pixels on
mammograms, making these types of anomalies difficult to detect by the
human vision system. As it is common to observe several calcifications in
a single image, the detection task can become time-consuming, repetitive
and exhaustive, factors that often lead to errors.

This paper presents a method to detect and segment calcifications,
based on a Mask-RCNN deep neural network and is heavily influenced
by the work of Min et al. [1] on mass detection especially with regard to
image processing techniques. The images used as a basis for this work
belong to the INbreast dataset [3], which contains medical annotations.

2 Methodology

The implementation stages of this work can be seen in Figure 1 where
the steps represented by the lilac color in Figure 1 were implemented in
Python 3.6 and the steps represented by the blue color were implemented
in MATLAB, due to the fact that this software offer excellent features for
image manipulation, a good visualization interface.

Pre-processing: Regarding the first pre-processing step, the mam-
mary region is extracted by thresholding, the redundant black region is
eliminated in order to reduce the search space and the image is adapted to
a square format. Since mammography images are naturally low-contrast,
it was necessary to increase the contrast level of images to enhance small
areas and white points to facilitate the visualization of calcifications. The
applied method consists of normalizing the image to 16-bit. Normaliza-
tion or contrast stretching is a transformation technique where a range of

Figure 1: Development stages

image values are linearly mapped into others. In practice, the minimum
and maximum of the image are calculated and these values are mapped
respectively into the smallest and largest of the dynamic range, in this
case [0, 65 535].

As mentioned earlier, the INbreast dataset contains expert annota-
tions. These annotations include not only the type of lesions found but
also the coordinates of exact location of the pixels that represent their
contours. From these annotations, ground-truth masks were generated for
each of the images and each mask contains only one calcification. So, for
images with several calcifications there is a correspondence of the same
number of masks.

Pseudo-color processing is a technique that maps each of the gray
levels of an image into an assigned color. The new colored image, when
displayed, can facilitate the identification of certain characteristics whose
observation is not so direct in grayscale. Despite the consideration of the
work presented by Min et al. [1] on the same image dataset and the reuse
of part of the respective source code1 for replication of this technique
adapting it to the context of the present work, it was necessary to make
changes taking into account the characteristics of calcifications. After
generating the ground-truth masks, it was necessary to determine the size
range [Amin, Amax] for the calcifications by counting the white pixels
in each image. The results obtained revealed that the smallest calcifica-
tions fill only 1 pixel and the largest calcification found revealed a size
of 95306 pixels. Considering the pixel resolution equal to 0.07, the range
considered was [0.07 mm2; 467mm2]. Calcifications with 1 pixel size are
lost after pseudo-color processing one images and ground-truth masks
are resized with a factor of 1/4 resorting to the low-pass component of a
two-level Daubechies 2 wavelet transform. Since working with images in
original format or reduced by 1/2 would not be viable, the loss of those
calcifications was inevitable.

Mask-RCNN: The architecture of Mask R-CNN has two stages: in
the first stage, a series of convolutional layers, usually VGG16 or ResNet,
are used to generate a feature map as an output, which is later passed on
to another network, the Regions Proposal Network (RPN). The RPN is
composed of one or several convolutional layers with a regressor and a
classifier. This classifier determines the probability of each pixel of the
feature map belongs to the background or to an object and the regres-
sor determines the coordinates of the bounding box that surrounds the
detected object [4]; In the second stage, a pooling layer is used for the

1https://github.com/Holliemin9090/Mammographic-mass-CAD-via-pseudo-color-
mammogram-and-Mask-R-CNN
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progressively reduction of spatial size of the image received as input [2].
Sequentially, the images are passed through a traditional architecture of
densely connected layers that in the end forks into two sub-networks. One
of these networks is the final classifier with the Softmax activation func-
tion, responsible for object recognition and in the other network will be
a regressor responsible for estimating the best box for the recognized ob-
ject [4]. Figure 2 shows the Mask R-CNN architecture proposed by Wu et
al. [5].

Figure 2: Mask R-CNN architecture [5]

Splitting the dataset into training, validation and test sets: Ini-
tially, the division of images between training, validation and test sets was
carried out respecting a proportion of 70%, 15% and 15%. However, after
studying and analyzing the images, it was made the decision to exclude
from these sets the images with annotation of clusters of calcifications and
artefacts although these images could include simpler calcifications since
the model was able to detect some calcifications contained in the clus-
ters and also some of the artifacts, negatively affecting the model since
ground-truth masks were not considered for these findings. After exclud-
ing the images according to the criteria mentioned above, the training set
remained with 228 images of pseudo-color mammograms, the validation
with 9 and the test set with 40. The training and validation sets under-
went changes between training moments in order to produce effects such
as reduction of the number of FPs. Thus, at two different times, 25 and 15
images without calcifications were added to the training set and 5 images
at each of these moments were added to the validation set.

Model training: Although most of the model’s configuration param-
eters were kept in accordance with the default values in the original code
of the Mask R-CNN implementation2, some parameters were adjusted.
The resizing mode of the images in the model has been set to ’square’
and the images are resized to 1024x1024 format. Since the dataset is rela-
tively small, data augmentation techniques were applied using one of the
randomly chosen techniques: vertical inversion, horizontal inversion, 90◦

rotation, 180◦ rotation, 270◦ rotation. The number of classes was set to 2
(including background) since that only one type of object will be detected
by the model: calcification. All the layers of the network were trained
for 120 epochs. Each individual training had 10 epochs, with 100 train-
ing steps and 10 validation steps in each epoch. The first training was
initialized from the logfile ’mask_rcnn_balloon.h5’ has a result from pre-
training the original model for a problem of detection and segmentation
of balloons. Training the model for 120 epochs took approximately 13
days since a complete training of 10 epochs took about 23 hours.

Test results and visualization: The visualization of the detections
made by the model is presented by overlaying the ground-truth masks on
the pseudo-color image, in black, and the segmentation masks produced
by the model while testing, which correspond to the detections made by
the model, in blue. Figure 3 illustrates two examples associated with the
visualization of detections corresponding to two different mammography
images.

Figure 3: Visualization of results by overlaying ground-truth masks and
segmentation masks on the images

2https://github.com/matterport/Mask_RCNN

3 Results

From the superposition of ground-truth masks and segmentation masks on
the pseudo-color images, it was possible to determine quantitative metrics
such as number of true-positives (TPs), FPs, false-negatives (FNs), pre-
cision, recall, FPs per image and dice, considering a detection as TP for
Dice values greater than 0.2. The tests were performed every 10 training
epochs, varying the minimum confidence value in the from 0.50 to 0.95,
in 0.05 intervals. Results first revealed that precision reaches higher val-
ues the higher the minimum level of confidence in the detection and the
opposite happens with recall. After 80 training epochs, the model reached
the highest precisions in a range of 70% to 97.6%, depending on the min-
imum confidence value in the detection, and after 110 training epochs
it achieved a maximum recall value of 80.4%, always remaining above
63% for a minimum confidence value of 0.85 or less. The dice reached a
maximum value of 0.886± 0.041, always remaining above 0.700±0.000
at all times, indicating that the model, when detecting a calcification that
is actually a TP, performs well in its localization and segmentation.

4 Conclusion

This work, inspired and adapted from the work of Min et al. [6], adjusted
the techniques presented for automatic detection of masses in mammog-
raphy images according to the specific features of calcifications for their
detection in the same type of images. While 50 training epochs were suf-
ficient in the work presented by Min et al. [1] to get satisfactory results,
in the present work it was justified to continue training for more epochs
since there was a very large margin of progression and, even after 120
epochs, the model still has room for improvement in both precision and
recall.

Despite the overall satisfaction around the present work and the re-
sults obtained, there is always the ambition to achieve more and better. In
the future, it would be interesting to continue the training on a machine
with more suitable hardware since the model still has room for improve-
ment in both precision and recall. It would also be important to study and
apply solutions to decrease the number of FPs. Finally, it would be inter-
esting to combine the techniques applied and presented in this work with
the technique used by Xi et al. [6] for mass and calcification detection
where the applied methodology consisted of extracting the ROI from the
original mammograms and using these 224 x 224 sized patches as inputs
for training and maybe to replace ResNet101 for VGGNet as it showed a
superior performance in the work of Xi et al. [6].
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Abstract 
In this study, we used machine learning techniques to reconstruct the 

wavelength dependence of the absorption coefficient of human normal 

and pathological colorectal mucosa tissues. Using only diffuse 

reflectance spectra from the ex vivo mucosa tissues as input to 

algorithms, several approaches were tried before obtaining good 

matching between the generated absorption coefficients and the ones 

previously calculated for the mucosa tissues from invasive experimental 

spectral measurements. From our results, it is possible to conclude that 

the most viable machine learning model for spectral reconstruction is the 

Random Forest Regressor, which was able to not only predict the 

absorption spectra with the most accuracy but was also able to 

reconstruct the desired blood rations in both normal and pathological 

tissue. Considering such results good perspectives become available to 

develop minimally invasive spectroscopy methods for in vivo early 

detection and monitoring of colorectal cancer. 

1 Introduction 

The optical properties of biological tissues condition how light 

beams propagate inside those tissues and interact with their biological 

components. There are some optical properties that can be 

estimated/calculated for a biological material, but the most commonly 

used are the refractive index (RI), the absorption coefficient(μa), the 

scattering coefficient (μs), and the anisotropy-factor (g) [1]. There are 

some traditional tissue windows, located at certain wavelength ranges, 

where current optical diagnostic and therapeutic methods work [2]. In 

addition to these natural tissue windows, where local maxima for the 

light penetration depth are observed, other optical diagnostic and 

treatment windows can be induced through the application of optical 

clearing treatments, as recently demonstrated for the ultraviolet (UV) 

range with transmittance efficiency peaks at 230, 275, and 300 nm [3]. 

Considering such recent discovery of UV-induced-windows to diagnose 

and treat pathologies, the current optical methods that work at visible 

and near infrared (NIR) wavelengths, and the emerging THz techniques 

for clinical application, the need to map the optical properties of both 

normal and pathological tissues in a wide spectral range becomes urgent 

[4]. 

A non-invasive or minimally invasive method that could estimate 

the optical properties of in vivo tissues and their wavelength dependence 

without the need for sample excision would be a valuable tool in clinical 

practice and in the detection of pathologies, even at their early stage of 

development. To develop such an innovative method, new approaches 

are necessary. One particular and interesting approach relies on the 

combination of non-invasive-like spectral measurements, such as diffuse 

reflectance (Rd), with machine learning (ML) techniques. 

There are several ML algorithms available that can be applied to 

spectral data, such as the single layer perceptron (SLP), the random 

forest regressor (RFR), the K-nearest neighbour (KNN), the decision 

tree for multioutput regression (DTFMR), and the linear regression for 

multioutput (LRFMO).  

The present work is a summary of our previous work [5], where it is 

evaluated the ability of each mentioned machine learning algorithm, to 

recreate the absorption spectra of the normal and pathological tissue, 

from their diffuse reflectance spectra.   

2 Materials and Methods  

All the tissue samples used in the present study were collected from 

the mucosa layer of the human colorectal wall. Following the guidelines 

of the Ethics Committee of the Portuguese Oncology Institute of Porto 

(Portugal), the healthy and pathological (adenocarcinoma) areas were 

separated from the surgical resections of patients under treatment at that 

institution. Due to the simplicity of the dataset, no metadata is available. 

Then, different ML algorithms were tested, with manual parameter 

tuning, to access the best model to estimate μa(λ) from Rd(λ) data. 

Furthermore, during these computational experiments, the models were 

trained in either of the two ways: using only normal or pathological 

samples (Trained Separately—TS model) or using all the samples 

(Trained Together—TT model) with further separation of the estimated 

spectra in normal and pathological categories. The hyperparameters that 

were used for each ML model can be seen in Table 1. 
Table 1- Hyperparameters of each ML model. 

ML model Hyperparameter Value 

SLP 
Number of Layers 2 

Learning Rate 0.001 

KNN Number of Neighbours 5 

RFR Number of trees 5 

DTFMR Depth of the tree 4 

Due to the low number of experimental spectra, the Leave One Out 
(LOO) method was adopted. Then, as an evaluation metric of the 
machine learning models, the Euclidean Distance (ED) between the 
mean reference spectra (MRS) and the mean estimated spectra (MES) 
was calculated.  

3 Results and Discussion 

The first step before training the above-mentioned ML models, was 
to organise the spectral data in the normal and pathological category, as 
we can see in Figure 1. 

(a) (b)  

Figure 1-Mean and dispersion of 𝑅𝑑 (a) and 𝜇𝑎 (b) spectra of the normal 
(NM-green) and pathological (PM-red) mucosa. 

After retrieving the desired spectral data, the machine learning 

experiments were started. The results from the SLP, KNN and RFR 

models can be seen in Figure 2 to 4, respectively. From the presented 
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spectral estimations, it is possible to see that overall, the TS models 

present a better performance when compared with the TT models. 

Furthermore, in the KNN models it seems that there is a tendency for the 

results to be overfitted. However, further analysis of the individual 

estimations shows that each sample as a different spectral estimation. 

The individual samples can be seen in the Supplementary Material of 

Ref. [5]. 

TS

TT

N P
SLP

 
Figure 2-Comparison between the mean reference spectra (MRS) and 
the mean estimated spectra (MES) that result from the SLP algorithm. 
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TT
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KNN

 
Figure 3-Comparison between the mean reference spectra (MRS) and 

the mean estimated spectra (MES) that result from the KNN algorithm. 
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Figure 4-Comparison between the mean reference spectra (MRS) and 
the mean estimated spectra (MES) that result from the RFR algorithm 

The DTFMR and the LRFMO were found to have an 

underwhelming capability in generating the MES and therefore they are 

not presented here. 

To quantify the performance of each ML algorithm, the ED between 

the MRS and the MES for each ML model was calculated. Figure 5 

presents the ED for each ML model, allowing to make performance 

comparison between models. 

 
Figure 5-Average of the Euclidean distances for the TS and TT models. 

The SLP, KNN, and RFR algorithms presented the best efficiency in 
reconstructing the MES, and therefore they were selected to perform 
additional calculations to obtain the blood and lipofuscin contents in 
both tissues and compare them with the results obtained from invasive 
measurements. 

From these three ML models, the RFR model was the best at 
reproducing the hemoglobin ratios. It has maintained the lower ratios in 
the normal mucosa and the generated values are very approximated to 
the ones reported in Ref. [6] 
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Figure 6-Wavelength dependencies of 𝜇𝑎 for lipofuscin (orange), for 

healthy (N) and pathological (P) mucosa, before (blue) and after (green 

or red) subtracting the absorption of lipofuscin. 

4 Conclusions 

In this work, it is presented a new framework for the detection of the 

presence of colorectal cancer in ex vivo tissue. From the presented 

results, it is possible to see that the reconstruction of the absorption 

spectra using ML models could be a helpful tool in detecting the blood 

ratios in human tissues and therefore, detecting the possible presence of 

colorectal cancer.  

5 Acknowledgment 

This work is financed by FCT - Fundação para a Ciência e a Tecnologia 

within PhD Grant Number: 2022.13862.BD. 

References 

[1] S. L. Jacques, “Optical properties of biological tissues: A 

review,” Phys Med Biol, vol. 58, no. 11, 2013, doi: 10.1088/0031-

9155/58/11/R37. 

[2] D. C. Sordillo, L. A. Sordillo, P. P. Sordillo, L. Shi, and R. R. 

Alfano, “Short wavelength infrared optical windows for evaluation of 

benign and malignant tissues,” J Biomed Opt, vol. 22, no. 4, p. 045002, 

Apr. 2017, doi: 10.1117/1.jbo.22.4.045002. 

[3] I. Carneiro, S. Carvalho, R. Henrique, A. Selifonov, L. 

Oliveira, and V. v Tuchin, “Enhanced Ultraviolet Spectroscopy by 

Optical Clearing for Biomedical Applications,” IEEE Journal of 

Selected Topics in Quantum Electronics, vol. 27, no. 4, pp. 1–8, 2021, 

doi: 10.1109/JSTQE.2020.3012350. 

[4] L. M. Oliveira, K. I. Zaytsev, and V. v Tuchin, “Improved 

biomedical imaging over a wide spectral range from UV to THz towards 

multimodality,” in Biophotonics—Riga 2020, 2020, vol. 11585, pp. 12–

26. doi: 10.1117/12.2584999. 

[5] L. Fernandes et al., “Diffuse reflectance and machine learning 

techniques to differentiate colorectal cancer ex vivo,” Chaos: An 

Interdisciplinary Journal of Nonlinear Science, vol. 31, no. 5, p. 53118, 

2021, doi: 10.1063/5.0052088. 

[6] S. Carvalho, I. Carneiro, R. Henrique, V. Tuchin, and L. 

Oliveira, “Lipofuscin-type pigment as a marker of colorectal cancer,” 

Electronics (Switzerland), vol. 9, no. 11, pp. 1–14, 2020, doi: 

10.3390/electronics9111805. 

64



Privacy-Preserving Case-Based Explanations for Medical Image Analysis

Helena Montenegro1,2

up201604184@edu.fe.up.pt

Wilson Silva1,2

wilson.j.silva@inesctec.pt

Jaime S. Cardoso1,2

jaime.cardoso@inesctec.pt

1 Faculdade de Engenharia da Universidade do Porto
Porto, Portugal

2 INESC TEC
Porto, Portugal

Abstract

Case-based explanations help clarify the reasoning of Deep Learning mod-
els in medical image analysis. Nonetheless, the medical cases provided as
explanations must be anonymised to protect the privacy of patients. We
propose a generative model that disentangles identity and medical fea-
tures from images. We empirically show that this model can be used to
anonymise medical images, by altering their identity features, and gener-
ate counterfactual explanations, by altering their medical features.

1 Introduction

Despite achieving excellent results in medical image analysis, Deep Learn-
ing models lack interpretability, as their decisions are difficult to under-
stand and trust. Case-based explanations retrieve similar cases from the
medical data to help understand a models’ reasoning. The use of case-
based explanations in clinical contexts requires that these explanations go
through an anonymisation process that alters their identity-related charac-
teristics while preserving their medical content and intelligibility [4, 6].
The current literature on image anonymisation is insufficient since most
methods do not consider the preservation of explanatory features in im-
ages, compromising their value as case-based explanations [3, 6]. In this
work, we address the weaknesses of the literature by proposing a privacy-
preserving generative model that explicitly disentangles medical and iden-
tity features in images, allowing to manipulate these features to achieve
anonymisation.

2 Method

We propose a generative adversarial network (GAN) to anonymise im-
ages while preserving relevant explanatory features. The model, exposed
in Figure 1, uses a pretrained medical feature extractor to extract medical
features from the original image. The medical features are inputted into
a GAN, along with a vector of random noise, producing an anonymised
image. The vector of random noise controls the identity of the generated
image. During training, we minimise the distance between the identity
features of the output image and the vector of random noise using an iden-
tification loss. We minimise the distance between the medical features of
the original and generated images using a semantic similarity loss. Fi-
nally, we use the GAN’s discriminator to promote realism in the images.

Figure 1: Architecture of the privacy-preserving generative adversarial
network [5].

The loss function minimised by the generator G is defined in Equa-
tion 1. In this equation, X represents random noise, pd is the probability
distribution of the images I, λx are non-negative parameters used to cal-

ibrate the relevance of each loss term x, D is the discriminator, Fm is the
medical feature extractor, and Fid is the identity feature extractor.

LG = EI∼pd(I),X∼N(0,1)[−λrealD(G(X ,Fm(I)))+

λid(Fid(G(X ,Fm(I)))−X)2 +λm(Fm(G(X ,Fm(I)))−Fm(I))2]
(1)

The medical feature extractor used in the generative model is trained
as the feature extractor of an identity-invariant disease recognition net-
work. To promote that the extracted medical features are identity-invariant,
we use an adversarial identity recognition network. As such, the medical
feature extractor is trained to obtain features that can be used by a disease
classifier to identify the disease in the image, and cannot be used by an
identity recognition network to identify the patient.

The identity feature extractor, which is used to obtain identity features
from the images, is obtained from the disease-invariant identity recogni-
tion network exposed in Figure 2. We train the identity recognition net-
work as a Variational Autoencoder (VAE) to ensure that identity features
possess a Gaussian distribution, enabling sampling of new identities. The
identity feature extractor obtains identity features that can be used by an
identity classifier to recognise a patient’s identity and cannot be used by a
disease recognition network to recognise the disease in the image.

Figure 2: Architecture of the disease-invariant identity recognition net-
work [5].

Additionally, we use the identity-invariant disease recognition and
disease-invariant identity recognition networks to evaluate the images gen-
erated by the proposed generative model.

3 Results

We apply the model to a biometric dataset of 1,795 iris images for glau-
coma recognition: Warsaw-BioBase-Disease-Iris v2.1 [7], and to a med-
ical dataset of 1,000 chest radiographs for pleural effusion recognition:
CheXpert [1].

Table 1 exposes the results of the experiments. It exposes the baseline
accuracy of the identity and disease recognition networks when applied to
the original test datasets. It also shows the results of these networks when
applied to synthetic images generated by the generative network in two
settings: reconstruction and anonymisation.

In the reconstruction setting, the identity features of the original im-
age, as well as its medical features, are given as input to the generator,
aiming to reconstruct the original image. The goal of this experiment is to
verify whether the network successfully learns to associate the input vec-
tor of random noise to the identity in the generated image during train-
ing. The results in Table 1 show that the identity recognition networks
achieve high accuracy at identifying the original patient in the images,
when compared with the baseline. Furthermore, the results in Figure 3
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Dataset Setting Identity R. Disease Recognition
Accuracy Accuracy F-score

Iris Data
Baseline 74.12% 92.94% 87.23%
Reconstruction 55.00% 87.65% 75.86%
Anonymisation 0.88% 87.06% 75.82%

Chest Data
Baseline 64.62% 86.05% 86.54%
Reconstruction 55.00% 78.74% 81.61%
Anonymisation 37.33% 79.40% 82.08%

Table 1: Results.

show generated images that are very similar to the original ones. These
results suggest that the network successfully learns to associate the input
noise to the identity of the generated image during training.

(a) Iris data (b) Chest data

Figure 3: Example of reconstructed images. The first row contains the
original images, and the second row contains the reconstructed images.

In the anonymisation setting, we provide random noise and the med-
ical features of the original image as input to the generator, aiming to
anonymise the original image. The results suggest that the generated im-
ages are anonymised, since the identity recognition model has difficulty
recognising the patients’ identity. Furthermore, the disease-related class
of the images is preserved in their anonymised versions. Figure 4 shows
examples of anonymised images, along with saliency maps obtained with
Deep Taylor [2] that highlight medical features. The saliency maps high-
light the same regions of the original and anonymised images, suggesting
that the medical features are preserved during anonymisation.

(a) Iris data

(b) Chest data

Figure 4: Example of anonymised images and saliency maps highlight-
ing disease-related features. The first two columns refer to the original
images, and the last two columns refer to the generated images.

Finally, we apply the proposed model to the generation of counter-

factual explanations, by providing the medical features of a randomly se-
lected image with a different pathology than the original one as input to
the generative model, along with the identity features of the original im-
age. The model alters the disease-related class of the original images with
an accuracy of 77.00% for the chest data. The results in Figure 5 suggest
that the counterfactual examples contain the disease-related features of
the images in the second row, whose pathology differs from the original
images in the first row.

Figure 5: Example of counterfactual explanations. The first row contains
the original images, the second row contains the images from which the
medical features were extracted, and the third row contains the counter-
factual explanations.

4 Discussion and Conclusions

We developed a novel privacy-preserving generative adversarial network
that disentangles identity and medical features. The network can success-
fully anonymise an image while preserving explanatory evidence. Future
work will focus on improving the intelligibility of the generated images,
and on using causal models to obtain tangible medical features causally
related to the explanatory task that can be manipulated to produce mean-
ingful counterfactual explanations. To conclude, this work contributes
towards enabling the use of case-based explanations in clinical contexts.
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Abstract 
 Drug discovery is a process that may take as long as 15 years and may cost 

over one billion dollars and may still be unsuccessful using the traditional 

experimental methodologies. HIV was the cause of death of more than 30 
million people. This project aims to improve the process of developing drugs 

that inhibits HIV replication by applying multiple graph based neural network 

techniques to predict whether a molecule has this specific property. After 
deploying and testing several architectures we demonstrate that by combining 

different graph neural network layers, our innovative model is able to achieve 

improved discriminative power in predicting HIV inhibiting molecules. The 
obtained results show that the optimal model reaches as high as 0.8166 ROC-

AUC score. 

1 Introduction 
Drug discovery is an extremely important process that saves many 

lives. However, it is known that it is a long and expensive task with 

low probabilities of success. This may take as long as 15 years and cost 

over one billion dollars using the traditional experimental 

methodologies [1]. Computational methods for drug discovery are a 

growing field of research due to its ability to accelerate the process.  

      Machine Learning (ML) is emerging as a critical aspect of 

biochemistry, as a tool for molecular property prediction. Graph neural 

networks (GNN) have been recognized as powerful algorithms for 

molecular property prediction showing promising results [2]. A graph-

based network is much more capable of extracting crucial information 

from molecules in comparison with traditional ML and deep learning 

(DL) techniques, thanks to the detailed spatial representation of the 

molecule that a graph provides that other representations lack. The 

spatial representation is pharmacologically significant due to the 

molecule’s physical structure being of great importance to its function. 

     This representation may be used in multiple GNN frameworks: 

•  Graph convolutional neural networks (GCN) [3], useful for 

evaluating the molecules in a spatial manner considering the 

neighbourhood of each atom. 

• Graph attention network (GAT) [4], that is able to efficiently 

assign an attention score to each node allowing the model to better 

focus on more relevant parts of the molecule. 

• Graph isomorphism network (GIN) [5], that were designed to 

optimize the discriminative capabilities of a GNN. 

This project aims to improve the discovery of novel drugs able to 

inhibit HIV replication by proposing an innovative GNN architecture 

for molecular property prediction deploying a combination of multiple 

operators: GCN, GAT and GIN. The prediction may help laboratories 

choose between promising drug candidates that need to be tested, 

reducing the time, cost, and resources spent on drug discovery and 

development. 

 

2  Data 

 2.1 Dataset 
 In this study, the HIV benchmark dataset was used with 41127 

compounds encoded as the Simplified Molecular-Input Line-Entry 

System (SMILES) notation with labels 0 (the molecule does not inhibit 

HIV replication) or 1 (the molecule inhibits HIV replication) [6]. This 

dataset is heavily imbalanced, with only 1443 molecules (3.51% of the 

total labels) with a positive label which prevents a high success rate in 

the prediction (see Figure 1). We consider randomly splitting the data 

considering 85% of the molecules for training and 15% for testing.  

 

 

 

 2.2 Data Transformation 

 To develop a GNN, it is necessary to create a graph representation 

for each molecule. By extracting information from the SMILES 

representation using RDKit tool set [7], we created molecular graphs 

composed by 3 matrices: 

•  Node Features: Attributes of each of the atoms forming the 

compound, they are Atom Symbol, Number of Heavy Neighbours, 

Formal Charge, Hybridisation Type, if is in a ring, if is aromatic, 

Chirality Type and Number of Hydrogens Bonded. 

•  Bond Features: Attributes of each bond on the compound, they are 

Bond Type, if is conjugated, if is in a ring and Stereochemestry.  

•  Edge Index: A matrix that associates each bond with each two 

bounded atoms.  

3  Proposed Architecture 

 3.1 GNN Layers 
 The basic GNN uses a message passing framework, in which graph 

node states are updated by exchanging information between 

neighbouring nodes. This process is composed by aggregate (extracts 

information of the node and its neighbours) and update (outputs the 

new node feature vector) functions.  

 

 
Each GNN method has its own aggregate and update functions. 

• GCN: A popular and very effective baseline GNN model. In this 

layer, the information aggregated with the aggregate function is 

defined using Kipf normalization as the following equation: 

 

 
• GAT: An ever-growing problem when using graph-based 

representation for real-world issues is the noisiness and great size 

of the graphs. GATs tackle this problem with attentive 

mechanisms. It may be difficult to identify important structures 

and patterns in a large and complex set of data for most GNNs so, 

in order to deal with this problem, a GAT layer applies attention 

scores in the aggregation step.  

 
• GIN: Was developed to augment the discriminative and 

representational power of GNNs. The update function for this 

layer is: 

 
where MLP is a multi-layer perceptron, a simple fully connected 

classifier neural network composed by an input layer, a hidden 

layer and an output layer. 
• Dropout: With a probability p of ignoring random elements from 

the input tensor, a simple way to avoid overfitting. 

• Pooling Layer: Pool together all the node embeddings in order to 

create an embedding for the graph as a whole. Therefore, allows 

the model to learn and make predictions at the graph level.

Novel Graph Neural Network architecture to predict HIV inhibitors 
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Figure. 1 General framework for the proposed Graph Neural Network architecture to predict molecular properties.

 

 3.2 General Framework 
 In this work, the proposed model is composed by three graph neural 

network layers, GIN, GCN or GAT, all explained previously, L1, L2 

and L3.  

The first layer (L1) receives a molecule represented as graph and 

performs the message passing iteration specific to that layer and the 

second layer (L2) receives the information according to the 

connections described by L1’s the trainable weight matrix. L2 and L3 

repeat the process to perform the second and third message-passing 

iterations. The output of L3 suffers dropout and the resulting vector is 

taken as input for the pooling layer. Finally, a fully connected layer 

outputs a single number between 0 and 1. This value represents the 

final prediction of the model. The loss function is calculated based on 

this prediction. See Figure 1. 

 3.3 Cost-Sensitive Learning 

 The data is disproportionately negatively labelled, leading the 

predictor to indiscriminately classifying every molecule as such and 

still being correct in 96,49% of the cases. To tackle this class imbalance 

issue, we applied a cost-sensitive learning. The model is penalized 

more for misclassifications of the minority group according to an 

attributed value called loss function weight. The loss function is 

described as: 

 

4  Results and conclusion 
Our tests intended to discover the optimal combination of GNN 

layers. The embedding size and the number of nodes in each layer are 

also important features to explore. We discovered that the best results, 

with 3 GNN layers, were generally achieved with embedding sizes 

between 200 and 400 nodes.  

Since the 3 GNN methods discussed above perform the message-

passing iterations differently, it is reasonable to expect that the methods 

have different shortcomings, leading to different mistakes being 

committed. We were able to exploit this characteristic by combining 

methods in an attempt to improve the overall predictive power of the 

proposed architecture.  

We chose to only apply the GAT layer in L3 since the attentive 

scores are best used by the predictor and the other GNN methods are 

better in representing and aggregating neighbourhood information. The 

results are shown in table 1. 

We tested several combinations of the GNN methods and showed 

that using all three we were able to achieve the best ROC-AUC score 

of 0.8166. The sequence of GCN, GIN and GAT layers achieved a high 

discriminative power and accurately performed the complex prediction 

task. The obtained results are reliable and by applying this trained GNN 

to a new set of molecules, we may help laboratories to identify possible 

HIV inhibiting compounds. 
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Abstract

Chest radiography is one of the most common imaging exams, but its
interpretation is often challenging and time-consuming, which has moti-
vated the development of automated tools for pathology/abnormality de-
tection. Deep learning models trained on large-scale chest X-ray datasets
have shown promising results but are highly dependent on the quality of
the data. However, these datasets often contain incorrect metadata and
non-compliant or corrupted images. These inconsistencies are ultimately
incorporated in the training process, impairing the validity of the results.
In this study, a novel approach to detect non-compliant images based on
deep features extracted from a patient pose classification model is pro-
posed. This method is applied to CheXpert, a widely used public dataset.
From a pool of 100 images, it is shown that the deep feature-based meth-
ods are able to retrieve a larger number of non-compliant images (up to
81% of non-compliant images), when compared to an uncertainty-based
method (50%) and random selection (20%).

1 Introduction

Chest radiography (CXR) is the most frequently requested radiologic ex-
amination, playing an essential role in screening, diagnosis and disease
management. Nevertheless, CXR interpretation is a challenging and time-
consuming task, representing a major burden for radiologists. As such,
the development of automated tools for the detection of multiple patholo-
gies could play an important role in reducing the burden on radiologists
and decreasing variability in image interpretation.

Deep learning solutions have recently obtained promising results in
CXR pathology classification [5, 6], but are highly dependent on large,
high-quality annotated data. However, large-scale datasets often contain
corrupted and/or low-quality images, as well as errors in the metadata.
Given the large scale of these datasets and the fact that they are gener-
ated using automatic tools, manual revision of all images in the dataset
to guarantee high quality and compliance is impractical. Nevertheless,
incorporating low-quality data in models can result in poor models, and
therefore it is important to assess the compliance of the data and remove
non-compliant instances. Recent works have been emerging to solve this
concern. Meng et al. developed a model for automated assessment of the
image layout and position of CXRs and Dakka et al. presented a novel
method for automated identification of poor-quality data, called Untrain-
able Data Cleansing.

In this work, automated frameworks for image quality assessment are
proposed and validated. More specifically, deep learning strategies that
identify non-compliant images are explored, thus enabling the automati-
zation of the data harmonization and curation process.

Figure 1: Examples of canonical lateral (left) and frontal (right) CXRs.

2 Methodology

2.1 Dataset

CheXpert is a large public dataset made up of 224,316 CXRs from 65,240
patients, with ages between 0 and more than 80, with both frontal and
lateral views (Fig. 1) [3]. In this work, the train subset was selected
(223,414 images, 90,778 from female patients and 132,636 from male
patients, 32,387 of lateral view and 191,027 of frontal view) from the
low-resolution (390 × 320) version of the dataset and the corresponding
metadata, which contains information regarding patient position (frontal
vs lateral). The data was divided into training (80%) and testing (20%)
sets.

2.2 Image Compliance Assessment

In the proposed work, the images were considered non-compliant if they
were in any way corrupted, had low-quality (abnormal brightness or other
artifacts) in the thoracic region, or if the lung fields were not fully visible.

Since there is no ground-truth information on CXR compliance, we
built a CNN model to classify patient position – lateral or frontal (repre-
sented in Fig. 1) to obtain features that can be used for image compliance
assessment. Considering that pose classification is a straightforward task,
a small and rather simple CNN (depicted in Fig. 2) was deemed sufficient
for the task. It receives a CXR image (128 × 128) as input and it out-
puts the probability of it being frontal/lateral. The model was trained for
180 epochs using the Cross-Entropy Loss and optimized with the Adam
algorithm, using a learning rate of 1×10−6 and a batch size of 64.

Three methods for image compliance ranking based on the pose clas-
sification CNN were then explored and compared. Their goal is to iden-
tify non-compliant images in the data set in an automated manner, ranked
from lowest to highest compliance.

In the first method, hereinafter referred to as Uncertainty-Based, im-
ages are ranked according to the absolute difference between the CNN’s
output probability and the optimal binarization threshold, since the out-
puts close to the binarization threshold indicate uncertainty in the predic-
tions. This method is often used in open set classification problems [2] to
detect images not previously seen by the model, which in this case should
be those that do not correspond to canonical frontal/lateral views. The op-
timal threshold was estimated using the receiver operating characteristic
(ROC) curve.

In the second and third methods, rather than using the CNN’s output
probability, the activations of the first fully-connected layer (128-d) of the
pose classification CNN were extracted for each image (represented in
Fig. 2). These activations can be seen as a semantic representation of the
image content, and it is thus hypothetized that they could be used to dis-
tinguish compliant vs. non-compliant CXRs. After extraction, the feature
representations were standardized for mean 0 and standard deviation 1.
To rank CXRs based on these feature representations, canonical frontal
and lateral CXRs (shown in Fig. 1) were selected from the dataset and
the L2-distance to the feature representation of the frontal (DF) and lat-
eral (DL) canonical images was used for ranking. On the second method
(hereinafter referred to as Canonical-Based I), the minimum between
DL and DF was used. On the third method (hereinafter referred to as
Canonical-Based II), the square root of the sum of the quadratic of DF
and DL was used (

√
DF2 +DL2).
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Figure 2: Pose Classification CNN architecture and activations output for semantic feature representation.

3 Results and Discussion

Regarding the patient pose model, a high accuracy was obtained in the
test set (0.998), considering the estimated optimal threshold. This was
expected since it is a straightforward classification task and the pose mis-
leading labels consists of a minority in the dataset. Furthermore, note
that the pose classification model was trained on data containing non-
compliant instances, which might influence these results.

Regarding the compliance methods, to compare the different meth-
ods, the number of non-compliant images retrieved among the top-100
worst selected images for each method was visually assessed by the au-
thors. Additionally, the three methods were compared to a set of 100 ran-
domly selected CXRs to assess the background level of non-compliance.
As can be seen from Table 1, 20% of images in the random selection were
non-compliant, which corresponds to a substantial percentage, highlight-
ing the relevance of this work. Moreover, the three approaches were able
to find more non-compliant images than the random (control) method.
The Uncertainty-Based method is a common approach for open set clas-
sification, and for that it could be expected to achieve good results in
this work. In fact, it was able to find more non-compliant images than in
the control set, although, the Canonical-Based methods were significantly
better, namely the Canonical-Based II that found 81.

Table 1: Results of the Image Compliance Assessment Test

Method Non-compliant images (%)

Random Selection 20
Uncertainty-Based 50
Canonical-Based I 75
Canonical-Based II 81

Figure 3 contains a selection of non-compliant images detected using
the three methods. Images were affected by several problems, namely:
full corruption where it cannot be recognisable that it is a CXR (first row
center image, second row right image and third row left and center im-
ages); corrupted acquisition images where a CXR can be identified but
with severe corruption of the acquisition (second row left and middle im-
ages and third row right image); other anatomical imaging such as ab-
dominal X-ray rather than CXR leading to an incomplete thorax (first row
right image); and incorrect patient positioning such as the patient’s head
covering a significant part of the thorax (first row left image).

4 Conclusions and Future Work

Despite CheXpert being a large database used for training deep learning
models, it has a significant proportion of non-compliant images. The pre-
sented work opens the door to find solutions for automated data curation
motivated by the importance of having good quality data to achieve good
and robust models with high accuracy. For future work, it is important to
improve these methods to separate compliant and non-compliant CXRs
through e.g. the definition of a compliance threshold based on clinicians’
insights. Moreover, training a model only with compliant images would
probably lead to better results and the assessment would be more precise.
Finally, it would be important to investigate further the concept of compli-
ant and non-compliant CXRs, not only from a radiologist’s perspective,
but also regarding the impact of the inclusion of non-compliant CXRs on
the training of deep learning models.

Figure 3: Examples of non-compliant CXRs selected by the Uncertainty-
Based (first row), Canonical-Based I (second row) and Canonical-Based
II methods (third row).
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Abstract 
Augmented reality (AR) is a technology that can be used on mobile 

devices and that allows us to observe, in the real world, extra digital 

information. This technology has been used in different contexts, 

causing different types of applications to emerge, as well as promoting 

the appearance of different hardware that allows to expand the use of 

AR. Companies have been betting on this technology so that the work 

developed by their employees is more supported and facilitated. But it is 

not only in this context that applications arise. Academic institutions 

already make use of technology to facilitate the contact and 

collaboration with students, with quick responses. In order to develop an 

application to guide new students on the campus, the versatility of the 

AR was explored inside and outside the buildings. Research and 

experimentation of different solutions were performed, and the 

knowledge acquired in that process was used to develop the application 

“Descobre o Campus”. This document summarizes the work that was 

carried out in the development of this application. 

1 Introduction 

The number of applications for mobile devices that have been installed 
by users has grown steadily in recent years, with these numbers reaching 
billions annually [1]. In the first quarter of 2022, the five main 
categories of applications downloaded and installed by users were 
related to: video games; business applications; education; utilities and 
other lifestyle related [2]. There is, also, a forecast that by the end of 
2024 there will be more than 1.73 billion devices that will have 
augmented reality (AR) applications, with the help of new hardware 
that, in the meantime, will appear on the market, and that is related to 
different types of headsets that will expand the use of this technology 
[3]. Another study identified that one of the nine technological trends for 
2021 was the use of AR. For consumers, this technology allows 
experiences to help them buy products, such as choosing the styles, 
colors and materials used in these products they intend to purchase [4]. 
Industry, state services and defense have appealed to these technologies 
to foster collaborative work, namely through more immersive learning 
experiences, promoting greater involvement, enabling access to shared 
knowledge, and performing own analyzes [5] [6]. AR makes it possible 
to develop a diversified set of applications for different areas such as 
education [1], art [2], simulation [3], and industry [4], among others. 

The project that is presented in this document aimed to constitute the 
first step in developing an application that aims to guide new students 
through a higher education campus, using AR. What is intended is to 
provide these students a mobile application that guides them to a 
particular destination, such as a classroom, canteen, library or the office 
of a specific teacher. 

2 Augmented Reality 

When digital contents are merged with real-world environments, the 
information captured by the human senses is augmented. This allows 
humans to enhance their perception of conventional reality. This kind of 
reality is referred to as AR. As can be seen in Figure 1, this reality needs 
both environment and technology information.  

 
Figure 1: Illustration of conventional, virtual, augmented and mixed 
realities. 

The AR term appears for the first time in the work of Caudell and 
Mizel [5] although the first AR system was attributed to Ivan Sutherland 
[6]. Sutherland built a head-mounted display (HMD) which overlays 
images of the real world with virtual line renderings. However, it was 
Azuma in his 1997 paper, “A Survey of Augmented Reality”, that 
provided three requirements to qualify technology or experience as AR: 
the combination of real and virtual content, the interaction in real-time 
and the registration in 3D, or in other words, the virtual elements must 
be aligned (registered) with real-world structures [7]. In 1994, Paul 
Milgram and Fumio Kishino’s presented the book “A Taxonomy of 
Mixed Reality Visual Displays”, where they describe the various modes 
of virtual continuity (Figure 2) and indicate the placement of related 
terminology: the virtual reality (VR), mixed reality (MR) and extended 
reality (ER). 

 

Figure 2: Virtual continuity modes. 

The AR technology must have optical means and other sensors that 
allow the perception of the real/physical world with high-resolution 
images, creating an interactive and digitized world. This perspective also 
allows the operation to be done by layers of information. In addition to 
the real world, AR applications are also based on markers, GPS, 
gyroscope, advanced camera models and screens, combined with high-
speed internet connections [8]. The AR experience is real-time and not 
previously recorded. 

To support the use of AR technology it is necessary to resort to 3D 
elements. These 3D elements, as mentioned, have to be correctly 
registered in the real world. It is necessary for the AR application to be 
able to follow the location in space and, if the case, map the 
environment that surrounds it [9]. Several technologies and techniques 
allow the positioning and orientation of the location, as well as the 
detection of the environment, which include: 

▪ Geolocation, which is done through GPS coordinates of 

geographic location on the planet; 

▪ Image tracking: the image captured by the device's camera can 

be used to match with preset images or 2D images in real time, 

such as quick response (QR) code markers, board game cards, 

or commercial product packaging, which, in this way, show 

AR graphic elements positioned in an image relative to the 

space of the camera that is currently being captured; 

▪ Motion tracking: through the device sensors, the current 

position can be analyzed, as well as the orientation to detect 

distinct visual elements in the environment that is being 

mapped through real -time processing; 

▪ Environmental Understanding: as features of the environment 

are detected, they can be mapped onto planes, or other 3D 

shapes. This format allows the application to serve to position 

objects, and interact with objects in the real world; 

▪ Face and object tracking: applications can be used through 

device cameras to detect faces, and map a 3D mesh that can be 

used, for example, to add a mask or other objects that enrich 

these images. 
Marr, in [10], refers that ER is the future, obtained by the fusion of 

AR, VR, and MR, to create more immersive environments/experiences 
for users, where they can, with a single device, move to a deeper 
experience, that is, move from a real-world experience to a virtual-world 
experience. This mix of technologies will allow the user to transform his 
world into what he wants. 
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3 Development and implementation 

For the development of this work, there were several stages. One of the 
stages was related to a systematic review of the literature, focusing 
works that were developed in Portugal, between 2017 and 2021, and that 
involved the use of AR. This step helped to clarify and choose the 
software and tools that could be used. 

For the development process it was chosen Unity, a software that is 
usually associated with video games. However, this type of software is 
not exclusively used for developing video games, being open enough to 
be able to add features that allow expanding its basic use and, thus, 
building other types of applications. Unity is also a powerful tool to 
develop mobile applications, as it was our intention. The chosen 
Software Development Kit (SDK) to work with AR, was the AR 
Foundation, which can be used with Unity. This tool facilitates the 
work, regardless the operating system used to run the AR application 
(Android OS or Apple IOs), which in our case was the Android OS. This 
AR experience is done through an AR Session object, which is an object 
that contains the camera that will be used during the AR experience, and 
all the other objects that are part of the image recognition. 

As it was intended to create a mobile application, it was found that 
the minimum requirements to run the application were a mobile device 
with an operating system equal to or greater than version 7.0 of the 
Android OS, API Level 24 (AR Foundation restrictions). Due to the 
availability of the equipment, the option was to use the version of the 
Android 8.0 OS. 

In a mobile application, it is necessary a map to guide someone to a 
certain place. Thus, we implemented one for the application, based on 
the department building plant, as it can be seen in Figure 3. There was a 
need to replicate the blueprint in Unity, as well as build the walls. The 
walls are important because they are the ones that will restrict the space 
to be covered, when a navigation layer, the NavMesh, is applied 
between the different walls. This NavMesh is used to project the 3D 
digital element on top of it, which will serve as a guide for the user, and 
will also allow the necessary calculations to be carried out to outline the 
route within Unity. In this map, the dimensions of the routes can reach 
thirty-eight meters. This 3D replica work in Unity is done using the AR 
Session Origin tool, which enables transforming the coordinates used 
with AR, into coordinates in Unity. This will allow obtaining the model 
of the route, and parameterizing the NavMesh that will be applied. 

 

Figure 3: Mapping a floor of a building. 

In addition to the map, it is necessary to know in real time the user's 
position on that map. To accomplish that, we implemented the use of 
QR codes, through Image Tracking, to help calibrating the position of 
the user in the building map, and to define the starting point of the 
pretended route. As Unity works with real measurements, whenever the 
user moved, the user’s position was updated on the map, as well as the 
route to the final objective. The use of QR is recognized by the 
community as a facilitator for having: (i) distinctive details, (ii) high 
contrast edges, and (iii) an asymmetric shape. It is also possible to use 
common images/photographs, as long as they comply with the three 
above-mentioned items. In our case, the creation of an Android OS 
application, the quality assessment of any kind of image was done by the 
arcoreimg tool. Only with the minimum score of 75 points out of 100, 
the images are recommended to be used in the recognition process (and 
set as a reference). All the reference images used in the AR application 
must be in its image database file. 

The user starts the application with access to a start menu. One of 
the given options is to start a route. To do that it is necessary to choose a 
destination. Once the user has chosen the destination, he/she can start 
the route, as it appears on the screen, as can be seen in Figure 4. The 
user has the chance to go back to the available options and choose 
another destination. 

 

Figure 4: Mapping a floor of the department building. 

4 Future work and conclusions 

An application that uses emerging technology to help new students to 
know the campus where they study, it is a very useful tool with great 
potential. That was the reason to implement the work presented here. 

In the test stage, it was possible to verify that some problems 
appeared when the user intended to change the route in the middle of 
one. Thus, in the future, it is necessary to have more QR codes or other 
markers in the department’s buildings, given the dimensions of the 
routes. These QR codes/markers will aid the system to reset, acquiring a 
new starting point, and correctly redraw the new route. Another 
important task to perform, is to make a “test drive” with a set of 
different profile users (with knowledge in the use of mobile applications, 
and without that knowledge). These are considered by us, as design 
challenges that are important to be met, as well as others related to the 
user experience, user interface, or implementation for the IOs platform. 

QR codes were our first option due to the low cost they are 
associated with, but we are aware that there are other references, such as 
Radio Frequency Identification (RFID), or beacons with Bluetooth 
technology, which can be other viable options to use inside buildings. 

Finally, in the future the application should be expanded to include 
all the buildings inside the campus. For the routes outside the buildings, 
we intend to use other technologies in the application (and not only be 
glued to QR codes/markers). For instance, the GPS can give relevant 
and correct information when the user is outside the buildings.  
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Abstract

Breast cancer conservative treatment is one of the most common proce-
dures to treat breast cancer. The aesthetic results granted by this treatment
are expected to be much better than the ones associated with other pro-
cedures but, unfortunately, a large number of women still get dissatisfied
with their aesthetic results after a BCCT, which is often due to unrealistic
expectations: before surgery, patients are usually shown photographs of
past patients, which are often not representative.

This problem fuelled the research on different methods, both syn-
thetic and realistic, to introduce distortions in photographs in order to
create images that portray probable surgery’s outcomes realistically.

1 Introduction

Breast cancer affects millions of women around the world. Currently,
breast cancer conservative treatment (BCCT) is one of the recommended
treatments, with similar oncological results to mastectomies, but far su-
perior aesthetic results [2]. However, despite the improved aesthetic out-
comes granted by this treatment, many patients get frustrated with the
results. The disappointment may be due to objective failures during treat-
ment, but it is also due to unrealistic expectations, as doctors find it dif-
ficult to explain to the patient, in words or by showing her pictures of
previous patients, what aesthetic result she can expect from surgery. To
address this issue, it is essential to develop a system that creates realistic,
customised images of the probable outcomes of a BCCT [1].

As such, the purpose of this study is to explore different methods that
introduce or correct the geometric distortions caused by BCCT and the
colour distortions induced by radiotherapy (which usually follows breast-
conserving surgery). In this sense, a deep learning model will be trained
on pairs of images. The U-net architecture was adopted because it has
proven to be very successful and effective in medical imaging.

This study also aims to investigate a method of introducing realis-
tic geometric distortions based on the aesthetic outcomes of patients that
underwent breast surgery in the past.

2 Dataset

The dataset used for these experiments contains 143 photographs of the
torsos of women who had undergone BCCT. Each photograph is labelled
by medical professionals according to their aesthetic evaluation, as one of
the four classes in the Harvard scale (excellent, good, fair, or poor). Fur-
thermore, 37 keypoints (4 endpoints, 30 points along the breast contours,
2 nipples and the sternal notch) were obtained for each image using the
methods described in [2].

3 Paired geometrical transformations

The first step in this task was to create two new datasets of synthetic im-
ages, one where the images were distorted to make both breasts symmet-
rical, and the other with increased asymmetry. For this, the closed breast
contour was obtained from the respective keypoints. Then, to create such
distortions, the pixels inside the contour were translated along the y-axis.
The pixel intensities of the generated images were determined according

to the algorithm 1, where yend point is the y-coordinate of the outer end-
point.

To generate images with increased asymmetry, k is a constant equal to
0.2 by default. On the other hand, to create symmetrical images, k is cal-
culated for each case taking into account the contour dislocation required
to equalise the contour heights of both breasts, rather than being prede-
termined. An example of the synthetic images, along with its original
version, can be seen in Figure 1.

Algorithm 1
pointi = (xi, yi− k× (yi− yend point))
if distance(pointi,contour) == 0) then

newImage(xi,yi) = image(xi,yi)
else

newImage(xi,yi) = image(pointi)

Figure 1: Example of new synthetic asymmetrical and symmetrical im-
ages created

After creating the distorted images, a U-net model was trained to learn
how to correct the synthetic distortions, by approximating each distorted
image with its original. The dataset was divided into training (64%), test
(20%) and validation (16%) sets. In order to increase the dataset, im-
age flipping and noise addition were added, and the final training set had
183 samples. Different loss functions were tested and qualitatively com-
pared, and the one that showed better results is represented in Equation
(1), where the edges were obtained with a Sobel filter. An example of the
generated corrected image is seen in the left image of Figure 2.

L= 0.8×MSLE(imagetarget , imagegenerated)

+0.2×MSLE(edgestarget ,edgesgenerated) (1)

Figure 2: Example of a resulting corrected image (left) and distorted im-
age (right)

Having verified that it is possible to train a model to correct image
distortions and generate images with a better aesthetic result, the goal is
to test whether it is possible to do the reverse and train a model that, given
an image, returns a more distorted version of it. Similarly to the previous
task, the dataset was divided and a U-Net model was trained with the loss
function in Equation (1) to introduce the distortions. However, the model
lowered both breasts when given an image with symmetrical breasts as an
input, producing semi-symmetrical images once more. To correct this is-
sue, a new component associated with the aesthetic evaluation was added
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to the loss function, the binary cross entropy between zero and the clas-
sification by the model introduced in [3], which classifies the aesthetic
evaluation. This component is meant to enforce a generated image with
a poor aesthetic result. With this new loss function in Equation (2), the
resulting images are asymmetrical, as seen in the right image of Figure 2.

L= 0.9×MSE(imagetarget , imagegenerated)

+0.1×MSLE(edgestarget ,edgesgenerated)

+0.001×BCE(0,aestheticclassi f icationgenerated) (2)

4 Paired colour transformations

Similarly to the previous experiments, a new dataset of colour-distorted
images was created, where the intensity of each pixel inside the contour
of the right breast was gradually change according to its vertical distance
from the endpoints. The changes were applied using the algorithm 2,
where K is a random number between 0.25 and 0.35. An example is
shown in Figure 3.

Algorithm 2

ColourFactori = 1− (
yi−yend point

ymaximum−yend point
∗K)

if distance(pointi,contour) == 0) then
newImage(xi,yi) = image(xi,yi)

else
newImage(xi,yi) = image(xi,yi)×ColourFactor

Figure 3: Example of new synthetic colourised images

A U-net model was then trained to correct the synthetic colourisation.
The dataset was divided as mentioned in Section 3. Because this task
was deemed simpler, only two common loss functions, Mean Squared
Error (MSE) and Mean Absolute Error (MAE) were considered. Both
models produced high-quality examples, but the model trained with MSE
performed better when evaluated subjectively in a small set of cases. An
example can be seen in the left image of Figure 4.

Next, the opposite task was performed, and two models were trained
with the previously mentioned loss functions to introduce colour-related
defects into the image. Again, the model trained with MSE produced bet-
ter results because the images produced by the model trained with MAE
were blurrier. An example of the synthetic colourised image can be seen
on the right image in Figure 4.

Figure 4: Example of a resulting corrected image (left) and distorted im-
age (right)

5 Realistic breast geometric transformations

The last experiment consisted of modifying the shape of a breast, so that
it resembled the shape of the breast of a different woman. From now on,
these will be referred to as source breast and template breast, respectively.
The first step was to adapt the keypoints of the source breast, by applying
different geometric transformations. These include horizontal flipping (in
case the template breast is on the opposite side), scaling, and translation.
An example of these geometric transformations is shown in Figure 5.

Figure 5: Example of a template breast (left), and a source breast (right),
defined by the green keypoints and the red keypoints, respectively. The
white keypoints were obtained after applying geometric transformations
to the green keypoints, and define the contours of the target breast (modi-
fied breast).

In the subsequent step, two triangular meshes were generated, one
over the source breast and the other over the area delimited by the target
breast keypoints. Given that each mesh is created using the same number
of points, there is a bijective mapping between the triangles from differ-
ent meshes. Having mapped the two meshes, it is possible to compute
the matrix of the affine transformation that maps the coordinates of cor-
responding triangles, and then apply the same transformation to all the
pixels inside each triangle in the source mesh.

Finally, the pixels of the image that used to belong to the source
breast, but that do not belong to the target breast, were recoloured using
the colours of the surrounding pixels. Figure 6 illustrates two examples.

Figure 6: Examples of images after triangle warping, before (left) and
after (right) colourisation of pixels that belong to the source breast but not
to the target breast (white pixels in images on left).

6 Conclusion and Future Work

This paper focused on methods for introducing and correcting synthetic
geometric and colour distortions on breasts. Given that the U-Net model
proved to be successful for this purpose, it is now proposed to increase
the complexity of the tasks, namely introducing and correcting geometric
distortions along the horizontal axis, and colour distortions in one channel
only (such as the hue or the value channel of the HSV colour space). Re-
garding the realistic geometric distortions, further investigation on ways
to colourise the pixels that are no longer part of the breast is required to
make the images more realistic. The use of deep learning models may be
a possibility. It is also suggested to apply the geometric transformations
not only to the contour keypoints, but also to the nipple keypoint.
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Abstract

Crowd counting is the process of counting the number of people in an im-
age. It is key for automated public monitoring tasks such as surveillance
and traffic control. In this article, we utilize the regression-based object-
counting approach. However, the point predictions yielded by the model
have associated uncertainty, which can be amplified by different levels of
brightness, weather conditions, etc. Consequently, we apply conformal-
ized quantile regression (CQR) on top of a CNN (Convolutional neural
network) to quantify the said uncertainty and deliver PIs (Prediction in-
tervals) instead. All the code and data to reproduce the experiments are
made available.

1 Introduction

Counting the number of objects in an image is a challenging task, deliv-
ering value in numerous applications, namely surveillance, traffic moni-
toring, urban planning, social security among others. Current approaches
include detection-based (e.g., R-CNN and YOLO), regression-based, and
density estimation [3, 8]. In this article, we employ the regression-based
approach, which basically takes the entire image as input and directly gen-
erates the crowd/object count using CNNs. Moreover, we take advantage
of conformal prediction to deliver PIs instead of point predictions [7].

Throughout this paper, a lower-case letter x denotes a scalar, a bold
lower-case x represents a vector, a capital letter X refers to a matrix,
and a capital bold letter X refers to a tensor, α ∈ (0,1) is the allowed
miscoverage rate, ϵ= {εi}n

i=1 is the non-conformity score set, and x(k) is
the k-th rank statistic of (x1, ...,xn). Sometimes, easily distinguished, X
might also represent a random variable.

2 Crash course on inductive conformal prediction

Conformal prediction is a distribution-free uncertainty quantification frame-
work for probabilistic forecasting gaining popularity against its competi-
tors, e.g., bayesian approaches [4]. Unlike bayesian models, which have
distribution and prior assumptions, conformal prediction is distribution-
free. Moreover, conformal prediction ensures finite sample marginal cov-
erage under the mild assumption of exchangeability (see Definition (1)
and Theorem (2.2)). Conformal prediction has two main versions: full
conformal prediction and inductive conformal prediction (ICP) [10]. The
former is computationally onerous and therefore, in the interest of space,
we solely dedicate to ICP, also known as split conformal prediction

The general outline of ICP is as follows:

1. Train a model f̂ on a training dataset or use a pre-trained off-the-
shelf model;

2. Define a symmetric heuristic notion of uncertainty denoted as s :
X ×Y → A ⊆ R usually referred to as the non-conformity score
function, where larger scores encode worse agreement between
pairs (x,y) ∈ X ×Y;

3. Compute ε1, ...,εn non-conformity scores on a calibration dataset,
not seen by the model during training, using the trained model f̂ ,
and the non-conformity score function s applied on pairs of a cali-
bration dataset Dcal := {(xi,yi)}n

i=1;

4. Compute q̂ = Quantile(ϵ∪{inf{A},sup{A}};1−α);

5. Deploy PIs as Ĉ1−α (xtest) = {y ∈ Y : s(xtest ,y)≤ q̂}.

Definition 1 (Exchangeability). A sequence of random variables Z1, ...,Zn
are exchangeable if and only if for any permutation π : {1,2, ...,n} →
{1,2, ...,n}, we have

P(Z1,Z2, ...,Zn) = P(Zπ(1),Zπ(2), ...,Zπ(n)) (1)

Lemma 2.1. Let Z1, ...,Zn be exchangeable continuous random vari-
ables, then their ranks are uniformly distributed on {1,...,n}.

Theorem 2.2 (Marginal coverage guarantee). Suppose that Dcal = {(xi,yi)}n
i=1

is an exchangeable sample drawn from exchangeable continuous ran-
dom variables, additionally if for an unseen sample (xtest ,yval), Dcal ∪
{(xtest ,yval)} is still exchangeable, then by constructing Ĉ1−α (xn+1) us-
ing ICP, the following inequality holds for any non-conformity score func-
tion s and any α ∈ (0,1)

1−α ≤ P{yval ∈ Ĉ1−α (xtest)} ≤ 1−α +
1

n+1
. (2)

Proof. Since Dcal is a sample drawn from exchangeable continuous vari-
ables, the corresponding non-conformity scores ϵ = {(εi)}n

i=1 ⊆ B ⊆ A
are also exchangeable, where B = [min(ϵ),max(ϵ)]. Additionally, con-
sider the augmented set A of B, with ain f = inf{A} and asup = sup{A}.
Since the rank of εtest = s(xtest ,yval) is exchangeable in {ain f ,ε(1), ...,ε(n),asup}
it is uniformly distributed by Lemma (2.1). That is,

P(ain f ≤ εtest ≤ ε(1)) = ...= P(ε(n) ≤ εtest ≤ asup) =
1

n+1
.

Consequently, by summing up to k

P{εtest ≤ ε(k)}=
k

n+1
, k ∈ {1, ...,n}.

By definition, since q̂=Quantile(ϵ∪{ain f ,asup};1−α)= ε(⌈(n+1)(1−α)⌉),
follows that

P{yn+1 ∈ Ĉ1−α (xtest)}= P{y ∈ Y : s(xtest ,y)≤ q̂}

= P{εtest ≤ ε(⌈(n+1)(1−α)⌉)}=
⌈(n+1)(1−α)⌉

n+1
.

It is easy to note that 1−α ≤ ⌈(n+1)(1−α)⌉
n+1 ≤ (n+1)(1−α)+1

n+1 = 1−α +
1

n+1 .

Henceforth, for simplicity, we denote Quantile(ϵ∪{ain f ,asup};1−
α) as Quantile(ϵ;1−α).

Definition 2 (Conditional coverage). An ICP procedure guarantees con-
ditional coverage if

P(ytest ∈ Ĉ1−α (xtest)|X = xtest)≥ 1−α. (3)

In a broader scope, we also seek conditional coverage (see Defini-
tion (2)). Unfortunately, ICP does not ensure conditional coverage, only
marginal; however, it is possible to be approximated.

3 Conformalized quantile regression

Suppose D = {Xi,yi}N
i=1 a dataset, where Xi are RGB images and yi the

corresponding ground truth counting. Our goal is to use conformalized
quantile regression [6, 9] to get roughly conditional coverage on the crowd
counting task. First, however, we will briefly explain what it relies on.
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Recall that the τ-quantile of a conditional distribution Y |X calculated
on X = x is given by

Qτ (X) = inf{y ∈ R : F(y|X =X)≥ τ}. (4)

Likewise, if F(y|X =X) has an inverse since it is an increasing func-
tion, we also get

Qτ (X) = F−1(τ|X =X) (5)

Therefore, a natural way to attain conditional coverage would be to
estimate Qα/2(X) and Q1−α/2(X) from the data. In fact, it is possible
via quantile regression (QR) [5] by simply replacing the common squared
error loss with a quantile loss, also known as pinball loss formulated as

ρτ (y,X, f̂ ) = max
(
τ(y− f̂ (X)),(τ−1)(y− f̂ (X)

)
. (6)

Hence, we attempt to minimize the following objective

min
ntrain

∑
i=1

ρτ ( f̂ (Xi),yi)+Ω(θ), (7)

where Ω(θ) is a potential regularizer; and f̂ is any black-box regression
model (CNN in our application).

Despite being asymptotic consistent under certain conditions, QR
does not ensure (1−α)% coverage in finite samples. In fact, it usually
ends up either overfitting or underfitting. That is, we either get more than
(1−α)% coverage or much less (more frequent).

Consequently, it is of utmost importance to calibrate the conditional
quantile estimates with the following non-conformity score function

s(X,y) = max{Q̂α/2(X)− y,y− Q̂1−α/2(X)}. (8)

We use the aforementioned non-conformity score function on a hold-
out set and then compute

q̂ = Quantile(ϵ;1−α) , (9)

to deploy PIs on new data as

[Q̂α/2(Xtest)− q̂, Q̂1−α/2(Xtest)+ q̂], (10)

which attain marginal coverage and approximately conditional coverage.

4 Experiments

For this section, we rely on a dataset composed of 2000 480×640 RGB
images and the respective counting annotation. These images were col-
lected by a webcam in a mall at the same spot. All the information re-
garding this dataset can be found in [1].

Table (1) shows the parameters used. Figure (1) shows the training
and validation quantile loss, where it is clear that after 50 epochs there is a
small gain in keeping the optimization process, and both curves follow the
same tendency. More information about the CNN network and all code
used can be found in [2].

Parameter Value

α 0.1
ntrain 1600
ncal 200
ntest 200

Epochs 100
Batch size 32

Table 1: Parameters used in this study.

5 Conclusion

In this paper, we successfully applied CQR on top of a challenging im-
age regression problem since we got a total of 92.9% test coverage while
taking data heteroscedasticity into account. We consider that PIs should
be used more often as they provide valuable information by measuring
jointly the epistemic and aleatory uncertainty. In turn, decision-makers

Figure 1: Training and validation loss.

Figure 2: Example of a PI generated with CQR.

become better informed since by looking at the PI width, they know if the
model is highly uncertain on that input or not. Moreover, by taking into
account the severity of a failure, they can select a suitable miscoverage
rate α , knowing that small αs will naturally lead to wider PIs.

References

[1] Crowd counting dataset. https://www.kaggle.com/
datasets/fmena14/crowd-counting. Accessed: 2022-
08-7.

[2] Github. https://github.com/Quilograma/
PatternRecognitionLeiria. Accessed: 2022-08-7.

[3] Guangshuai Gao, Junyu Gao, Qingjie Liu, Qi Wang, and Yunhong
Wang. Cnn-based density estimation and crowd counting: A survey,
2020.

[4] Ethan Goan and Clinton Fookes. Bayesian neural networks: An
introduction and survey. In Case Studies in Applied Bayesian Data
Science, pages 45–87. Springer International Publishing, 2020. doi:
10.1007/978-3-030-42553-1_3.

[5] Roger Koenker and Kevin F Hallock. Quantile regression. Journal
of economic perspectives, 15(4):143–156, 2001.

[6] Yaniv Romano, Evan Patterson, and Emmanuel Candes. Conformal-
ized quantile regression. In H. Wallach, H. Larochelle, A. Beygelz-
imer, F. d'Alché-Buc, E. Fox, and R. Garnett, editors, Advances in
Neural Information Processing Systems, volume 32. Curran Asso-
ciates, Inc., 2019.

[7] Glenn Shafer and Vladimir Vovk. A tutorial on conformal predic-
tion. 2007. doi: 10.48550/ARXIV.0706.3188.

[8] Vishwanath A. Sindagi and Vishal M. Patel. Generating high-quality
crowd density maps using contextual pyramid cnns. In 2017 IEEE
International Conference on Computer Vision (ICCV), pages 1879–
1888, 2017. doi: 10.1109/ICCV.2017.206.

[9] Martim Sousa, Ana Maria Tomé, and José Moreira. Improved con-
formalized quantile regression, 2022.

[10] Vladimir Vovk, Alexander Gammerman, and Glenn Shafer. Algo-
rithmic learning in a random world. 2005.

2

77



Detection of vehicles and buildings in Drone aerial images

Rita Amante1

rita.amante@ua.pt

Daniel Canedo1

danielduartecanedo@ua.pt

José Silvestre Silva2

jose.silva@academiamilitar.pt

António J. R. Neves1

an@ua.pt

1 IEETA/DETI
Universidade de Aveiro
Aveiro, 3810-193, Portugal

2 Portuguese Military Academy / CINAMIL / LIBPhys-UC
Portugal

Abstract

The need to develop software for aerial image analysis, captured by
Unmanned Aerial Vehicles, has increased over the years because their use
has become more prevalent in different day-to-day scenarios. Access to
aerial images has enabled the growth of object detection tasks, which need
to be performed accurately and quickly. In this work, the performance of
the object detection algorithms, Faster R-CNN, YOLOv3 and YOLOv5l,
in the detection of vehicles and buildings in aerial images obtained by
Unmanned Aerial Vehicles, was analyzed using the set of images provided
by the Portuguese Military Academy. The dataset was annotated, pre-
processed, and used for the training of each algorithm and to calculate the
inference performance.The results showed that the YOLOv5l algorithm
presented the best detection time and the best performance.

1 Introduction

The detection of objects in aerial images has been a growing topic of
study, with great applicability in the real world. Unmanned Aerial Vehi-
cles (UAV), remotely controlled aerial vehicles, have enabled the capture
of vast amounts of updated images, which can be used for various ap-
plications such as, disaster assistance, traffic monitoring, urban planning,
predicting enemy troop movements, among others.

Several studies have been carried out on the detection of objects in
aerial images. Nepal et al. [1] concluded that, for real-time object detec-
tion, the YOLOv3[2], YOLOv4 and YOLOv5l[3] algorithms are efficient,
but YOLOv5l stands out for its accuracy. Saetchnikov et al. [4] observed
that the You Only Look Once (YOLO) version 3 algorithm had a faster
detection time and better accuracy than the Region-based Convolutional
Neural Network (R-CNN), Fast R-CNN and Faster R-CNN algorithms.

The performance of object detection algorithms based on Deep Learn-
ing were explored in the referred context. In this work, the state-of-the-
art object detection models Faster R-CNN (two-stage detector), YOLOv3,
and YOLOv5l (one-stage detectors) were compared in a proposed dataset
described in Section 2.

2 Methodology

In order to detected vehicles and buildings in aerial images, the de-
fined objectives for this work, a brief literature review was carried out and
the algorithms were chosen: Faster R-CNN[5], YOLOv3 and YOLOv5l.

Then, the data were prepared, which involved selecting 363 images
which resulted in the Portuguese Military Academy (PMA) dataset. In
each image, all objects were annotated with limiting boxes, assigned a
class (vehicle or building) using the LabelImg tool and the annotations
saved in Extensible Markup Language (XML) files in PASCAL VOC for-
mat, having registered 9500 vehicles and 2445 buildings, a total of 11945
instances. The images were resized to 640x640 pixels, respecting the
aspect ratio, and brightness and Gaussian blur transformations were ap-
plied, resulting in the Portuguese Military Academy with Data Augmenta-
tion (PMA-DA) dataset. The datasets were divided into subsets: training
(80%), validation (10%) and testing (10%).

Since the dataset was not originally annotated, we validated the in-
ference results of the referred algorithms subjectively (visual observation
of the inference results). Later, the dataset was annotated and Transfer
Learning on the pretrained networks was explored. Inference results have
been obtained with these updated models. For the implementation of the
YOLO algorithms, open-source code developed by Ultralytics was used,

and for the Faster R-CNN algorithm, the TensorFlow 2 Object Detection
API was used. All algorithms were pretrained with the Microsoft Com-
mon Objects in Context (MS COCO) dataset [6].

The next step consisted of preparing the input data, where the XML
files were converted into text for the YOLO algorithms and, in TFRecord
for the Faster R-CNN algorithm. The training parameters of learning rate,
batch size, confidence limit and Intersection Over Union (IoU) limit were
set to values of 0.013, 2, 0.3 and 0.5, respectively. The YOLOv3 and
YOLOv5l algorithms were trained with the PMA dataset for 100 and 200
epochs, and, with the PMA-DA dataset, for 100 epochs. The Faster R-
CNN algorithm was trained with the PMA dataset for 14500 and 29000
steps, equivalent to 100 and 200 epochs, and, with the PMA-DA dataset,
for 43500 steps, equivalent to 100 epochs with the augmented data. The
algorithms were trained according to the TL pretrained network as a fea-
ture extractor approach.

Finally, we proceeded to the inference of the trained algorithms, eval-
uating them qualitatively and quantitatively (interpretation of metrics and
detection time).

3 Results and Discussion

The first step was test the pretrained Faster R-CNN, YOLOv3 and
YOLOv5l algorithms on the vehicle class, since the algorithms were not
trained with the building class. The algorithms performed poorly, because
they did not learn to detect objects in aerial images. This was the moti-
vation to explore a Transfer Learning approach after the annotation of the
dataset with the two classes of interest.

PMA PMA-DA
Faster R-CNN 14500 steps 29000 steps 43500 steps
Training time (hours) 8 16 25
mAP (All) 58.1% 56.2% 52.5%
Precision (Vehicle) 91.9% 93.7% 94.8%
Recall (Vehicle) 50.4% 47.9% 58.2%
Precision (Building) 98.9% 97.7% 97.2%
Recall (Building) 47.0% 44.5% 50.1%
Detection time
(milliseconds)

1914 1954 1758

YOLOv3 100 epochs 200 epochs 100 epochs
Training time (hours) 30 60 127
mAP (All) 91.4% 92.2% 88.7%
Precision (Vehicle) 94.1% 93.2% 91.9%
Recall (Vehicle) 91.1% 92.3% 88.9%
Precision (Building) 93.7% 94.5% 97.1%
Recall (Building) 82.3% 85.4% 76.0%
Detection time
(milliseconds)

1118 1088 1273

YOLOv5l 100 epochs 200 epochs 100 epochs
Training time (hours) 24 48 73
mAP (All) 93.3% 91.8% 91.4%
Precision (Vehicle) 95.4% 92.8% 93.4%
Recall (Vehicle) 90.8% 91.6% 91.4%
Precision (Building) 96.0% 97.2% 96.4%
Recall (Building) 85.4% 91.5% 81.6%
Detection time
(milliseconds)

1079 911 985

Table 1: Results of the Faster R-CNN, YOLOv3 and YOLOv5l trained
algorithms.
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The results after training the algorithms were recorded in Table 1.
The mean Average Precision (mAP) of the Faster R-CNN algorithm was
the lowest because it demonstrates high Precision, but low Recall, which
indicates that many objects were detected correctly. However, it yielded
a high number of false negatives. And the mAP of the YOLO algorithms
was higher, with high Precision and Recall, which indicates that the ma-
jority of the objects were detected correctly, with a decrease in false pos-
itives and false negatives.

To illustrate the YOLOv5l algorithm detection results, two images
from the PMA dataset were chosen, the blue color refers to vehicles and
the yellow color to buildings (Figures 1 and 2).The YOLOv5l algorithm
detected all vehicles and buildings.

Figure 1: YOLOv5l algorithm detection results on an RGB image from
the PMA dataset. Blue rectangles represents to the detected vehicles and
the yellow rectangles the detected buildings.

Figure 2: YOLOv5l algorithm detection results on an IRG image from
the PMA dataset. Blue rectangles represents to the detected vehicles and
the yellow rectangles the detected buildings.

Through a direct observation of the images, relative to the Faster R-
CNN, the presence of several false negatives and the existence of limiting
boxes with a localization deficit were obvious. For example, some boxes
did not include the object in its entirety. The YOLOv3 algorithm pre-

sented better detections compared to Fast R-CNN, being able to detect
practically all target objects. However, it still had some problems with
false positives and negatives. As for the YOLOv5l algorithm, it presented
the best detection results, mainly due to the reduction of false negatives.
It should be noted that the problem of the object size, which occurred in
the inference stage of the pretrained algorithms, was overcome after the
algorithm training process, being then able to detect the smallest objects.

4 Conclusion

The purpose of supervised object detection algorithms is to learn how
to predict the position of objects, both in terms of the object class and the
size of the limiting boxes, using annotated data to train the algorithms. In
this work, object detection algorithms were trained to recognize vehicles
and buildings captured by Unmanned Aerial Vehicles, specifically, Faster
R-CNN, a two-stage detector and YOLOv3 and YOLOv5l, one-stage de-
tectors.

The number of epochs or steps influence the performance of the al-
gorithms, with different behavior among the tested ones. The precision
of the vehicle class was lower than the building class, which indicates
that the algorithms have greater difficulty in recognizing smaller objects.
Moreover, the recall of the vehicle class was superior to that of the build-
ing class, due to the greater number of instances of this class in the datasets
and the data augmentation did not improve the performance of the algo-
rithms, possibly because they need more training time to learn when new
difficulties are added.

Faster R-CNN, despite having presented the shortest training time,
was the one with the worst performance and took the longest to detect
objects, while YOLOv3 was the one which needed the most training time
and the YOLOv5l was the one which presented the best detection time and
the best performance, reaching a mAP of 93.3%. It was concluded that,
for the detection of vehicles and buildings in aerial images, the YOLOv5l
algorithm was the most efficient, and that it can be used for real-time
applications.

In terms of future work, in order to improve the performance of the
YOLOv5l algorithm, two approaches can be applied: the adjustment of
the hyperparameters and the expansion of the dataset with images of new
environments and locations.
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Abstract

Multi-object detection and tracking is an essential component for Au-
tonomous Driving Systems. Key Performance Indicators (KPI) are fun-
damental for the evaluation of tracking algorithms. This paper focuses on
two different KPIs, Multi-object Tracking Accuracy (MOTA) and Higher
Order Tracking Accuracy (HOTA). MOTA and HOTA are tested in a
hypothetical situation corresponding to 3 simulated pedestrians walking
trajectories. While MOTA evaluates the tracker performance as 0.907,
HOTA classifies it as 0.289. The discrepancy of these values as well as
the factors that lead to them are analyzed. It was concluded that HOTA
penalizes the tracker for mismatched IDs continuously throughout the en-
tire trajectory, balancing detection with association, whilst MOTA only
penalizes and Identity Switch every time that happens, favoring detection
over association.

1 Introduction

Nearly 90% of road accidents with light vehicles are associated with hu-
man fault, such as recognition, performance, or decision errors [6]. Au-
tomation of the driving task is regarded as a solution to this problem. The
implementation of Automated Driving Systems (ADS) aims to fully elim-
inate the human factor from the driving experience [1]. Despite global
efforts to develop an intelligent and capable ADS, such goal is very far
from being achieved [5]. According to NHTSA (National Highway Traf-
fic Safety Administration), between July 2021 and May 2022, 130 ADS
related crashes were reported in the United States [4].

The need to create a well-balanced and informative Key Performance
Indicator (KPI) to evaluate ADS is urgent, although there is still no una-
nimity among the researchers [5].

This paper focuses on two KPI, the first named MOTA (Multi-Object
Tracking Accuracy) which has been used since 2007 [2], and the second
called HOTA (Higher Order Tracking Accuracy) that was developed in
2020 [3], whilst comparing them in a specific situation.

2 KPI: MOTA and HOTA

Both the MOTA and the HOTA metrics use two sets of data: one with
Ground Truth Detections (gtDets) and one with the Predicted Detections
(prDets) [5]. The first set of data assigns a Ground-Truth Identification
(gtID) to every detection, which is unique for every frame, while the sec-
ond set assigns a Predicted Identification (prID). These IDs are consistent
for every object throughout the trajectories.

After this selection a map between gtDets and prDets is assembled.
The gtDets and prDets that are correctly matched are True Positives (TP).
GtDets that are outmatched in the Prediction set are False Negatives (FN),
and the remaining prDets unmatched are False Positives (FP).

MOTA’s association is measured with Identity Switch (IDSW) which
occurs when the prDet of a given TP, c, is different from the prDet of the
previous TP. It is important to notice that IDSW only counts the switch
from the detection immediately before.

However, as TP, FN and FP are insufficient for HOTA’s association, the
concepts of True Positive Association (TPA), False Negative Association
(FNA) and False Positive Association (FPA), were developed in [3].

For a given object, (c), TPA is the set of True Positive detections which
have the same gtID and prID. For a given object, (c), FNA is the set of
gtDets with the same gtID as (c) that were assigned a different prID or no
prID. FPA is the set of prDets with the same prID as an object (c) but that
were assigned a different gtID, or no gtID in the case it did not correspond
to an object.

The MOTA metric is computed using the equation (1).

MOTA = 1− |FN|+ |FP|+ |IDSW |
|gtDet| (1)

MOTA’s values range from 0 to 1. The value 0 occurs when all the
detections are either FN, FP or IDSW, thus none of the predictions is a
True Positive. The value 1 occurs when all the detections are TP, with no
IDSW.

The HOTA metric is computed using the equation (2) with A(c) ob-
tained from equation (3).

HOTA =

√
∑c∈T P H(c)

|T P|+ |FN|+ |FP| (2)

H(c) =
|T PA(c)|

|T PA(c)|+ |FNA(c)|+ |FPA(c)| (3)

The values possible for the HOTA metric range from 0 (worst), to 1 (best).

3 Test Data

To evaluate the performance of the MOTA and HOTA metrics, 3 hypotet-
ical situations were created, as illustrated in figure 1, corresponding to 3
simulated trajectories (a, b and c) of 3 different objects (pedestrians A, B
and C) walking towards an intersection. Figure 1 shows two images of the
same situation: on the left the ground truth record is presented, and the
predicted record given by the tracker on the right. It should be taken into
consideration that on the right side of figure 1, the predicted trajectories
are represented by the letters, while the shapes of the objects correspond
to the Ground Truth.

The example presented in figure 1 has only 7 frames, with the times-
tamps indicated on the right. From t0 until t3 the tracker predicts the cor-
rect trajectory for all three objects. However, on t4 the tracker wrongfully
switches 2 objects (B and C), thus introducing 2 IDSW. Furthermore, on t5
the tracker swaps the objects A and C, altering completely the 3 trajecto-
ries and generating two more IDSW. After t5 there are no more alterations
to the trajectories.

4 Results and Discussion

Trajectory TPA FNA FPA IDSW
a 5 2 2 1
b 4 3 3 2
c 4 3 3 1

Table 1: Discriminated values for TPA, FNA, IDSW.
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Figure 1: Schematic representation of the simulated trajectories: (left) Ground Truth Detections, (right) Predicted Detections are represented by the
letters, while the shapes of the objects correspond to the Ground Truth. The horizonal and vertical bars are the crosswalks of the intersection.

Time MOTA HOTA
t0 1 1
t1 1 1
t2 1 1
t3 1 1
t4 0.933 0.683
t5 0.888 0.535
t6 0.907 0.431

Table 2: MOTA and HOTA results for each timestamp.

Since HOTA derived from MOTA it could be expected that it would
be more precise and demanding than its predecessor. When analyzing
the HOTA equation, focusing mainly on the parameter H, it is noticeable
that every prID that does not match the gtID in the trajectory is penal-
ized, whereas MOTA only penalizes the ones that differ from the previous
timestamp.

From t0 to t3 the two KPI evaluate the tracker in exactly the same way
since the tracker correctly predicts the trajectories of the 3 objects pedes-
trians. MOTA has a decrease in the value in t4, from 1 to 0.933, caused
by an IDSW between objects B and C, following another decrement in t5
to 0.833, (IDSW between objects A and C). From t6 onward, as there are
no more IDSW, the value of MOTA increases to 0.907 which gives a false
impression that the tracker somehow became more effective. On the other
hand, HOTA, harshly penalizes the KPI value in t4, decreasing from 1 to
0.683 and again in t5 to 0.535. Since the prIDs remain different than the
gtIDs it continues penalizing the performance of the tracker until the end,
where HOTA(t6) = 0.431.

Summarizing, MOTA only penalizes the tracker performance 4 times
in terms of association error, having 4 IDSW, whilst HOTA penalizes 16
times since every FNA or FPA counts as a penalty, wich is more than
4 times more than the value given by the metric MOTA. On a practical
view, HOTA mandates the tracker to be consistent with the first ID that is
attributed to a certain object. Any changes will be penalized and result in
a performance failure.

5 Conclusion

Two Key Performance Indicators (KPI) for tracking accuracy were com-
pared, the widely used MOTA, and the novel metric, HOTA. The two met-
rics were exposed to the same hypothetical situation simulating a common

daily event. It was clear that HOTA is more demanding in terms of associ-
ation than MOTA, penalizing severely every ID mismatch. HOTA verifies
any possible IDSW that could have taken place throughout the entire tra-
jectory, whilst MOTA only penalizes an IDSW once. Not only HOTA
penalizes more times than MOTA, it also reduces a lot more each time it
penalizes. As outlined in [5] the HOTA metric merges with equal weight
both detection and association, thus creating a well balanced metric with-
out favoring any aspect.

It became clear that a KPI that favors detection over association can
lead to a false perception of the tracker performance. HOTA surpasses
MOTA continuing penalizing the tracker for mismatched IDs from the
first timestamp throughout the end.
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Abstract

An important aspect that ensures safe self-driving vehicles is their ability
to detect the surrounding objects correctly. In this study, two cluster-
ing methods, DBSCAN and K-means, are used to recognize objects and
group them into appropriate classes. The methods were evaluated in sev-
eral traffic scenarios extracted from the Honda 3D LiDAR Dataset (H3D).
The internal validation indexes Silhouette, Dunn, and Davies-Bouldin
were applied to these scenarios. The preliminary results indicate that
although the Silhouette Index presents a higher value for the K-means
clustering, DBSCAN outperformed K-means on the other two indexes.
Nevertheless, the results from the visualization of the clusters support the
fact that density clustering is very suitable for LiDAR segmentation since
it can detect arbitrary cluster shapes. DBSCAN was an effective method
for clustering LiDAR point cloud data.

1 Introduction

Self-driving vehicles are increasingly playing an influential role in mod-
ern society. It is thus necessary to guarantee a safe autonomous driving
system and to do so, the vehicle’s sensors must detect and identify the
surrounding objects correctly. In this paper, two cluster algorithms, DB-
SCAN and K-means, are used to recognize objects from LiDAR point
cloud data and divide them into classes. Three indexes for cluster valida-
tion are presented and applied to the results produced from both methods.

2 DBSCAN Clustering

Density-Based Spatial Clustering of Applications with Noise (DBSCAN)
is a data clustering algorithm that given a set of points in some space,
groups together points that are close to each other, based on a specified
distance (e.g. Euclidean). A cluster only forms when a minimum number
of points (m) specified by the user is assigned. In low-density regions,
points do not have a neighborhood large enough to create a new cluster,
so the algorithm marks them as outliers points. This method is helpful
whenever the dataset has arbitrary shapes and densities, so it can be use-
ful for segmenting LiDAR data. The algorithm has two parameters: the
minimum number of points (m) that a cluster needs to have to be created,
and a fixed radius (ε) for the search for neighbors.

A suitable choice for the parameter m is 2 times the data dimension
[6]. For the estimation of the ε value, a k-distance graph for the data is
designed, where k is the parameter m [2]. The goal is to compute the
distance from each point in the data to its m-th nearest point and then plot
the sorted points in ascending order of their m-distance value against those
distances. The ideal value for ε will be the point of maximum curvature.

3 K-means Clustering

K-means is another clustering method that looks for the division of the
data into K clusters and assigns each observation to the cluster which
minimizes the within-cluster sum of squares.

One of the disadvantages of this method is the difficulty in choosing
an adequate value for K. For this purpose, and in order to compare the
performance of DBSCAN with K-means, the K-means method was also
applied using as K the number of clusters that the DBSCAN returned. The
validation index values are for this value of K. It is necessary to notice that
the final result of the clustering depends on the initial distribution of the
clusters centers. Thus, to assure reproducibility, the method was applied
with fixed cluster centers location.

4 Internal Validation Indexes

To validate the clusters created from both algorithms, three internal vali-
dation indexes were used: Silhouette, Dunn, and Davies-Bouldin.

4.1 Silhouette Index

The silhouette index (IS) is responsible for measuring the similarity of an
object to its own cluster compared to the similarity to other clusters. The
index is computed for every point in the data using equation (2), where
a(i) is the average dissimilarity of the ith object to all other objects in the
same cluster, and b(i) is the average dissimilarity of the ith object with all
objects in the closest cluster [1].

IS(i) =
b(i)−a(i)

max{a(i),b(i)} (1)

The silhouette index ranges from −1 to 1, where a value close to 1 sug-
gests that the point is well-matched to its own cluster. A value of 0 means
that the point is on or very close to the decision boundary between two
neighboring clusters and a negative value indicates that the point could
have potentially been assigned to the wrong cluster. To evaluate the re-
sults overall, the mean of the index for the totality of points is calculated.

4.2 Dunn Index

The Dunn Index (ID) intends to identify clusters with a small variance
between the points within the cluster and at the same time, guarantee
that the distance between the group’s means is large. ID is computed
using equation (3), with δ (Ck,Cl) the intercluster distance and ∆(Ck) the
intracluster distance, considering Ck as the k cluster and Cl the l cluster
[1], [4].

ID(C) = min
Ck∈C

{
min

Cl∈C\Ck

{
δ (Ck,Cl)

maxCk∈C{∆(Ck)}

}}
(2)

The Dunn Index has a value between 0 and ∞ and should be maximized.
A high value for ID means that the observations in each cluster are closer
together, while the clusters are well separated.

4.3 Davies-Bouldin Index

The Davies-Bouldin Index (IDB) is defined as a ratio between the within
cluster distances and the between cluster distances and is calculated using
equation (4), with S(Ck) =

1
|Ck | ∑Xi∈Ck

de(Xi,Ck), k the total number of
clusters and de the euclidean distance [1].

IDB(C) =
1
K ∑

Ck∈C
max

Cl∈C\Ck

{
S(Ck)+S(Cl)

de(Ck,Cl)

}
(3)

The index should be minimized so it can be close to 0 since the index
ranges from 0 to 1. A value of 0 means that the average similarity is
minimum therefore the clusters are better defined.

5 Experimental Results

The Honda Research Institute 3D Dataset (H3D) [3] was used to evaluate
the procedure. H3D is a LiDAR dataset containing dense point cloud
data from the sensor Velodyne-64 that collected data from different traffic
scenarios. The data points collected correspond to spatial coordinates
(x,y,z). In order to apply the clustering methods, several scenarios from
the data were tested with two selected. Scenario 1 corresponds to a traffic
scene with only one street recorded with several vehicles and pedestrians
circulating. Scenario 2 is very similar to scenario 1 but it includes an
intersection.
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Before the application of the clustering algorithms, it is necessary
to pre-process the data to remove the ground. This is important because
firstly, the goal is not detecting the ground plane, and secondly, the ground
points connect separate objects, such as cars and pedestrians, so it can af-
fect the clustering process. By removing the ground plane, there will
be fewer points to allocate, resulting in better-separated objects. Conse-
quently, it becomes easier to identify obstacles and visualize clusters.

The method used for ground extraction was the M-estimator SAmple
Consensus (MSAC) algorithm which is a variant of the RANdom SAmple
Consensus (RANSAC) algorithm. The objective is to fit a plane to the
point cloud data that will contain the ground points denominated as inlier
points. The outliers are the points that do not belong to the plane, thus
the interest points for clustering. This method was tested, and Figure 1
shows the original point cloud data for scenario 1 (top) and the remaining
points after the ground removal process (bottom). Figure 1 illustrates that
the ground removal procedure was successful.

Figure 1: Point cloud data for scenario 1: original (top) and without
ground points (bottom)

In order to apply DBSCAN it is necessary to choose values for the
two parameters m,ε (section 2). Since the dataset is 3-dimensional the
suitable value for m is 6. Figure 2 shows how to select the appropriate
ε , which for scenario 1 was found to be 0.7 since that is the value where
the curvature of the graph occurs. From that point onwards the graph
becomes almost a vertical line.

Figure 2: Selection of the best value for ε (0.7)

Although the two algorithms were tested in 2 scenarios, figure 3 shows
the results of DBSCAN on a section from scenario 1 data. A total of 167
clusters were detected and 832 data points were classified as noise (3.1%).

Figure 3: DBSCAN clusters for scenario 1

Observing figure 3, it is possible to conclude that the method effi-
ciently forms the clusters according to the objects observed by the Li-
DAR. However, it is evident from the figure that for obstacles very close
to each other, it is difficult to divide them into separate groups. In fact,
the vehicles in scenario 2 are more distant from the trees and pedestrians
on the sidewalk, so the clusters were better established. However, in both
scenarios, in areas distant from the sensor, the algorithm classified the
points as outliers, meaning that they do not belong to a cluster since they
are not dense enough to be identified as an obstacle.

In the interest of completing the clustering analysis, DBSCAN was
performed with different values for m and ε to ensure that the choice of
the parameter values was properly done. The best value for ε was found

Scenario Method Silhouette Dunn Davies-Bouldin
Scenario 1 DBSCAN 0.12 0.00340 0.50

K-Means 0.60 0.00056 0.65
Scenario 2 DBSCAN 0.41 0.00610 0.47

K-Means 0.68 0.00070 0.62

Table 1: Summary of results for scenario 1 and 2

to be 0.7 since it produced the highest IS value. Also, it was verified that
as the value of m increased, IS also increased. The other two indexes did
not change their values significantly with different parameter values. K-
means clustering did not perform as well as the DBSCAN, as expected,
because it is a method based on distance instead of density. For both
tested scenarios, when the data labels were compared with the clusters,
it was possible to see that the method divided a single object into two or
more clusters. This could be a result of choosing a too-high K. However,
even when a smaller value for K is used, the algorithm still performs
poorly because it aggregates objects that are clearly different and should
be separate. In addition, it was verified that for values of K between 1 and
168, the IS for scenario 1 did not change much (0.55 to 0.65).

6 Conclusions

The clustering experiment carried out indicates that these methods are
useful to segment LiDAR data. DBSCAN proves more effective than K-
means since it can detect arbitrary cluster shapes and presents satisfactory
results both regarding the validation indexes and the cluster visualization.
In fact, DBSCAN performed better than K-means in ID, in both scenarios
tested (higher values of ID) and in IDB (values closer to 0). In addition,
the use of both scenarios leads to the conclusion that DBSCAN performs
better when the objects in the scene are more distant. On the other hand,
the K-means algorithm performed better in the Silhouette index. How-
ever, IS achieves better results when the cluster has a spherical shape [5],
which is typically not the case for objects in the H3D data. So IS is not the
best-suited index to validate LiDAR point cloud data clusters. The ground
removal procedure proved to be an essential requirement to separate the
interest objects. Further work will be carried out in order to validate clus-
tering results using external validation indexes and ground truth data.
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Abstract

With the widespread usage of face recognition systems they are also tar-
gets of various types of attacks, including presentation attacks, where the
reproduction of an image or video is presented to a camera, or morphing
attacks, where facial images from more than one person are merged to-
gether so that the resulting image resembles all the morphed faces. This
paper addresses the problem of detecting face morphing attacks, notably
when two facial images are morphed together and the result is used to
issue an identification document. The paper proposes a de-morphing so-
lution, attempting to reconstruct the face of the person that is not facing
the camera during the face verification process and whose image was used
to create the morphed image included in the identification document, for
instance in the context of an automated border control face verification
system. The development of the solution highlighted the need of having a
representative set of images in the database used for training the system,
and discusses solutions to improve the quality of the training data. The
de-morphing system has shown an interesting performance, allowing to
detect the occurrence of face morphing attacks, and the recovered face
can be used to identify the accomplice that contributed to the morphed
face included in the ID document.

1 Introduction

Face recognition systems (FRS) are targets of different types of presen-
tation attacks, with one of the possibilities being a morphing attack, for
instance in the context of Automated Border Control (ABC) systems. A
morphed face image is the junction, as seamless as possible, of two or
more face images. This type of attack consists on an impostor (attacker)
using a document created using a morphed image, who tries to be recog-
nized as another person, the genuine user (accomplice), whose image was
also used when creating the morphed image. This way an impostor could
impersonate a legitimate user, highlighting the importance of detecting
and preventing such attacks.

This paper proposes a face de-morphing system, able to detect mor-
phing attacks and to recover a facial image of the accomplice that con-
tributed to the morphed image. In order to be able to test the developed
system a large enough database needed to be developed, as the existing
databases are not public due to data protection reasons. The creation of
the database also required implementing a suitable morphing algorithm,
as the available tools are not practical for automatically creating large
morphed facial image databases. The paper discusses the limitations of
the databases used for training and testing, notably when including images
acquired in different conditions, and the results achieved by the proposed
de-morphing system.

2 Proposed de-morphing system

This section starts by discussing the morphing database developed and
the algorithm used for its creation, and then presents the proposed de-
morphing system.

2.1 Morphing algorithm and dataset

In order to create a database with morphed images that is large enough
to simulate an attack to an ABC system, a morphing algorithm is pro-
posed. This algorithm has five main stages: (i) extraction of 68 landmarks
from each facial image, using the Kazemi and Sullivan algorithm [2]; (ii)
weighted average between the coordinates of the landmarks and rescal-
ing to fit the destination image’s face; (iii) computation of the Delaunay
triangles, which are then warped to the average points using an affine
transformation; (iv) blending of the warped images using a weighted av-
erage; and (v) overlay of the resulting morphed face on the destination

image and application of seamless cloning to improve the visual quality
[4].

Since the publicly available databases are not large enough to train
a de-morphing network, a new face morphing database, the Instituto Su-
perior Técnico - Morphing Database (IST-MDB), is proposed using the
above algorithm. The face morphing database is creating using facial
images from the FRGCv2 [5] and ColorFERET [6] databases. Initially
the dataset had 560 unique individuals (with faces from FRGCv2), which
was then expanded to a total of 1000 unique individuals (from both face
databases). Then facial alignment and color normalization were applied,
as well as glare reduction. Additionally, a test dataset was created using
100 unique individuals under the same conditions.

2.2 Morphing attack detection using de-morphing

The goal of the de-morphing process is to understand whether or not a
document’s image has been tampered with, by recreating an image from
the two inputs provided, i.e. the live face captured by an ABC system,
and the face image contained in the identification document. If there has
been in fact a morphing attack the document’s image features partially
belong to the person from the live capture and partially to an unknown
accomplice are used to recover an image of the latter.

To create the de-morphing network, an autoencoder architecture was
initially trained, using its pre-trained weights as a starting point. The au-
toencoder developed for the present work uses an implementation of the
VGG16 model [8], a convolutional neural network (CNN) for classifica-
tion and detection, trained for facial recognition, called VGG-Face [3].

In order to obtain satisfactory results using the autoencoder, the pre-
trained VGG-Face weights were not sufficient, as the decoder layers were
not part of VGG-Face, and thus the autoencoder needed to be retrained/fine-
tuned to improve the reconstruction results, as illustrated in figure 1. After
fine-tuning (c), the result is visually very similar to the original (a), with
only a slight blurring effect.

(a) (b) (c)

Figure 1: Reconstruction of a face (a) belonging to the AMSL dataset [1]
before (b) and after (c) fine-tuning the autoencoder model.

The proposed de-morphing network architecture is presented in fig-
ure 2. It accepts two input facial images, each of which is processed by
the encoder part of the autoencoder model. Then the two encoded repre-
sentations are concatenated and the result is passed to a modified decoder
module, which reconstructs an image with the same size as the inputs.

3 Experimental results

This section illustrates the importance of using a sufficiently large database
for training purposes. In case the facial images contributing to the mor-
phed images were captured in different conditions, strategies to improve
the system performance are discussed. Finally, results in several condi-
tions are briefly presented and discussed, and the ability of the proposed
de-morphing system for detecting morphing attacks is illustrated.
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Figure 2: Proposed de-morphing network architecture.

3.1 Importance of database size and normalization

Examples of reconstructions using the model trained with limited data are
shown in figure 3 (a). The obtained results were indeed not satisfactory,
with the reconstructions hardly resembling the accomplice faces.

By increasing the database size, from 560 to 1000 unique individuals,
the quality of the reconstructed images improved, as illustrated in figure
3 (b). The facial structure of the reconstructed images resembles a face,
but they remain unsatisfactory for identification purposes. In fact, all re-
constructions are very similar, which can be attributed to an overfitting of
the model, not displaying the facial features of the accomplice.

To improve results a facial alignment module was added to the mor-
phing algorithm. Reconstructions after training with the aligned database
are illustrated in figure 3 (c). The quality of the reconstructed images in-
creased, and the identities of the involved subjects can now be discerned.
However, the influence of the acquisition conditions of the face databases
used to create the morphed images is clearly noticeable on the recon-
structed images, notably the differences in lighting from images of Col-
orFERET and the orange highlights present in the FRGCv2 database.

To overcome the color discrepancies between the two incorporated
databases a color normalization module was added to the morphing algo-
rithm. This resulted in a substantial quality increase in the reconstructed
faces, as illustrated in figure 3 (d). The color distribution in the recon-
structed faces is now more uniform and the faces reconstructed by the
proposed de-morphing are of better quality.

Finally, also a glare reduction was included as a post-processing mod-
ule, to overcome problems present in some of the original face database
images, notably due to illumination or reflection problems. This allowed
to reduce the number of failed reconstructions. Examples are included in
figure 3 (e), where de-morphing reconstructed images are shown before
(top) and after (bottom) applying glare reduction.

3.2 De-morphing results

The histograms regarding the distribution of dissimilarity scores, using as
metric the euclidean distance between the feature vectors of two faces,
computed using the FaceNet [7] face verification algorithm, for morphing
attacks and genuine presentations are included in figure 4. The gap be-
tween the the morphing attack distributions is quite noticeable while the
distribution for the genuine presentation is very similar, showing the abil-
ity of the proposed de-morphing system to detect face morphing attacks.

4 Conclusions

This paper proposes a de-morphing algorithm capable of detecting mor-
phing attacks to face recognition systems. The system is also able to
recover an image resembling the accomplice of the person using an ID
document created using a morphed image.

To train the de-morphing deep learning network a large database rep-
resenting the conditions of the place where the system is to be deployed
should be used. When such database is not available, morphed images
created using faces from several publicly available databases can be con-
sidered. In this case it was observed that creating morphs should pay close
attention to facial alignment, to colour normalization and glare reduction.
Acknowledgments
This work was partly funded by FCT/MCTES under the project
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(a) (b)

(c) (d)

(e)

Figure 3: Reconstructions for model trained with: (a)limited data, (b) ex-
tended database, (c) after facial alignment, (d) after color normalization,
and (e) after glare reduction.

Morphing attack. Genuine presentation.

Figure 4: Density graph of similarity scores of FaceNet [7].
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Abstract

Road traffic accidents are ranked the 8th leading cause of death to all
age groups [3]. Furthermore, and although some road crashes can be
caused by vehicle malfunctioning or poor maintenance, over 90% of road
accidents can be assigned to human reasons [4]. Creating a rising interest
in autonomous vehicles.

For a self-driving vehicle to perceive the environment, vision sen-
sors are used. Among the mix of sensors, the LiDAR is able to acquire
a 3D representation of the surroundings with good precision and angu-
lar resolution. This information makes this sensor optimal for 3D object
detection.

The success of the current generation motivated the development of a
second generation this sensor. This second generation typically resorts to
coherent detection. As such, it possible to obtain direct estimation of the
distance and the radial velocity of objects.

The objective of this work is to analyse whether LiDAR-based 3D
object detection can be improved by considering the radial velocity ad-
ditional feature. In the results obtained, no significant benefits were ob-
tained by using this additional feature.

1 Introduction

LiDAR (Light Detection And Ranging) sensors are emerging as a key
technology for vehicle perception tasks due to their ability of acquiring
a precise 3D representation of the ego-vehicle surroundings. Due to the
success of this sensor in critical perception tasks, such as 3D object detec-
tion, the industry and the research community have been gradually work-
ing on a second generation of this sensor, the Coherent LiDAR. This sen-
sor enables the acquisition of the object distance with the relative radial
velocity being directly acquired per-point. Given this additional feature
is acquired without a significant overhead, there is interest in using this
information for perception tasks where it is expected to bring significant
benefits for object bounding box prediction by differentiating objects from
background.

This research aims to analyse the impact of the radial velocity addi-
tional feature in LiDAR-based 3D object detection, as, to the best of our
knowledge, no study has been made regarding this topic.

2 Coherent LiDAR working principle

Current automotive LiDAR sensors are based on pulsed techniques, where
short pulses are sent by the laser and by measuring the time interval be-
tween the emitted pulse and the received scattered echo, Time Of Flight
(ToF) can be directly obtained and distance to objects calculated. Coher-
ent techniques, being Frequency-Modulated-Continuous-Wave (FMCW)
the most popular approach, use a linear-chirped laser which is split into
two parts: one part is transmitted to targets and the other part is kept as
a reference, also known as local oscillator. An optical Coherent detector
mixes the returned signal with the local oscillator to obtain the frequency
difference, used to measure distance. Additionally, due to the Doppler
effect, moving objects cause a frequency shift, which is used to directly
acquire radial velocity.

3 Synthetic dataset

Despite the interest in the second generation of this sensor for vehicle per-
ception tasks, to the best of our knowledge, there is no available dataset

acquired using a Coherent LiDAR. As such, in order to analyse poten-
tial improvements introduced by this feature, a dataset must be acquired.
Generating a real-world dataset is a costly and time-intensive task, thus,
synthetic datasets are commonly used due to their customization possibil-
ities and the relatively low cost. There are significant benefits in generat-
ing a synthetic dataset that resembles popular real-world datasets specifi-
cations and annotations format, such as Karlsruhe Institute of Technology
and Toyota Technological Institute (KITTI) [1], as toolboxes and frame-
works can directly process the acquired data.

Due to the existent virtual LiDAR implementations and the availabil-
ity of native functions, that directly return in-game object related informa-
tion, Grand Theft Auto V (GTA V) is used the source of synthetic data. In
this video-game, the majority of object occurrences are ’Car’ type objects,
thus, the focus of this study is towards this object category.

3.1 Point clouds

In order to assess potential improvements introduced by the additional
features, different point clouds were created, available in [6]. To ensure
fairness upon result analysis, for each frame, the cartesian coordinates of
each point in the point cloud, (x, y, z), are unchanged with an additional
feature augmented to every point. As seen in Figure 1, the point clouds
are the following:

• Synthetic point cloud 1: (x,y,z,(Bool)IsCar). The best perfor-
mance of the object detection model is expected using this point
cloud, as the additional feature of each point that belongs to ’Car’
type object is a Boolean 1.0 value, contrariwise a Boolean 0.0 value
is used;

• Synthetic point cloud 2: (x,y,z,(Float)RadialVelocity). This point
cloud uses the relative radial velocity as additional feature for each
point of the point cloud, similarly to a Coherent LiDAR sensor.
It is expected that this information introduces benefits to objects
prediction;

• Synthetic point cloud 3: (x,y,z). To analyse potential improve-
ments introduced by the additional features, one requires the eval-
uation of the model performance when only using the geometrical
information to detect objects. The worst performance of the ob-
ject detection model is expected as no additional information is
provided;

4 Methodology

Cross-validation with 4 folds was used for the mentioned point clouds.
The acquired dataset is comprised by 15000 frames. Therefore, each fold
is comprised by 3750 randomly assigned frames. The kfold, with 3750
frames, is used for model testing with the remaining 11250 frames for
model training.

Due to the popularity of KITTI benchmark, the metrics employed by
this benchmark are widely adopted for perception tasks. Regarding 3D
object detection, the models are evaluated using the Average Precision
(AP) metric, with 40-point interpolation, for three KITTI difficulty levels:
Easy, Moderate and Hard.

PointPillars [2] was the 3D object detection Deep Learning model
chosen due to the its simple yet robust structure, fast training and in-
ference time while still providing good performance. Another advan-
tage in choosing this model is its availability in the OpenPCDet toolbox
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Figure 1: Synthetic dataset point clouds. Top left: GTA V frame. Top Right: point cloud 1 (x,y,z,(Bool)IsCar). Bottom left: point cloud 2
(x,y,z,(Float)RadialVelocity). Bottom right: point cloud 3 (x,y,z).

[5], which eases model configuration and optimization. This model was
trained for every point cloud with 300 epochs, using the default Open-
PCDet augmentation and no hyper-parameter tuning.

5 Results

The training and testing results for the ’Car’ type objects are shown in
Table 1 and Table 2, respectively.

Table 1: Synthetic dataset ’Car’ type objects AP (average of the 4-folds)
with 70% threshold training results.

Point cloud Easy % Moderate % Hard %
(x,y,z,(Bool)IsCar) 99.1463 96.4706 94.0052
(x,y,z,(Float)RadialVelocity) 98.6152 93.3658 93.0458
(x,y,z) 98.0962 93.0856 92.8698

Table 2: Synthetic dataset ’Car’ type objects AP (average of the 4-folds)
with 70% threshold testing results.

Point cloud Easy % Moderate % Hard %
(x,y,z,(Bool)IsCar) 98.5546 93.2475 90.6700
(x,y,z,(Float)RadialVelocity) 98.0121 92.2971 87.4812
(x,y,z) 97.9304 92.0860 87.7866

The results in the previously mentioned tables highlight the fact that
the model performance is high using only the geometrical information of
objects, as seen in the point cloud 3 (x,y,z) results. This can be justified
by the point clouds being ideal, as no noise is present in the data.

As the performance gap between the expected best and worst perfor-
mance point clouds is minimal, the radial velocity feature, on average, in-
troduced no benefits. Moreover, this additional feature slightly decreased
the performance in the ’Hard’ difficulty objects.

6 Conclusions

Analysing the results obtained, the benefits obtained were minimal with
the use of the relative radial velocity information when using this gener-
ated dataset with PointPillars. Moreover, two additional velocity-related

point clouds were created. The first uses the objects absolute speed as the
additional feature, while the second uses a Boolean value set to 1.0 for
moving objects. Once more, the benefits introduced to the model perfor-
mance by the velocity-related features were minimal.

The results obtained when adapting point cloud 1 for ’Pedestrian’
type objects follow the same tendency observed for ’Car’ type objects.
As such, minimal improvements were obtained by using this additional
feature.
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Abstract 
Fish is one of the healthiest foods in the world when consumed at its highest quality 

level of freshness. This work proposes a system to estimate the level of fish 

freshness by analysing an image of the fish’s eye. The proposed system 
automatically detects and segments the eye region and extracts a set of features that 

correlate well with the level of freshness. These features are then used for 

classification purposes. A classification model, based on k-nearest neighbours 
(kNN), was trained using a dataset including images taken at regular intervals for 

a duration of 7 days, from 24 sea bream fish. The developed model achieved an 

accuracy of 92.5% using 5-fold cross-validation, which is a promising result, 
although still lacking in robustness; one of the limitations of the work was the 

limited number of samples available for model training. 

 

1. Introduction 
Portugal is a country surrounded by 2830 km of sea with a long 

tradition in fishery activities. It has the third biggest Exclusive Economic 
Zone (EEZ) of the European Union (EU) with an area of 1727408 km2 
[1]. Portugal is also one of the biggest fish consumers in the EU, with an 
approximate value of 61.5 kg/person/year, clearly above the 22.3 kg 
global average, taking an important role in the Portuguese diet [2].  

Fish is one of the heathiest foods available, a high source of protein, 
vital nutrients and wide variety of vitamins and minerals, when consumed 
at a high quality level, i.e., when the fish is fresh [3]. Despite this, people 
over the years tend to prefer buying frozen fish instead of fresh one, 
mainly because frozen fish comes with a quality label, including the most 
relevant information about the fish, giving the client enough confidence 
for acquisition without concern of it being rotten or dangerous to 
consume. On the other hand, this kind of information is not always 
available when fresh fish is sold, and many people do not know how to 
check for fish freshness. As a result, with the fear of being mistaken and 
spending a considerable amount of money, some people end up preferring 
frozen fish. 

The quality of fish undergoes some changes throughout the processes 
involved in preserving and handling, from fisherman to seller [3]. To 
estimate fish freshness visually, it is known that for fresh fish the eyes 
should be clear and bright, with spherical shape. When the fish quality 
starts to degrade the eyes’ colours become muddy, yellowing, rubeosis 
and melanized and loose the spherical shape. These cues, related to 
changes along time in the appearance and shape [4] [5], can be taken into 
account when using images to evaluate fish freshness. 

This work proposes an automated fish freshness evaluation system, 
without touching it, simply relying on an image where the fish eye is 
clearly visible. The work includes a module for detection of the fish’s eye, 
using image processing and segmentation techniques. A set of features is 

then extracted, to characterize the eye, and a classifier is employed to 
estimate the level of freshness. 

 

2. State of the Art 
Several types of food quality detection systems are described in the 

literature. Some measure the gases emitted by the decaying food product 
using appropriate sensors, offering an adequate evaluation method – 
examples include FOODsniffer [6], or Greentest Digital Food Tester [7]. 
However, this type of systems tends to be expensive, not easy to find by 
non-experts, and requires the device to be in contact with the food product 
while performing the freshness test.   

Focusing on fish freshness evaluation, attempts have been made to 
develop systems that do not involve complex biochemical processes nor 
require the help from experts, notably relying on the analysis of fish 
images. Such systems can be organised into three main types of 
approaches, looking at: (i) fish skin; (ii) fish gills; or (iii) fish eyes. 

By analysis of the fish skin, Taheri-Garavand et al. [8] developed a   
deep learning model, with a VGG-16 architecture, based on a dataset 
acquired from 48 carps, including a total of 672 images. The dataset was 
divided in 616 images for training and 56 for testing, and considered four 
classes for classification. The model led to an average classification 
accuracy of 98.21% and an average precision of 94.79%, denoting the 

successful use of deep learning models to evaluate the freshness of fish 
samples using the skin.  

A method relying on the analysis of the gills was presented by Issac 
et al. [9], using thresholding segmentation to identify the gills and then 
extracting features related to colour saturation and brightness over time, 
and analysing the variation of first order statistical parameters, to 
determine the freshness for each day. Lalabadi et al. [10] also proposed to 
analyse the gills, considering their colour attributes as features. 
Considering 400 images of 20 rainbow trout captured every other day for 
a period of 10 days, using an artificial neural network (ANN) with 
multilayer perceptrons (MLP) for classification in 5 different classes a 

96% accuracy in the evaluation of fish freshness was achieved. The 
system presented in Roikhanah et al. [11] aims to detect the presence of 
formalin by analysing the fish gills. It uses deep learning with a 
convolutional neural network (CNN), considering a dataset of 120 images 
of fresh and formalin gills, achieving an accuracy of 95% and a precision 
of 90%. 

Addressing fish freshness evaluation through the eye, Lalabadi et al. 
[10] proposed a method based on tracing the colour attributes of the fish 
eye, similar to the one used with the gills. Here, the classification results 
using an ANN with MLP reached 84% accuracy and using a support 
vector machine (SVM) model led to 68% accuracy. The work reported in 
[12] used the Viola-Jones algorithm for eye detection, thresholding for 
image segmentation, the histogram of oriented gradients (HoG) for 
feature extraction and a SVM classifier, resulting in an efficient way to 
ensure and verify the quality of fish for consumers. The system proposed 
by Roikhanah et al. [11] also worked well for detecting the levels of 
formalin in fish’s eyes using a deep learning model based on a dataset of 
120 images of fresh and formalin eyes. 

 

3. Proposed Methodology  
The overall system architecture proposed in this work uses digital 

image processing and a classification module, as illustrated in Figure 1. 

 

 

 

 

 

 

The proposed system starts by identifying the eye of the fish, the 
region of interest (ROI) for further analysis. ROI identification exploits 
the knowledge that for sea bream the pupil is among the darkest areas in 
the image. Then, features like the shape, size, colour and texture of the 
eye are extracted, as their evolution along time is considered relevant to 
identify the quality of the fish. From the studies analysed, the differences 
in the colour of the eye of the fish along time showed to be a promising 
freshness indicator. For freshness classification, this work considers 3 
classes: (i) fresh; (ii) reasonably fresh; and (iii) not fresh, to let the 
consumer have a simple interaction with the system while getting an 
estimate of fish freshness. 

To train the classifier, a database containing 2147 images of 24 sea 
bream fish taken with the same camera in a controlled environment with 
similar light conditions was considered. Each image has a spatial 
resolution of 4000x6000 pixels. Images were taken to different fish 
positioning, at regular intervals for a duration of 7 days. Given the limited 
number of fish considered for this work a 5-fold cross validation strategy 
was adopted. Several classification strategies were analysed, notably 
decision tree, discriminant analysis, support vector machine, logistic 
regression, k-nearest neighbours, naive Bayes, kernel approximation, 
ensembles, and neural networks classification models. The best 
performing model, k-NN, is chosen and its hyperparameters tuned for 
performance maximization. 
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Figure 1: Proposed system architecture 
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4. Image Processing Module 
4.1 Eye Region Detection and Segmentation 

The detection of the fish’s eye region is a complex task. Unlike the 
human eye, which is homogenous in its shape and only varies in the colour 
of the iris, the fish’s eye can present variations in the proportions between 
the iris and the pupil sizes, even for the same species.  

The detection of the eye is preceded by an image pre-processing 
module, for fish detection and contour outlining. The background of the 
image is removed, and the contour analysis allows to know the fish 
orientation and focus the further analysis only on the fish head area. 

For fish eye detection the algorithm attempts to identify the pupil, a 
dark and approximately circular area within the fish head. The adopted 
method consists of detecting edges in the fish image, binary thresholding 
the edges image and filling the regions obtained (Figure 2 - left). To 
separate overlapped regions, the distance of each inner pixel to the nearest 
background pixel of the eroded edges binary image is used (Figure 2 - 
middle). The resulting connected regions are labelled, and a watershed 
algorithm is applied to isolate them from the background (Figure 2 - 
right). Then, the circularity of the obtained regions is measured, and the 
most circular candidate is considered as corresponding to the fish eye’s 
pupil. An example of the fish eye detection is included in Figure 3. 

 

 

 

 

 

 

 

 

 

 

 

 
 
 

4.2 Feature Extraction 
Analysing the evolution of the fish’s eye over time, several features 

related to its colour, brightness, saturation, texture and shape circularity 
were evaluated, and their correlation with the fish storage time analysed. 
Contrary to the expected, it was observed that neither the circularity nor 
the saturation metrics decreased consistently over time. Another 
promising feature was related to value transitions on the iris region, which 
were computed using a local binary patterns histogram, but the evolution 
along time showed undesirable fluctuations, not representing a reliable 
feature. The most promising features, and chosen for classification 
purposes, were (i) the colourfulness (C) of the eye, calculated through 
equations (1) to (5), where R, G and B represent Red, Green and Blue, 
respectively, µ and σ the mean and standard deviation, and (ii) the 
brightness (B), which showed a fairly consistent decrease along time, as 
illustrated in Figure 4. 

𝑟𝑔 = 𝑅 − 𝐺 (1) 𝑦𝑔 = 0.5(𝑅 + 𝐺) − 𝐵 (2) 

𝜎𝑟𝑔𝑦𝑏 =  √𝜎𝑟𝑔
2 + 𝜎𝑦𝑏

2  (3) µ𝑟𝑔𝑦𝑏 =  √µ𝑟𝑔
2 + µ𝑦𝑏

2    (4) 

𝐶 =  𝜎𝑟𝑔𝑦𝑏 + 0.3 × µ𝑟𝑔𝑦𝑏 (5) 

 

 

 

 

 

 

 

5. Classification Module 
After the application of the eye region detection and segmentation 

module, it was noticed that the system had more difficulty in detecting the 
eye region for images of long-dated fish. This happens due to the changes 
that the fish eye experiences, particularly the iris becoming darker and 
mushy, and almost indistinguishable from the pupil. Also, some 
photographs presented shadow spots in the eye region, which also 

interfered with the use of the described technique. For the computation of 
results it was possible to obtain features from 440 fish images. This set 
was divided in 3 classes: Fresh, from 0 to 48 hours after the fish was 
captured; Reasonably Fresh, from 48 to 72 hours; and Not Fresh, from 72 
to 196 hours. The Classification Learner App, from Matlab, was used to 
automatically train several classification models at the same time, to be 
able to choose the most suitable one. A 5-fold cross validation method 
was adopted. After training the selected classification models, the best 
results were for Fine kNN. This model was chosen and its 
hyperparameters (e.g., 188 neighbours, mahalanobis distance metric, 
squared inverse distance weights, data standardization) where optimized 
to improve the model’s performance. The model performs very well with 
images of fresh fish, while presenting a few misclassifications when 
applied to images of less fresh fish.  

 

6. Results and Conclusions 
The optimized model achieved an accuracy of 92.5%, representing a 

promising solution for the fish freshness classification. The image 
processing module had some difficulty handling non-fresh fish images 
verifying high degradation of the eye region. Nevertheless, it was able to 
successfully detect 36% of database images. Since the number of samples 
for model training was limited, future efforts will be made to increase the 
number of images, in order to build a more robust classification model. 
The present system is capable of providing a good estimate of the fish’s 
level of freshness, and if more images can be used, a more robust 
classification model may be obtained. 
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Figure 3: Eye segmentation example: fish image (left);  
fish head (middle); fish eye (right) 

Figure 4: Colourfulness and brightness evolution along time 
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(left); distance transform of eroded edges fish image (middle); 

watershed marker fish image (right) 
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Abstract

Car manufacturers have used object detection systems to provide driver
assistance, ranging from simple warnings to limited self-driving, that re-
quire the use of dedicated hardware. We propose an Android application
that, by analyzing the RGB camera input produced by the phone, is capa-
ble of aiding drivers by emitting sound warnings, with a visual grid rep-
resentation of the inferred objects. Compared to previous systems used
by car manufacturers, this project encompasses a broader audience, as it
does not depend on the car’s brand and has a simple interface. Our appli-
cation utilizes a model that achieves a fast inference speed at the cost of
accuracy, allowing it to be run on almost any Android phone.

1 Introduction

A technology race is “on” between car manufacturers to produce auto-
matic systems to help human drivers. Currently, this technology goes
from simple warnings and momentary assistance (SAE level 0) to fully
self-driving systems under certain conditions (SAE level 3). No vehicle
exists yet for SAE level 5 (full autonomous). However, these systems are
expensive and the vast majority of the car fleet does not yet incorporate
any of these systems. These systems typically use either RGB cameras
or LiDAR sensors, or both. Neural networks are then used to translate
these sensory inputs into semantic representations of the surroundings.
Object detection systems already exist that provide high accuracy, even
for mobile phone RGB cameras.

The goal of this project was to produce an Android application that
generates an audible sound to warn the user in certain situations: when
another car is in front of the user’s car, when a pedestrian or another ob-
stacle is on the road, and to notify on horizontal and vertical signs. The
neural network should run on the mobile phone itself to mitigate problems
that accompany the usage of a network connection to an external server.
The mobile phone needs to be fixed in the dashboard so that it moves as
little as possible and is positioned in such a way that it provides a good
front-view.

The prototype of this application is available for Android (≥ 9) at the
Play Store through the following link: https://play.google.com/

store/apps/details?id=pt.up.fe.mobilecardriving.

2 State of the Art

Object detection is a computer vision technique that consists in the detec-
tion of instances of objects in an image and their class. Currently there are
two main approaches used for object detection: two-stage and one-stage
object detection.
Two-stage object detection: R-CNN [2] was the first modern neural net-
work object detector. It comprised of two stages: (Stage 1) a region pro-
posal stage that creates proposals of areas that might contain an object,
(Stage 2) for each region a second stage predicts the presence or absence
of an object and its type.

These models are typically slower than one-stage models and have
an inconsistent inference time, due to the dependency on the number of
regions proposed for each image.

Acknowledgments: This work is supported by European Structural and Investment Funds
in the FEDER component, through the Operational Competitiveness and Internationaliza-
tion Programme (COMPETE 2020) [Project nº 047264; Funding Reference: POCI-01-0247-
FEDER-047264]

Table 1: Datasets used for training purposes.
Dataset N Resolution Labels Example
KITTI ∗ 7,481 1242×375 vehicle, pedestrians

GTSDB † 600 1360×800 signs: stop, give
way, prohibited, no
overtaking, end of
no overtaking

∗ https://www.cvlibs.net/datasets/kitti/
† https://benchmark.ini.rub.de/gtsdb_news.html

One-stage object detection: YOLO [7] and SSD [6] introduced a new
family of object detection models which skip the region proposal stage
entirely, performing predictions on a single pass through the model. The
original image is split into a grid, and, for each cell, the model pre-
dicts whether an object exists, and the respective class and bounding
box. These models have been subsequently improved by such models
as FCOS [8] which do not only predict one grid, but multiple grids using
different scales to better catch objects of different sizes.

A post-processing step is still necessary because naturally the same
object may be detected by multiple cells. This is usually done using the
non-maximum suppression algorithm.

3 Proposal

This project is divided into two main modules: the neural network model,
and the Android application. In this report, we focus mostly on the model.

Datasets: Two datasets were used to train the models, as described in Ta-
ble 1. KITTI contains bounding box annotations for vehicles and pedes-
trians, while GTSDB complements the information with traffic signs an-
notations. KITTI contains a traffic sign label, but it does not differentiate
between different types of traffic signs, therefore the use of the GTSDB
dataset was required. To obtain a faster and more accurate model the class
labels “Car”, “Truck” and “Van” were merged into a singular “Vehicle”
label.

Model: The final model is illustrated in Figure 1. The output represents a
grid of the image: the score ∈ [0,1] predicts whether or not that grid space
contains an object, classes are the probabilities of the object beloning to a
given class ∈ 1, . . . ,K.

The time performance of each model, something important for mobile
deployment, is shown in Table 4. Notice that while ResNet-50 [3] has the
best performance, it was unfeasible to use as the backbone due to its high
inference time. For that reason, MobileNet-v3 small [4] as the backbone
offered the best compromise backbone between speed, size and accuracy.

For training, the Albumentations package was used to perform data

Input image

3×256×1024

Backbone Classes KITTI
K×8×32

Scores KITTI
8×32

Scores GTSDB
8×32

Classes GTSDB
5×8×32

Figure 1: Model.
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Table 2: KITTI results.
Model Accuracy Precision Recall F1-Score
MobileNet_v3_small 98.45818 97.96800 93.67720 95.77456
MobileNet_v3_large 98.61410 98.88839 93.68030 96.21391
ResNet-50 99.05568 98.94281 95.99198 97.44506

Table 3: GTSDB results.
Model Accuracy Precision Recall F1-Score
MobileNet_v3_small 99.36384 96.80851 62.75862 76.15063
MobileNet_v3_large 99.58333 94.90291 81.12033 87.47203
ResNet-50 99.84375 99.26108 91.17646 95.04716

Table 4: Mobile model comparison.
Model Avg inference

time (ms)∗
Avg FPS Size (MB)

MobileNetv3_small 130.73845 ≈ 7.6 3.6
MobileNetv3_large 502.39804 ≈ 2.0 11.4
ResNet-50 2477.47302 ≈ 0.4 89.7

∗ Measured on Xiaomi Mi A3, running Android 11

augmentation by adding random crops, flips, brightness and contrast trans-
formations to the original image. The training was performed using a
75-25 train-test split without cross-validation due to the dataset’s large
size. As loss functions we used sigmoid focal loss and cross entropy loss
for scores and classes, respectively. The Adam optimizer was used, with
default parameters for 100 epochs.

The model was developed using the objdetect framework [1] and
a Torchvision MobileNet-v3 [4], pretrained on the non-domain specific
COCO dataset [5], was used as the model backbone due to performance
constraints, even though ResNet-50 [3] proved to be more accurate. The
pretrained model decreased the model train time, compared to a non-
pretrained one. Tables 2 and 3 depict results with different model back-
bones, for both datasets.

The reason why a custom object detection pipeline, based on the
chosen framework, was used rather than pre-existing pipelines, including
ones bundled with PyTorch, is due to restrictions in TorchMobile; namely
models cannot create any sub-class other than nn.Module.

Android Application: For the voice synthesizer, American English was
used and the speech rate was reduced to 0.7, as it seemed to provide a
clearer understanding of what is being said. The message used for each
type of warning is shown in Table 5.

4 Results

The results of the analysis mentioned in the previous section are handled
by the object detection view, whose purpose is to display, when requested,
the results in a friendly and efficient way to the user. To avoid distracting
the driver, the application also comes with a Synthetic Voice system, in

Figure 2: Screenshots

Figure 3: Real-use scenario

Table 5: Voice messages.
Warning Type Message
Car “Car nearby”
Pedestrian “Pedestrian nearby”
Stop “Stop”
Give Way “Give way”
Prohibited “Prohibited way”
Prohibited Overtaking “Overtaking is prohibited”
End of overtaking prohibition “Overtaking is allowed”

which the warning messages are played to inform the driver of any cau-
tion situation. The user interface for now shows, in real-time, the position
and type of objects that are being detected by the model. It also shows the
current movement state of the device. In the future, since the user inter-
face does not provide useful information for the end user, the app could
run in the background or be integrated with existing driver assistance ap-
plications such as Google Maps. Screenshots are shown in Figure 2, while
a real use-case scenario is shown in Figure 3.

5 Conclusions

Overall the project was successful as we managed to create an Android
application capable of warning its users about nearby vehicles, pedestri-
ans and traffic signs. Unfortunately the end result was constrained by the
current state of the Torch Mobile interpreter, which limited our ability to
develop better and more interesting object detection models. This project
was as an excellent learning experience that allowed us to acquaint our-
selves with some state computer vision technology and develop crucial
skills in that same area.
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Abstract

The search on the Earth’s surface for archaeological sites is a chal-
lenging and costly task conducted by expert archaeologists. Automating
this entire process in whole or in part solves many problems associated
with manpower, cost and frequently used intervention methods. Airborne
LiDAR proved to be very effective in capturing the Earth’s surface and
since then it has been used for the detection of archaeological sites. In
this work, 136 mamoas (burial mounds) identified in the Alto Minho re-
gion in northern Portugal were used to train a YOLOv5 model. A study
was conducted to measure the ideal bounding box size in the annotations
which lead to better results. Furthermore, an inference was made across
the entire region of Arcos de Valdevez to discover possible mamoas not
yet identified by expert archaeologists. The identifications are transmitted
through geographic coordinates to pinpoint potential mamoas.

1 Introduction

The main goal of this work is to detect potential archaeological sites,
namely mamoas, using Deep Learning and provide their location to ar-
chaeologists, allowing a targeted survey rather than a sistematic one, sav-
ing time and resources. To successfully achieve this goal, this problem
was divided into several sub-problems. The first one is pre-processing
the available annotated data. Currently, there are two types of annotated
data: Digital Terrain Models (DTMs) and Local Relief Models (LRMs).
Since the provided data is not in a format ready to be used by Deep
Learning algorithms, this pre-processing step becomes imperative. The
Deep Learning algorithm used was YOLOv5. The second sub-problem
is handling the lack of annotated data using Data Augmentation tech-
niques. Currently, there are 136 annotated mamoas, which is not enough
to successfully train such data-hungry algorithms. Therefore, using Data
Augmentation techniques to increase data was the most logical solution
for this sub-problem. The third sub-problem is the object detection al-
gorithm performance. The literature in archaeology reports difficulty in
object detection algorithms due to a large number of false positives (FPs).
The challenging nature of these images combined with the difficulty of
validating each detected archaeological site through fieldwork creates the
need of handling data properly and build reliable models.

2 Related Work

The airborne LiDAR data used here was provided by CIM Alto Minho.
From the point clouds automatically classified, a 0.5-meter DTM was
interpolated from the points classified as ground. From the DTM, an
LRM was calculated to contrast the archaeological microtopographies [1].
However, there are different visualization techniques capable of improv-
ing the visibility of archaeological features, such as analytical hillshading,
elevation gradient, topographic openness, sky view factor, local domi-
nance, local relief model, red relief image map, multiscale topographic
position, and visualization for archaeological topography [2]. After ob-
taining a composite image, it is still possible to apply image processing
techniques that allow, for example, to analyze the texture and gradient
of the image as an extra layer of information in addition to the RGB in-

formation [3]. Pre-processing is essential for the efficiency of Machine
Learning and Deep Learning models, as they improve the visibility of
archaeological sites or artefacts.

Deep Learning algorithms have been increasingly used in archaeolog-
ical applications, namely in the detection of archaeological objects. The
main methods used are the Mask R-CNN [2, 4] and YOLO [5, 6]. Both
methods essentially are object detection algorithms, but the main differ-
ence between them is that Mask R-CNN segments objects by adding con-
tours, while YOLO locates objects by delimiting them with a bounding
box.

3 Methods

The visualization technique used in this work was the LRM. Since the
data covers the entire Viana do Castelo district, it is rather massive to be
directly fed into Deep Learning algorithms. Therefore, there was a need
to process this data to generate a usable dataset. Figure 1 illustrates this
process.

Figure 1: Pre-processing pipeline to obtain a dataset.

Basically, Google Earth Engine (GEE) was used to deal with the
LRMs and shapefiles provided by archaeologists. Here, the geographic
coordinates were converted to pixel coordinates, and images with a 640x640
pixel resolution were cropped from the LRMs. The shapefiles were essen-
tially points representing the centroid of each mamoa. Several bounding
boxes with different sizes centered on these points were obtained. After-
wards, several Data Augmentation techniques were used to increase the
amount of data, such as transposition, horizontal and vertical flip, RGB
shift, blur and colour jitter. This helped to tackle overfitting, a common
problem in Deep Learning approaches generally caused by lack of data.
Table 1 shows the obtained dataset.

Data Images Mamoas
Train 480 768
Test 20 40

Table 1: Dataset used in this work.

Finally, YOLOv5 (namely one of the smallest networks, YOLOv5s)
was trained for 200 epochs, with a batch size of 16 and a learning rate of
0.01. A k-fold cross-validation approach was implemented with 6 folds.
Transfer Learning was also applied to tackle overfitting by freezing the

92



backbone of a model pre-trained on the COCO dataset. Several training
steps were conducted for different bounding box sizes to discover which
size is ideal for this type of data. A model ensemble was also imple-
mented, where each model resulting from the k-fold cross-validation was
combined to further improve the results. In the end, the best-resulting
model was used to make an inference across the whole Arcos de Valde-
vez region to search for potential mamoas. This was done with a sliding
window with 100% and 50% steps.

4 Results and Discussion

Table 2 show the results for each bounding box size. It is possible
to observe from Table 2 that the model ensemble technique managed
to boost the results considerably. It is also possible to conclude that a
bounding box size of 20x20 meters (or 40x40 pixels since the scale is
0.5m/pixel) is the ideal size for this particular type of data. Figure 2 illus-
trate an inference on an image of the testing set.

K-fold CV 20x20m 25x25m 30x30m 35x35m
With model ensemble

mAP@.5 0.82 0.77 0.81 0.78
Precision 0.83 0.79 0.75 0.70

Recall 0.83 0.83 0.83 0.80
F1 0.82 0.80 0.79 0.74

True Positive 34 33 34 33
False Positive 13 16 13 16
False Negative 6 7 6 7
Without model ensemble

mAP@.5 0.78 0.78 0.79 0.77
Precision 0.85 0.82 0.82 0.79

Recall 0.72 0.76 0.78 0.73
F1 0.78 0.79 0.79 0.76

True Positive 27 29 29 28
False Positive 29 6 6 7
False Negative 11 9 10 10

Table 2: Results with and without the model ensemble.

Figure 2: Inference on an image of the testing set.

Step 100% 50%
Inferences 3837 15280

True Positive 102 424
False Positive 3735 14856
False Negative 35 122

Table 3: Results from the inference in the Arcos de Valdevez region.

From Figure 2, the green points represent the annotations on the
shapefiles, the green bounding boxes represent the annotations obtained
from those points, and the red bounding boxes represent the inferences
of YOLOv5. Using the model that was trained with 20x20m bounding
boxes, an inference on the Arcos de Valdevez region was performed with
100% and 50% steps. Table 3 shows the results. Figure 3 illustrates the
results on the GEE.

Figure 3: Identified mamoas in Arcos de Valdevez. 100% sliding window
step on the left, 50% sliding window step on the right.

As it is possible to observe, there are many FPs. This is mainly be-
cause of the circular shape of mamoas in a top-down view. This shape is
commonly mistaken by other similar natural and artificial shapes. Figure
4 illustrates some FPs that are not mamoas.

Figure 4: Roundabouts being falsely identified as mamoas.

However, just because there is a FP does not mean that it cannot be
a mamoa. There might be correct inferences that are not yet discovered
and annotated. However, due to the high amount of inferences, this is not
a reliable source of potential mamoas that archaeological experts can use.
For future work, this data will be complemented with the raw LiDAR 3D
point cloud model to reduce the FPs that result from similar 2D shapes
of a top-down view. A segmentation algorithm will also be implemented
to identify regions where these archaeological sites are likely to appear to
further reduce FPs.
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Abstract

The automatic detection of manipulated digital photos has challenged
criminal investigation. There is a wide range of techniques for detect-
ing manipulations in digital photos, supported mainly by a set of machine
learning methods. However, these techniques require substantial compu-
tational resources and make digital forensic analysis processes expensive.

This paper describes a statistical model based on Benford’s Law and
the results obtained with a dataset of 560 digital photos, of which 280
were authentic, and the remaining were manipulated. Benford’s law re-
turns the frequency with which the first digits occur on a logarithmic scale
and can be applied to any database. The method was applied to a set of
features (colours, textures) extracted from digital photos. It extracts the
first digits, that is the frequency with which they occurred in the set of
features extracted for each photo. The detection method focus on the be-
haviour with which the frequency of each digit occurred in comparison
with the frequency expected by Benford’s law.

The proposed method integrates Pearson’s and Spearman’s correla-
tions and Cramér-Von Mises (CVM) fitting model, applied to the first
digit of a number consisting of several digits, obtained by extracting dig-
ital photos features through Fast Fourier Transform (FFT) method. The
global results obtained are promising, but worst than those obtained with
machine learning techniques. An F1 value of 64.74%, with a recall of
91.19% were obtained, using the CVM model.

Keywords: Benford’s law, digital forensics, first digits law, statis-
tical coefficient correlation

1 Introduction

Cybercrime is dynamic and affects all the EU Member States. Cyber-
criminals take advantage of the sufficiently robust Internet infrastructure,
the users’ negligence in making online payments and their high exposure
about what they do online, [3]. Cybercriminals have found their way to
perpetuate illicit activities, using powerful tools such as Photoshop to ma-
nipulate multimedia content, namely digital photos, by using splice and
copy-move techniques

The motivation for crimes that include photos manipulation is diverse,
whether personal or political. Generally, revenge pornography or pae-
dophilia involving people in a more vulnerable context, [5], and blackmail
for ransom are the most prominent, leading to severe multi-level implica-
tions in people’s lives.

This paper describes the application of Benford’s Law to detect tam-
pered digital photos by splicing and copy-move techniques. The operation
of the proposed model is based on the extraction of a differentiated set of
features from the digital photos, calculated by the Fast Fourier Trans-
form (FFT) method. The proposed model requires less CPU and memory
processing, as it does not require the use of data for training, does not
require specific hardware to produce results and the possibility of creat-
ing lightweight modules that can be included in the most diverse digital
forensic tools is an asset that is worth exploring. In order to evaluate the
reliability of the results, statistical correlations have been used, such as
Pearson’s chi-square correlation coefficient, Spearman´s correlation co-
efficient and Cramer-Von Misses (CVM) goodness of fit test [6].

The paper starts with the fundamentals behind Benford’s Law opera-
tion, the proposed method and the dataset used, and ends with the results
obtained and the main conclusions.

2 Benford´s Law fundamentals

Suppose we are in the presence of an independent and identically dis-
tributed random variable, X = (X1,X2, ...,Xi), i = 1,2, ...,n, ∀n ∈ N, and
Di(X) represents the ith significant decimal digit of X .

The probability mass function that best describes Benford’s law is

given by equation P(Di(X)) = log
(

1+
1
d

)
, if d = {1,2,3, ...,9}, [1].

From the probability mass function, we can calculate the empirical
frequency of each digit appearance. In this way, the probability of the
number 1 is given by 0.301, the number 2 is given by 0.176 and so forth,
until you get the probability of d = 9.

3 Benford’s law based method

The proposed model is based on the analysis of the first digit extracted
from the characteristics of digital photos, following a line of investigation
aimed at answering the question: "If we are faced with a database con-
taining digital photos, it is possible to detect whether there are authentic
or manipulated photos and which ones? According to Benford’s law, if
there is a manipulation in the first digit, the graph will produce a curve
different from the curve produced by Benford’s law.

Figure 1 illustrates the overall architecture designed to apply Ben-
ford’s law under the context of manipulated digital photos detection. It
is based on the following three main building blocks: preprocessing, pro-
cessing and analysis of the results.

Figure 1: General architecture of the proposed method.

The preprocessing phase consists in extracting a set of n features
(that refer to colours, textures and the shape of objects and their rela-
tionship) from the photos by applying the FFT (Fast Fourier Transform)
method. The extracted data is stored in a vector of features, where the
first digit of all the obtained values is further extracted and subsequently
stored in a matrix of digits. The resulting vector is labelled (1-original;
0-manipulated). At the end of preprocessing phase, a labelled dataset is
available to apply a set of hypothesis tests based on Pearson, Spearman
and Cramer-Von Mises statistical models.

The processing phase is depicted in Figure 2 and consists of two steps.
The first step counts the first digits from the values obtained in the pre-
processing phase for each photo. The second step calculates the absolute
frequency of each digit in the instances of the dataset. Then, the relative
frequency of the values obtained in the two previous steps is calculated,
consisting of the quotient between the absolute frequency of each digit
and the sum of the total number of digits of each photo under study, allow-
ing the subsequent comparison with Benford’s law. Finally, the calculated
relative frequency is stored in a dataset, allowing the calculation of Pear-
son’s and Spearman’s correlation coefficients, and the calculation of the
Cramer-Von Mises-based goodness of fit test. For a better visual under-
standing of the data, graphs were generated from the relative frequencies
of each photo and compared with the graph produced by Benford’s Law.

The equations that allow the calculation of Pearson’s correlation and

Spearman’s correlation are r =
∑n

i=1
(
Xi−X

)(
Yi−Y

)
√

∑n
i=1 (X− x)2 ∑n

j=1
(
Y −Y

)2

and r (x,y) = 1− 6∑n
i=1 (xi− yi)

2

n3−n
where n is the length of each col-
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umn, [2]. The Crámer-Von Mises criterion is defined by

W 2 =
∫
(F∗(t)−F0(t))

2 dF0(t) where F∗(t) =
k
N

with k observations.

Figure 2: Processing stage

Figure 3 illustrates the processing performed by the hypothesis tests.
Three hypothesis tests were introduced from the relative frequencies based
on three different models: Pearson, Spearman, and Cramer-Von Misses.
Each model allowed the generation of labels related to the evaluation, in-
dicating 1 if the photo is genuine or 0 if the photo was manipulated. These
labels are stored according to the statistical model used, and compared
with the labels obtained in the preprocessing of the photos.

Figure 3: Processing performed by the hypothesis tests

The dataset used in the experimental tests comes compiles two datasets
containing both authentic and manipulated photos, including splicing to
copy-move manipulations. One of the datasets derives from Columbia
Image Splicing Dataset, having 180 fake and 180 real photos. The second
dataset comes from the Coverage Dataset, containing 100 fake and 100
real photos, for a total of 280 fake and real photos.

4 Results

The experiments analysed 280 authentic photos and 280 fake photos, for
a total of 560 photos, starting with the extraction of 200 features, then 500
and finally 1000 features for each photo, by applying the FFT method in
the pre-processing phase, and referring to colours, textures, and shapes.
The main goal of the experiment focused on the possibility of detecting
the manipulated and authentic photos present in the dataset. Tables 1,
2 and 3 contain the results obtained after extracting 200, 500 and 1000
features from the authentic and manipulated photos of the dataset.

TP TN FP FN PR RE F1 AC
200 167 179 101 113 0.6231 0.5964 0.6095 0.6179
500 168 177 103 112 0.6199 0.6000 0.6098 0.6161
1000 166 179 101 114 0.6217 0.5929 0.6069 0.6161
Mean 167 178 101 113 0.6215 0.5964 0.6087 0.6167

Table 1: Results obtained after extracting 200, 500 and 1000 features from
the photo dataset, using Pearson α = 0.001

TP TN FP FN PR RE F1 AC
200 221 75 205 59 0.5188 0.7893 0.6261 0.5286
500 218 75 205 62 0.5154 0.7786 0.6202 0.5232
1000 218 75 205 62 0.5154 0.7786 0.6202 0.5232
Mean 219 75 205 61 0.5165 0.7821 0.6221 0.525

Table 2: Results obtained after extracting 200, 500 and 1000 features from
the photo dataset, using Spearman α = 0.001

Comparing the average values obtained in the Tables 1, 2 and 3, it
is possible to verify that Pearson model produces the better accuracy,
61.67%, concerning the other models evaluated. We may observe a high
number of misclassified photos covering false positives, and false nega-
tives. In comparison, the number of samples misclassified in the Spear-
man and CVM models is low for false negatives, 61 and 25, but high

TP TN FP FN PR RE F1 AC
200 253 25 255 27 0.4980 0.9036 0.6421 0.4964
500 259 27 253 21 0.5059 0.9250 0.6540 0.5107
1000 254 28 252 26 0.5020 0.9071 0.6463 0.5036
Mean 255 27 253 25 0.5019 0.9119 0.6474 0.5035

Table 3: Results obtained after extracting 200, 500 and 1000 features from
the photo dataset, using CVM with α = 0.001

for false positives, 205 and 253; the number of samples classified as ma-
nipulated when they were real is relatively high. Comparing the results
obtained in the tables by applying unusual statistical-based methods over
conventional machine learning-based models [4], the current model is not
competitive and produces worst results. For example, in [4] the F1 score
of Support Vector Machines reaches 99.8%, considerably higher than the
best result obtained by the Benford’s Law based model.

The research was based on statistical models without training data as
with machine learning-based methods, limiting the analysis to only the
first digit of the data extracted from each photo.

A possible justification for these results being worse than those ob-
tained by learning processes may be related to how the researcher got the
photos. The extraction of the characteristics of a photo is performed from
its pixels, and a care must be taken to clearly identify the quantity and
quality of the extracted pixels. It is essential that the data can be obtained
directly from the source devices (cameras, sensors), avoiding the possi-
bility of noise (heating of a sensor, for example) that may alter the pixels
of the photo and thus affect the results of the proposed model.

5 Conclusions

The present research consisted of creating a model based on Benford’s law
that allowed a fast response in the detection of manipulated photos, which
could be an important help in criminal investigation and digital forensics.
The proposed model has the added value of not being demanding in terms
of computational resources, making the resulting digital forensic investi-
gation process less expensive.

The method based on Benford’s law was applied to a set of features
(colours, textures) extracted from digital photos, through the extraction of
the first digit. This procedure allowed using a set of unusual statistical
techniques, generating a set of results that, despite not being better than
those obtained by conventional methods, are promising. The possible
causes for a lower performance of the proposed model, when compared
with models based on machine learning, may be related to how the pho-
tos were obtained, the possibility of being faced with photos with low
resolution, or in the low sensitivity of the correlation coefficients used in
the present investigation. In this sense, it may be necessary to obtain all
the photo characteristics and apply the proposed model to the remaining
digits.
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Abstract 

The technologies behind Unmanned Aerial Vehicles (UAVs) have suffered 

exponential growth in the past decade. For that reason, many Armed Forces (AF) 

worldwide started to increase the use of these aerial systems. UAVs offer a lot of 

good features, including the capability to be mounted with a wide variety of 

equipment, their size, usability, and mainly the ability to acquire data from a 

multi-view perspective while being remotely piloted, securing the person’s safety 

when the study scene may be dangerous or inaccessible. The main goal of this 

work is to compare four techniques of feature extraction: SIFT, AKAZE, ORB 

and HAHOG. The results allowed us to conclude that a higher number of images 

is recommended but did not bring an impact in the point cloud, and a well-

planned drone trajectory with an appropriate pitch angle as an high influence in 

quality information produced. 

1 Introduction 

The development of the reconstruction of 3D models has been a 

crucial topic of research in Computer Vision and Digital 

Photogrammetry since it offers a detailed spatial distribution that two-

dimensional images cannot afford to give for the same imagery scene. 

Many approaches have been made, but the ones that stand out the most 

are those that implement Structure from Motion (SfM). Unlike 

traditional methods of soft-copy photogrammetric, there is no need for a 

priori knowledge of the camera parameters and the site location since an 

SfM algorithm is based on an input set of 2D images with a high level of 

overlapping that aims to extract and match features, followed by the 

computing of the camera motion and pose estimation [1]. A typical 

incremental SfM comprises two primary modules, the Correspondence 

Search responsible for the treatment of features, and Incremental 

Reconstruction, which aims to create the dense reconstruction based on 

the previous stage’s output [2]. 

The matching process stage has the role of identifying the 

overlapping and the corresponding projection points in a set of images. 

It has three sequential steps: feature extraction, matching, and geometric 

verification. 

In the incremental reconstruction module, images are added in a 

sequential way to the reconstruction. It is composed by four sub-

modules: initialization, where the first pair of images is chosen, the pose 

estimation, where the pose of the new image to be registered is 

computed related to previous image, triangulation, consisting of the 

estimation of a point’s 3D location when observed in multiple angles, 

and finally the bundle adjustment that optimizes and refines the 3D 

model, by minimizing the reprojection error. 

2 Methodology 

The methodology can be found in Figure 2, and it is composed by 

two main stages, the structure from motion and the point cloud handling. 

The structure from motion modules functionality has already been 

briefly explained in the previous section. The point cloud handling will 

use the point cloud obtained from the previous stage and will convert it 

into a textured reconstruction with the auxiliary of the input images.  

The main goal of this methodology is to compare four low 

computational cost techniques of feature extraction, SIFT [3], AKAZE 

[4], ORB [5] and HAHOG. In SIFT, each keypoint is obtained by doing 

a Difference-of-Gaussians search which corresponds to an 

approximation of the Laplacian of Gaussian. This approximation allows 

for higher computing efficiency. For each keypoint, the descriptor 

corresponds to a 16x16 neighbour map. AKAZE explores problems by 

doing a non-linear diffusion filtering, where its non-linear scale problem 

is solved using a Fast Explicit Diffusion. The descriptors are based on a 

Modified Local Difference Binary algorithm. ORB is a combination of 

modified Features from Accelerated Segment Test (FAST) detection 

with a direction-normalized BRIEF description method. ORB is known 

to have similar performances as SIFT while being faster in two orders of 

magnitude. As OBR usually detects features in surplus, its common to 

define a threshold, 10000 in our case. HAHOG uses a combination of a 

Hessian-Affine detector with a Histogram of Oriented Gradients 

descriptor. The detector is an affine and scale invariant. The Hessian-

Laplace detector is responsible for comparing the localization and the 

scale, while an affine adaptation process estimates the affine 

neighbourhood. 

 
Figure 1 - Proposal workflow. 

3 Results and Discussion 

Three datasets provided by Guarda Nacional Republicana are used, 

each one of them corresponds to different operational scenarios. The 

first dataset contains 108 images. It is characterized as an urban place, 

with a main road in the middle and some properties alongside it. The 

drone trajectory was made in a rectangular shape complemented with a 

“zig-zag” shape in the middle. This dataset can be viewed as a first test 

of the implementation with no added constraints. The second dataset has 

similar conditions to the first one in terms of the scene and the 

trajectory.  

The main difference is the appearance of a truck in the middle of the 

road, characterizing a region where an accident took place. In this 

dataset, only 46 shots were taken. It is purposed to compare the 

performance when there are not as many images available, which can be 

the case in many real-life scenarios due to many constraints present in a 

military operation.  

The final dataset has 72 images. It represents a rural place where 

more objects are considered mainly a road, more vegetation, cars, and 

people. The trajectory has an additional circular component added to the 

previous shapes used. This dataset aims to see its performance when 

more perspectives of views are incorporated. 

3.1  First dataset 

This dataset does not have much into it, with few houses along the 

main road with some open land. There is also no substantial terrain 

elevation, which helps with the feature extraction precedents. 

SIFT was the technique with the best performance quantitatively as 

it was able to extract the most features, 17790 per image, while HAHOG 

was the one with the most considerable percentage of matches built. 

Timewise, ORB could find its components at a much faster speed but 

lacking in the total reconstruction time, as its feature’s descriptors are 
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binary represented and can only be run by brute force in the matching 

stage. 

Three missing keys observed in all tests were, the lack of quality of 

the trees on the sides of the road, a fact which cannot be validated from 

a side perspective of the point cloud, blank regions right below the 

rooftops, and in the left and right ends of the reconstruction, which is 

reasonable because the number of images covering those places is not 

that high. 

 
Figure 2 - Two-sided view of the textured reconstruction from SIFT 

features on dataset Nº1. 

3.2  Second dataset 

As the previous test had a good number of input images, in this 

dataset, it will be cut in half. Like the previous dataset, SIFT was the 

method that extracted the most average features per images, 14200, but 

HAHOG was the one that achieved the most features built, 5531, 

meaning that it was the most efficient method of extraction. AKAZE 

was the fastest finishing the reconstruction, five minutes and fifty-one 

seconds. At the same time, ORB was the slowest, eight minutes and 

forty-two seconds, for the same reason already mentioned. 

In all point clouds of each extraction methods, it was possible to 

observe that the frontage of the house was not built since only a tiny 

percentage of the input images covered them. ORB was the worst 

reconstruction. AKAZE was the fastest one like previous dataset and 

since it only reconstructed 1785 matches and it does not seem to have 

much difference between SIFT and HAHOG, it cans be said that it was 

the most efficient technique in this case. 

 
Figure 3 - Two-sided view of the textured reconstruction from AKAZE 

features on dataset Nº2. 

3.3  Third dataset 

 

Figure 4 - Two-sided view of the textured reconstruction from SIFT 
features on dataset Nº3. 

The third dataset, contained with 72 images. The main purpose of 

this test is to evaluate how much does the efficiency change when more 

perspectives of view are added.  

SIFT was the method with the most extraction and features built, 

17790 and 8072 respectively. ORB was the slowest and the most with 

less pair of features used with only 2732 features. On the other hand, not 

accounting for ORB, it was the slowest one, 22 minutes and 5 seconds. 

As expected, ORB computing time remained high at 26 minutes and 20 

seconds, and its features detection quality remained low, as the 

percentage of matches built is also poor because of its inefficiency when 

it counters scaling problems. 

When evaluating quality of the point clouds, the borders and small 

areas under the roofs were left emptied as either few or no shots covered 

them. As for the remaining of the reconstruction, everything seems to be 

easily identified as such. Since not much difference can be seen between 

the different methods of feature extraction and AKAZE was the method 

with the fastest reconstruction, it can be said that this specific method 

was the most efficient. 

4 Conclusions 

From the previous results, it is easier to figure out that dataset nº3 

achieved the best results. Three datasets were tested under different 

conditions to evaluate the performance of the implementation. The first 

dataset had many input images with a particular trajectory, the seconds 

and the course were similar. Still, the number of shots taken was cut by 

approximately half. In the last dataset, a circular trajectory around the 

scenery was added. The results obtained allowed us to draw several 

conclusions. Firstly, as the variables tested have different importance, 

one must not entirely depend on one. Secondly, it was found that 

although a higher number of images is recommended, it did not bring an 

impacting value to the point cloud as the respective information it adds 

may not mean much if the foul shots are taken. Thirdly, the importance 

of a well-planned trajectory with a pitch angle that covers enough, either 

from the ceilings or the laterals of an object, is much more influential 

than the number of images, as it brings much more quality information 

leading to better keypoints and its descriptors. Finally, adding a geo-

reference texture to the model can give the final output touch needed for 

a more different reconstruction. 
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Abstract

The goal of forecasting is to provide accurate predictions of future events.
Forecasting is essential for supporting decision-making since accurate
forecasts can offer valuable knowledge. This work evaluated the perfor-
mance of different deep learning methods for long-term forecasts, such
as Long Short-Term Memory networks, Convolutional Neural Networks
and hybrid architectures. We tested our algorithms in a real-world sce-
nario by forecasting the values of traffic flow sensors deployed in a city.
We conclude that Convolutional Neural Networks are adequate, efficient,
robust and able to understand the seasonal patterns present in the data.

1 Introduction

Forecasts are essential for decision-making and are frequently used by
people, companies and institutions. Accurate forecasts can save resources,
time, money and lives. For instance, supermarkets can avoid the deteri-
oration of products by forecasting how many products they will sell. A
diabetic crisis can be avoided by forecasting the sugar blood levels of a
person. Farmers can optimize the fields’ watering by monitoring the soil’s
moisture and using weather conditions forecasts.

Choosing a forecasting method is not an easy task. Several aspects
should be taken into account. We should decide if we want to perform
short, medium, or long-term forecasts. Besides, we should consider com-
putational requirements. For instance, if we need our algorithm to run on
the edge, we can have CPU and memory limitations. Furthermore, we
may want an algorithm that does not need much training time. Another
important aspect is how accurate our model should be. Depending on the
context, we may tolerate or not some errors.

In this context emerged deep learning methods, namely Artificial Neu-
ral Networks (ANNs). ANNs can deal with multidimensional data and
can perceive complex relationships. Nevertheless, they require a lot of
information and computational power, and there is a lack of transparency
[1]. However, in recent years an effort has been made to solve the trans-
parency problem conducing to the Explainable Artificial Intelligence (XAI).

Recurrent Neural Networks (RNNs) were created to handle sequential
data. However, RNNs have to face the vanishing error problem that makes
it impossible for RNNs to provide long-term forecastings. To deal with
this problem, the Long Short-Term Memorys (LSTMs) networks were
proposed, a special kind of RNNs [3]. On the other hand, Convolutional
Neural Networks (CNNs) were created to deal with image classification,
image segmentation, and natural processing tasks. However, in recent
years, CNNs have proven to be suitable for forecasting [2]. While CNNs
learn by batch and can perform parallelization, LSTMs learn by sequence
and cannot parallelize.

This work evaluates Deep Learning (DL) methods for long-term fore-
casting. Complex architectures can present several disadvantages, such
as the required time to select the best hyperparameters and overfitting the
data [1]. Because of that, we decided to test network architectures with
few layers. We focused on three types of architectures: LSTM-based,
CNN-based and a hybrid network composed of LSTM and convolutional
layers.

2 Methods

2.1 Dataset Selection and Preparation

Pre-processing is an essential task, especially when working with a real-
world dataset. Our dataset contained data from several traffic flow coun-

Figure 1: Traffic flow intensity during a week.

ters deployed across a city. The sensors measured the number of vehicles
in five minutes intervals. The values of one of those sensors are repre-
sented in figure 1. As you may observe, there is high variability in data
that can hide existing patterns.

Firstly, we had to apply data validation since some sensors presented
abnormal values, and the time series generated by them was only noise.
By analyzing the location of those sensors, we could confirm that the data
generated by them was wrong and the sensor was most likely damaged.

Secondly, we performed data cleaning and transformation on the not-
damaged sensors. Data cleaning was critical since we had missing data
and outliers. Besides, we needed to apply smoothing techniques to better
interpret the existing patterns. Smoothing techniques can only be applied
if the time series is stationary. Therefore, we had to verify stationarity by
performing the Augmented Dickey-Fuller (ADF) test. We could conclude
that the series were stationary. Then we selected the Savitzky - Golay
smoothing [5] since it preserved the real behavior of the time series. We
used a window size of 41 and a polynomial order of 3. We also normalized
the data, applying a min-max scaler from -1 to 1.

After this, we performed dimensionality reduction. The selection
of the most relevant lags is an important task since traffic flow patterns
present seasonality. Since we had data in five minutes intervals, we de-
cided to forecast one week of data corresponding to 2016 steps ahead. We
selected four lags, creating four features and one target for each sensor,
and we used one month of data for training our model.

2.2 Proposed models

We developed three types of models: LSTM-based models, CNN-based
models and a hybrid model that contained both LSTM and convolutional
layers. For every kind of model, we tried different architectural combi-
nations. However, we only present the results for the best model within
its type. This is because the different architectures were essentially dif-
ferent arrangements between the layers and a different number of layers.
Note that we decided to keep a low number of layers in order to avoid
overfitting and high training time.

Typically, ANNs have three types of layers: one input layers, one or
more hidden layers, and one output layer. The input and output layers
were the same for all the networks. However, the content of the hidden
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Figure 2: Best CNN-based architectural model.

Method LSTM-based CNN-based Hybrid
RMSE 6.401 ± 0.209 5.931 ± 0.106 5.990 ± 0.033
Explained Variance 0.946 ± 0.003 0.954 ± 0.001 0.952 ± 0.001
Training Time (sec) 770.998 ± 24.151 24.132 ± 4.447 63.922 ± 5.570

Table 1: Performance comparison of the deep learning methods.

layers is different. Therefore, we tried several layers, such as LSTM,
convolution, pooling, dense, flatten, dropout, and activation.

Regarding the hyperparameters, we considered the batch size, the
number of epochs (100, 200), the number of neurons (1, 2, 4, and 8), ac-
tivation functions (sigmoid, tanh, Rectified Linear Unit (ReLU), softmax,
and linear), dropout values (0, 0.1, and 0.2), the loss function (Mean Ab-
solute Error (MAE) and Mean Squared Error (MSE)) and the optimizer
(rmsprop, and adam) used. For the CNN, we also consider the number of
filters (8, 16, 32, 64, 128, and 256), the kernel size (1, and 2) and the pool
size (2, and 4). However, the number of neurons was not configurable for
CNNs.

2.3 Evaluation metrics

We selected two evaluation metrics, the Root Mean Squared Error (RMSE)
and the explained variance, and used training time to compare the models.
Note that, the required time to make the predictions was low, similar, and
in our case, not critical. We also run ten simulations for each model.

RMSE [4] is the square root of the sum of the square of the differ-
ences between the predicted values (Ŷi) and the observed values (Yi) di-
vided by the number of elements (n), as shown in Equation 1. The RMSE
value is equal to or larger than zero. As the difference increases, the error
increases. A good model has a RMSE close to zero.

RMSE =

√
1
n

n

∑
i=1

(Yi− Ŷi)2 (1)

The explained variance measures the dispersion of the data. Var rep-
resents the variance. For a good model, the obtained value should be close
to 1.

Explained Variance = 1− Var(Y − Ŷ )
Var(Y )

(2)

3 Results and Discussion

Table 1 contains the best model results for each type of architecture. The
CNNs achieved the best results in all metrics, followed by the hybrid ar-
chitecture that achieved similar results. The LSTMs network obtained the
worst results, especially in the training time. Note that, the training time
is an important factor when choosing a model.

As we mentioned above, the content of the hidden layers was different
for each type of architecture tested. The best LSTM network had only
one LSTM layer, and dense layers with dropout. The best CNN had two
convolutional layers, three activation layers and one flatten layer. The best
hybrid model had one convolutional layer, one pooling layer, one LSTM
layer, and dense layers.

Regarding the LSTM networks, we observed significant improve-
ments by increasing the number of neurons since the RMSE decreased
by 1.547. The best LSTM models used the tanh for the activation func-
tion. The LSTM models were good at understanding the behavior of the
data. However, they failed mostly in some local maximum and minimum
values. The most negative aspect of the LSTM models was the training
time. The best LSTM model had a training time 32 times bigger than
the best overall model. We also observed that an increasing dropout ratio
leads to a decrease in training time.

The CNNs achieved the best results. The best model had eight filters,
used the ReLU as an activation function, and had a kernel size of 1. Figure

2 represents the architecture of this network. We noticed that increasing
the number of filters led to an increase in the error and an increase in the
training time. We could not draw conclusions regarding the kernel size
since it did not have a significant impact on the results.

The best hybrid network had eight filters, a kernel size of 3, a pool
size of 2, used ReLUs and linear functions and had no dropout. The
hybrid approach obtained similar results to the CNN but required 2.65
more training time due to having an LSTM layer.

4 Conclusions and Future Work

This paper evaluated different deep learning methods and tested differ-
ent architectures in forecasting tasks. The evaluation has been performed
with real-world traffic flow data that presented relevant patterns, includ-
ing seasonality. As a result, LSTMs can perform long-term forecasts but
achieve the worst performance compared to CNNs or hybrid networks.
We showed that CNNs are advantageous in providing accurate forecasts
and require a low training time.

In the future, we will work with multi-task approaches and other hy-
brid combinations, including statistical methods as well. Besides, we
would like to perform more intensive tests to evaluate different forecast-
ing methods in various types of time series, such as time series with low
seasonality and significant variability.
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Abstract 
Intrusion detection is a problem of outmost importance nowadays because cyber- 

attacks are becoming more frequent and sophisticated. One of the characteristics 

of the datasets used with machine learning methods to generate attack detection 
models is that they are strongly unbalanced. In this work we present results 

regarding the influence of two dataset balancing methods: random undersampling 
and random oversampling using the CSE-CIC-IDS2018 dataset. The results of 

the tests carried out allow the following conclusions: 1) there is an improvement 

in the results up to a certain level of random undersampling but, beyond that 
limit, the reduction of the amount of data leads to a deterioration of the results; 2) 

the effect of the random oversampling operator is almost inexistent. 

1 Introduction 

Cybersecurity is becoming increasingly important. Today, professional 
and domestic computer networks are exposed to a large number of 
malicious attacks. All this growth and evolution makes the detection and 
prevention of these threats increasingly complex and pertinent. One of 
the areas that has been preponderant in this task is machine learning. 
However, most of the existing works in this area focus on experiments 
with new classification algorithms, and the effect of data cleaning, pre-
processing and balancing operations are relegated to a secondary plan. 
This is particularly important since one of the common problems in real 
datasets, including network traffic datasets, is the lack of data balancing. 

The goal of this work is to study the effects of two opposite simple data 
balancing techniques when using machine learning methods, namely, 
random undersampling and random oversampling. For this purpose, the 
CSE-CIC-IDS-2018 dataset [1] was used, whose content simulates the 
traffic likely to be encountered in an enterprise computational network.  

2 Background 

Nowadays, most computing devices are interconnected or connected to 
the internet. Companies are very dependent on services that run on the 
cloud or that need a connection to the internet as, for example, 
invoicing, fleet control, communication, version control, remote access, 
among others. Threats are permanent and intrusion risks are high and 
with growing consequences [2]. An intrusion can be defined as 
someone’s deliberate attempt to gain access to resources of some 
computational system without authorization, affecting the system’s 
security and the existing data. Password cracking, modifying the 
configurations of a system, taking advantage of software or protocols’ 
vulnerabilities, as well as illicit traffic monitorization (sniffing), are also 
examples of intrusions [3]. 

Intrusion detection systems (IDS) are software systems that monitor 
some network or host with the goal of detecting intrusions or anomalous 
events [4]. Due to the growing number of cyber-attacks, as well as their 
sophistication and complexity, using only human crafted rules in these 
systems to identify attack events is not a viable approach anymore and 
using machine learning methods has become one of the main approaches 
to generate those rules [5]. 

As is fairly common with real datasets, network events datasets are 
naturally unbalanced. That is, the standard deviation of the number of 
instances per class is large. In the case of network events datasets, this 
happens because the most part of the traffic is normal traffic, also called 
benign traffic. Unbalanced datasets turn the learning process more 
difficult because instances belonging to underrepresented classes tend to 
be misclassified more often and these usually correspond to malign 
traffic or anomalous events. 

Although most research works focus on testing new learning 
methods [6], some works also explore dataset balancing methods, 
namely using the CSE-CIC-IDS2018 dataset, which is used in this work. 
In [7], undersampling was used to select 2 millions of benign instances 
and the SMOTE method was used to oversample WEB attack and 
Infiltration attack instances. In [8], undersampling was also used to 
select benign instances. However, these and other works do not assess 

how the amount of undersampling and/or oversampling affects the 
results and that is what we present in this work for the two most simple 
dataset balancing methods: random undersampling and random 
oversampling. Random undersampling is used to decrease the number of 
instances of an overrepresented class by randomly selecting a subset of 
instances belonging to that class. Random oversampling is used to 
increase the number of instances of an underrepresented class by 
randomly choosing and duplicating instances of that class. Both methods 
lead to a more balanced dataset. 

3 The CSE-CIC-IDS2018 dataset 

The CSE-CIC-IDS2018 dataset was built in order to mimic real 
world network traffic [1, 6, 7]. It is an evolution of the 2017 version, 
with the same 83 attributes, but with a much larger number of instances 
collected during 10 days (16.232.943 instances representing network 
events). Besides benign events, it contains events corresponding to 12 
different types of attacks: different types of brute force, SQL injection, 
infiltration, denial of service (DoS), distributed denial of service 
(DDoS), and bot attacks.  

The dataset is composed of 10 files, corresponding to the 10 days 
during which the data was generated. For computational reasons, in this 
work, we did not use the Tuesday-20-02-2018.csv file because it is very 
large (4 G. The remaining files contain 8.284.205 instances. The 
attribute corresponding to the type of traffic is the Label attribute. 

4 Dataset cleaning 

Before applying balancing methods, some cleaning operations were 
applied to the dataset: 

• Elimination of the Timestamp attribute, because all samples have a 
distinct timestamp value; 

• Replacement of -1 by 0: attributes Flow Duration, Init Fwd Win 
Byts and Init Bwd Win Byts have value -1 for some instances due 
to a non-specified problem of the CICFlowmeter software used to 
generate the data. Those values should be replaced by 0 [9]; 

• Elimination of instances with values Infinite and Nan, which 
occurs for attributes Flow Byts/s and Flow Pkts/s; 

• Elimination of attributes Bwd PSH Flags, Fwd URG Flags, Bwd 
URG Flags, CWE Flag Count, Fwd Byts/b Avg, Fwd Pkts/b Avg, 
Fwd Blk Rate Avg, Bwd Byts/b Avg, Bwd Pkts/b Avg, Bwd Blk 
Rate Avg and Protocol, which had the same value for all instances; 

• Elimination of duplicated instances (after the above operations, 
some of the remaining instances became duplicated). 

After these operations, 5.392.393 instances with 69 attributes 
remained. From these, 4.673.766 (86,7%) correspond to benign 
traffic and 636 096 (13,6%) to malicious traffic. The subset of 
malicious instances is also highly unbalanced: the most common 
attack has 198 861 and the less common one has 53 instances. 

80% of this dataset was used as a basis to build different training 
datasets and 20% was used as test dataset (which remained the same 
for all experiments). The split was done maintaining the original 
proportion of instances per class in the test set. 

5 Building training datasets 

The goal of this work consists in assessing how the level of under and 
over sampling affects the classification results. For this, we needed to 
build training sets with different levels of sampling. The general 
procedure to build training datasets consisted in varying the number of 
attack instances between the less frequent attack (FTP – Bruteforce, with 
42 instances) and the most frequent one.  

Two main experiment setups were defined. In the first one, which 
we named RU, random undersampling was used to decrease the number 
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of instances of more frequent attack classes so it matched the number of 
instances of the reference class, which, in each experiment, is the attack 
class that is used to determine the number of instances of other attack 
classes. In this setup, the number of instances of less frequent classes 
was kept the same. On the second setup, named RU+RO, besides 
reducing the number of instances of more frequent classes as above, 
random oversampling was used so that the number of instances of less 
frequent classes was increased to match the number of instances of the 
reference class. This is done so that what varies between the two setups 
is that oversampling is used in the second and not in the first one. This 
allows for a direct comparison of the results obtained with the two 
setups, particularly, the effect of random oversampling. 

For each of the two setups above, two subsetups were further used to 
define the number of instances of the benign class: In the first type, 
named as B=TotalA, training sets were built so that the number of 
instances of benign traffic (B) matched the total number of malicious 
traffic (A - Attack). In the second type, named as B=ARef, the number 
of benign instances (B) was matched with the number of instances of the 
reference attack class (Ref). 

For computational reasons, the attack class with more instances used 
as a reference was the DOS GoldenEye attack, with 33 125 instances. 
Since there are 8 attacks with 33 125 instances or less, for each of the 
four combinations of experiment setups described above (RU versus 
RU+RO and B=TotalA versus B=ARef), 8 experiments were therefore 
undertaken using different levels of under/over sampling in order to 
assess the effect they have in the results. Each experiment was repeated 
30 times and the values presented are the corresponding averages. 

Finally, the original class labels were used, which means that the 
problem to be solved is a multiclass problem. We also assume it to be a 
single label problem (each sample belongs to one class only). 

6 Results 

The experiments were undertaken using the Weka API and different 
models have been created using the IBK (K-Nearest Neighbor), 
Multilayer Perceptron and Random Forest learning algorithms. The 
main metric to assess the results was the F-Measure metric obtained 
with the test dataset. 

The results obtained with the RU setups (Figure 1) can be described as 
follows: 1) Results obtained with B=TotalA setups are better and less 
sensitive to the level of sampling; This can be due to the fact that the 
number of benign instances in these setups is much larger, which leads 
models to better classify this type of traffic; We have confirmed this by 
looking at the confusion matrixes (not shown); 2) Except for some 
cases, where there is a slight decrease when we change the reference 
class with 42 instances to the one with 44 instances, F-Measure 
increases with the number of instances of the reference class, only 
decreasing when the number of instances surpasses some threshold. 
Before proposing an explanation for these results we must clarify that 1) 
datasets corresponding to results more to the right in the chart are less 
balanced and 2) datasets corresponding to results more to the left in the 
chart are smaller. Analysing the chart from right to left, it seems that 
balancing the dataset is beneficial up to a certain point (7926, 1384, 456, 
depending on the algorithms and B=TotalA versus B=ARef setups), even 
if this implies a decrease in the number of instances of the dataset. 
However, after some point, the results get worse, which seems to 
indicate that, beyond that point, losing data (less instances) has a larger 
negative impact than possible gains coming from balancing the dataset. 

As can be seen in Figure 2, the results obtained with the RU+RO 
setups are very similar to the ones obtained with the RU setups, although 
slightly better. This seems to indicate that the influence of random 
oversampling is very low. 

7 Conclusions and future work 

Many real datasets are unbalanced regarding the class attribute and 
balancing methods are applied in an attempt to improve the results 
achieved with machine learning algorithms. This work presents results 
regarding the influence of the two simplest dataset balancing methods: 
random undersampling and random oversampling. The results of 
experiments with the CSE-CIC-IDS2018 dataset show that 
undersampling is beneficial up to some level. However, beyond this 
level, decreasing the dataset size, while increasing the balance level, 
leads to worst results. The results also show that random oversampling 
has almost no influence on the results.  

As future work, the influence of other dataset balancing methods, as 
SMOTE, will be studied, as well as setups with different number of 
classes in order to verify if the results obtained with different levels of 
undersampling/oversampling are affected by the number of classes and 
their relative unbalances. Also, experiments where only oversampling is 
used will be undertaken. Finally, other datasets will be explored. 

 

Figure 1: F-Measure obtained with the random undersampling (RU) 
experiments. The horizontal axis’ labels represent the number of 
instances of the reference classes. 

 

Figure 2: F-Measure obtained with the RU+RO experiments.  
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Abstract 

Nowadays, facial recognition has become a very important milestone in 

the field of computing and over this time it has received a lot of 

attention by researchers in the area. Facial recognition can be used in 

many areas, but the one that has been growing a lot is security. Despite 

being an intense studied topic, there are still some limitations: the fact 

that the acquisition is in non-cooperative environment is one of the main 

factors. The objective of this work is to analyze several methods of 

detection and facial recognition. It presents a study of the most 

important algorithms, and pre-processing techniques such as 

frontalization and facial alignment to compare the performance of each 

algorithms. Before processing data, an image dataset was built at the 

University of Aveiro using multi-spectral cameras. It was possible to see 

that algorithms based on deep convolutional neural networks have a 

higher precision compared to several traditional methods. A first step 

was also taken towards proposing a model of facial detection in thermal 

images, where there was an improvement of about 30% compared to the 

original model. 

Keywords: Face Detection, Recognition Algorithms, Image Processing, 

Deep Learning. 

1 Introduction 

From a facial recognition system, it is possible to verify and 

identify a person. To be able to perform facial recognition, it is 

necessary to use some electronic equipment that can capture an 

image for further processing. The most common device is a 

camera. Nowadays, there are many methods used to recognize 

people.  

Biometric methods allow fingerprint reading and voice 

recognition. Each of these methods has its advantages over the 

others, however, in relation to facial recognition, the hardware 

needed is only a camera and suitable software to carry out the 

recognition, it does not require the pose of the person once that 

an image can be taken by a surveillance camera.  This theme is 

very important these days, due to the various places in which it 

can be used. 

2 Methodology 

To be able to perform facial recognition it is necessary to 

complete several steps: image acquisition, pre-processing and 

recognition. The focus of this work is the analysis of several 

types of face detection and recognition algorithms.  

One of the main factors of this study is the scenario where 

there is an image acquisition in non-cooperative environments. It 

was carried out at the University of Aveiro, the creation of a 

dataset of face images, to simulate such images in non-

cooperative environment. These images were acquired using 

cameras provided by the Portuguese Militar Academia. A model 

of facial detection was developed in other types of images 

besides the visible, such as thermal images. Regarding the 

present work, the following procedures were carried out. 

 

 

 

 

Images acquired in the visible spectrum have a Red, Green 

and Blue (RGB) color pattern. When this image is received, it 

will be converted to grayscale. For face detection, different 

methods were used, such as Haar Cascades, Gradient Histogram 

and a CNN deep learning method.  

 

  
Figure 1- Detection and extraction of the main features of the 

face and frontalization of the face. 

 

The next step is the extraction of the several characteristic 

points of the face. It is possible to see in Figure 1 (left image) the 

most characteristic points of the face [1] with the detection 

outlined with the blue square.  

Through the characteristic points, a frontalization of the face 

present in Figure 1 (right image) is performed [2]. The main 

objective is to accommodate the rotation of the face to an angle 

of 0º, that is, a front face. 

A resizing of the detected faces is then performed, as some 

algorithms require the images to have the same dimensions, with 

a pre-defined value. 

The algorithms used for the images with frontalization and 

without frontalization were the recognition algorithm EigenFaces 

and FisherFaces. To compare several types of algorithms, 

including traditional and Deep Learning, the OpenFace algorithm 

was used. For face detection, a pre-trained face detector using 

Gradient Histogram was applied. Then, after achieving the face 

and the characteristic points, an alignment of the face was 

performed [3]. 

The main objective is through these characteristic points, to 

to apply the alignment of the face, until the coordinates of the 

two eyes remain horizontal. 

We also implemented a method to do the facial recognition in 

thermal images. To achieve this goal, a face detection model on 

thermal images were implemented using OpenCV with the Haar 

classifier. 

3 Results and Discussion 

Several images of faces at different angles of rotation and 

different spectra were acquired at the University of Aveiro (see 

figure 2). This dataset has 19 people each with 11 poses with 

angles between -90º and +90º.  
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Figure 2 – Setup for image acquisition. 

 

The cameras shown in figure 2 are: FLIR T440BX, QUEST 

Condor3 VNN-618, NIT WiDy C 640V-S. For each person and 

pose, a set of 4 pictures were taken (see figure 3). 

 

 
Figure 3 – Images of visible spectrum (top left), thermal 

image (top right), Shortwave infrared (bottom left) and Near 

infrared (bottom right). 

 

The acquired images were used for testing and training the 

algorithms. The Haar method, with a very low processing time 

(1.02s), presented the worst detection results. The Dlib CNN 

method presented 100% of the face detections, but a very high 

processing time, about 3142.79s. Regarding Gradient Histogram, 

it detected faces in about 19.76s, getting very positive detections.  

From the results of these algorithms, it became evident that 

factors such as camera and face positioning and lighting at the 

time of capture change the effectiveness of the results. The 

algorithms were also applied in thermal images, where a 

relatively low performance was achieved, due to the classifier 

were trained for images of the visible spectrum. After performing 

the training with the classifier created, the detection values 

improved from 57% to 85%.  

As for the recognition methods processing images of the 

visible spectrum, the results of the Eigenfaces and Fisherfaces 

methods were produced, with and without the frontalization of 

the face. Some empirical tests were performed by changing the 

number of training images in the database, using 80 and 200 

images, keeping 16 images as test images.  

 

 

 

The Eigenfaces recognition algorithm without frontalization 

achieved a performance of 44% and 50% (for the training dataset 

of 80 and 200 images, respectively), while the Fisherfaces 

algorithm achieved 50% and 69%, for the same two sub-datasets. 

It can be seen that the number of training images is a key 

factor for the accuracy of the algorithms. The Fisherfaces 

algorithm has a lower processing time and a lower confidence 

value than the Eigenfaces algorithm, meaning that Fisherfaces 

appropriate for the classification of faces. The same tests were 

carried out using frontal faces. The performance were lower than 

non-frontalized face due to the test images suffering many 

deformations in the image pixels. Using a deep learning method, 

the values reached values of 88%. 

4 Conclusions 

A dataset with multispectral face images was created at 

Universidade of Aveiro. Several methods for face detection and 

face recognition were implemented.  

The face detection results showed that factors such as 

brightness, camera quality and poses change the general 

performance of the implemented algorithms. The best face 

detection algorithms was the Dlib CNN neural network, 

achieving a value of 100%, but with excessively high processing 

time. The HOG algorithm, despite having a slightly lower 

precision, managed to have much lower processing time.  

Regarding the recognition methods, it was possible to see that 

traditional methods, EigenFaces and Fisherfaces, despite having 

high recognition rates, are currently not the best for a recognition 

system due to the high number of false positives.  

Appling pre-processing to images, as frontalization, makes 

classification of these algorithms even more difficult. Sudden 

changes in image pixels make it difficult to extract facial features 

and there is a decrease in classification.  

Deep Learning-based methods like Openface produce more 

efficient results, as they were trained using a large dataset and 

neural network architectures. 
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Abstract

One of the many Deep Learning (DL) applications is Autonomous Driv-
ing (AD). But to allow in-vehicle inference, DL algorithms need to be
fast and precise, while working under several hardware constraints. On
the other hand, DL models’ size and complexity have increased so much
in the last years that DL may soon become unfeasible. Therefore, effi-
cient DL is a growing concern within the DL community. Several ap-
proaches can be adopted to achieve efficient DL but Spiking Neural Net-
works (SNNs) combined with neuromorphic computing are a promising
paradigm. Nonetheless, it is still not clear if the current state-of-the-art is
suitable for real-world applications such as AD. In this work we explore a
well known SNN learning strategy for AD applications. We suggest SNNs
for classification on LiDAR data and propose a LiDAR spike-encoding
scheme. Despite SNNs usually demonstrating worse performance when
compared with conventional Artificial Neural Networks (ANNs), we here
demonstrate SNNs perform on par with conventional ANNs on LiDAR
data. Although the proposed LiDAR spike encoding scheme can still be
optimized, we argue the inherent sparseness of LiDAR point clouds is
very suitable for SNNs making them very interesting candidates for in-
vehicle efficient DL.

1 Introduction

According to the World Health Organization’s state of the road safety re-
port in 2018 [6], the number of road traffic deaths was around 1.35 million
worldwide, which corresponds to almost 3 deaths per minute. Further-
more, estimates also show that 20 to 50 million people suffer non-fatal
injuries that may cause long-term disabilities. Autonomous Driving Sys-
tems (ADS) have been pointed as a safer alternative to traditional vehi-
cles through emotionless software-based decisions. ADS are composed
of several interconnected modules that allow the system to make deci-
sions, from perception to control. Nonetheless, many of these systems
are supported by Deep Learning (DL) algorithms.

But to allow in-vehicle inference, DL algorithms need to be fast and
precise, while under several hardware constraints. Moreover, the DL field
has experienced accelerated growth in the last years which has typically
been correlated with an increase in model size and complexity. In fact,
training a single top performing model demands so many resources that,
at this rhythm, DL may soon become unfeasible [4]. Therefore, efficient
DL is a growing concern within the DL community. Several approaches
can be adopted to achieve efficient DL (e.g., model compression, knowl-
edge distillation, etc.) but Spiking Neural Networks (SNNs) combined
with neuromorphic computing are one of the most promising paradigms.
As SNNs process event-based, asynchronous, sparse, and binary spike in-
formation, they promise to be more efficient. However, despite the many
advances in this research field, with several works demonstrating perfor-
mance on par with conventional Artificial Neural Networks (ANNs), there
is still limited evaluation of SNNs suitability for real-world tasks.

In this work we assess Deep Continuous Local Learning (DECOLLE),
a well-known biologically inspired SNN supervised learning algorithm,
and resort to this strategy to train DL classification models on Light De-
tection and Ranging (LiDAR) data, a common data type in ADS. We
propose a LiDAR spike encoding scheme on the basis that as LiDAR data
is potentially sparse it is naturally suitable for SNNs. Despite SNNs usu-
ally demonstrating worse performance when compared with conventional

Acknowledgments: This work is supported by European Structural and Investment Funds
in the FEDER component, through the Operational Competitiveness and Internationaliza-
tion Programme (COMPETE 2020) [Project nº 047264; Funding Reference: POCI-01-0247-
FEDER-047264].

Figure 1: Convolutional DECOLLE architecture.

ANNs, we here demonstrate SNNs perform on par with conventional
ANNs on LiDAR data. Although the proposed LiDAR spike encoding
scheme could still be optimized, we argue SNNs are very interesting can-
didates for in-vehicle efficient DL.

2 Methodology

2.1 Deep Continuous Local Learning (DECOLLE)

In this work, we started by implementing a DECOLLE [3] strategy, in
which a local gradient algorithm is employed to train a multilayer SNN.
This algorithm tries to unify the advantages of the Backpropagation (BP)
algorithm with the benefits and biological plausibility of local learning.
The strategy is similar to feedback alignment mechanisms. To force lo-
cality, each hidden block of a multilayer network is connected to a readout
layer of non-trainable fixed random weight matrices, and a pseudo-target
is defined to compute the local error. Then, the error is backpropagated,
locally, by setting all non-local gradients to zero. For the backward pass,
and to overcome the weight transport problem, random weight matrices
are used. A three layer network was then trained with AdaMax optimizer
and smooth L1 Loss. For the pseudo-targets, a linear ramp function was
used for the first layer and sinusoidal functions of high and low frequen-
cies were used for the second and third hidden layers, respectively. In fact,
two different approaches were evaluated. First, a convolutional architec-
ture (figure 1), similar to the one proposed by the original authors of the
DECOLLE approach, was implemented consisting of three layers of alter-
nated convolutional, pooling, and spiking blocks. Second, a MultiLayer
Perceptron (MLP) DECOLLE approach was implemented, consisting of
three fully-connected spiking neuron layers.

The snnTorch package [2] was chosen to perform these experiments
due to its similarities with typical PyTorch [5] workflows. Furthermore,
this package is specifically designed for performing gradient-based learn-
ing with SNNs. Besides, the GPU-enabled training of snnTorch is also
advantageous to increase the computations’ speed.

2.2 LiDAR Spike-encoding method

Nowadays, there are several encoding methods for common computer vi-
sion benchmarks (e.g. MNIST), such as rate coding strategies resorting
to Poisson or Bernoulli encodings. These methods are able to translate
pixel intensities into a spike train frequency that can be interpreted by
SNN architectures. But the study of LiDAR data for SNN-based appli-
cations is highly limited, which implies that there is not yet a reference
spike encoding method for point clouds. In this work, we present a two-
step approach to encode LiDAR data, i.e., point clouds, to SNN-suitable
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Table 1: Comparison between the results obtained for SNN- and ANN-
based architectures with the proposed LiDAR spike-encoding scheme.

Model Category Accuracy
MLP DECOLLE SNN 45.86%
MLP ANN 48.03%
Convolutional DECOLLE SNN 57.24%
Convolutional DECOLLE ANN 59.21%
End-to-end SNN 46.05%
End-to-end ANN 57.89%

spike trains. Considering a LiDAR point cloud dataset where each data
point is represented as x, y, and z real-world coordinates, the approach is
as follows:

1. Information discretization: in this step, the yz plane is discretized
to a pre-defined number of pixels. In our case, we opted for an out-
put size of 64 x 64.

2. Intensity assignment: An intensity within the range [0,255] is
assigned to each pixel based on the following equation:

intensity =
d̄x,i− xmin

xmax− xmin
·255 (1)

Where xmax and xmin represents the maximum and minimum x co-
ordinates present in the sample, respectively, and d̄x,i represent the
mean distance to the origin, along the x axis, in the ith voxel. The
value of d̄x,i is computed as in the following equation:

d̄x,i =
∑P xp,i

Pi
(2)

With xp,i representing the x coordinate of point p in the ith pixel
and Pi the total number of points lying within that pixel position,
after discretization. This way, we obtain a 2D grayscale image to
which we can apply rate-based coding.

Given such an encoding strategy, we then applied the previously de-
scribed DECOLLE algorithm to the Sydney Urban Objects [1] point cloud
dataset, using 533 images for training and 155 for testing. Our main goals
were to assess the performance of SNN-based approaches on LiDAR data
and to compare their differences, in terms of performance, with conven-
tional ANNs.

3 Results and Discussion

We started by implementing several MLPs where we tested the impact
of the number of hidden neurons’, batch size, and optimizer on model
performance. A learning rate schedule was also adopted where an ini-
tial value of 1e-3 was decreased by a factor of 0.1 every 10 epochs. This
strategy outperformed the SNN-based MLP DECOLLE by approximately
2%. In turn, the convolutional DECOLLE approach translated to a top-
performance of 57.24% with AdaMax optimizer (no lr scheduler, lr=5e-
4), 7x7 kernel, and with only 25 time-steps per inference. These results
are comparable with the 59.21% accuracy of the conventional ANN of
approximate architecture. Finally, to assess the influence of the learning
method we implemented both an end-to-end convolutional SNN and con-
ventional ANN. In this approach, the conventional ANN model achieved
a 57.89% accuracy against 46.05% with the SNN. A summary of the
obtained results can be found in table 1.

Overall, the SNN convolutional DECOLLE achieves comparable per-
formance with the conventional ANN of approximate architecture. From
figure 2 we can see that the SNN-based convolutional DECOLLE presents
a less entropic weight distribution in all hidden layers, which we argue
may contribute to the extraction of less discriminant features and conse-
quently may result in lower performance. Nonetheless, the differences
in performance could result from the networks having different pseudo-
targets or due to spike-encoding, which due to its stochastic nature, could
lead to some small loss of input data information.

Figure 2: Hidden layer weight distributions for the SNN- (right) and
ANN-based (left) convolutional DECOLLE approaches.

4 Conclusions and Future work

Autonomous driving is a promising application of DL systems as it has
the potential to provide a safer and more comfortable alternative to tradi-
tional driving systems. However, it imposes many hardware constraints
while demanding robust and precise algorithms. Conventional ANNs
have achieved outstanding performances in many applications, but many
times at the cost of speed and computational resources. On the other hand,
SNNs could represent a shift in ANNs as they are potentially more effi-
cient, particularly if combined with neuromorphic hardware. Due to their
asynchrony and sparseness of spike trains they are naturally suitable for
event-based tasks as is the Autonomous Driving (AD) problem space. We
therefore tried to evaluate SNNs with LiDAR point clouds, a common
AD data type. We demonstrate SNNs are comparable with conventional
ANNs, although the optimum LiDAR spike encoding scheme is still to be
proposed. SNNs combined with neuromorphic computing could compete
with conventional ANNs, not only on simple datasets, but also on chal-
lenging LiDAR point clouds. Future work will require the evaluation of
the considered algorithms on a different LiDAR dataset and deeper end-
to-end SNN and conventional ANN models could be explored. Nonethe-
less, our results are promising and suggest SNNs as interesting candidates
for efficient in-vehicle inference.
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Abstract 

During the investigation of a road traffic accident, the collection of 
information is an important step. The main concerns when acquiring 
data are to gather as much information in the shortest time possible, 
whilst still allowing traffic to flow relatively unimpeded. In the last few 
years, digital 3D reconstruction of physical entities has become an 
established technique to reliably capture and analyze real-world data to 
later be transformed into 3D digital representations. Photogrammetry is 
a 3D reconstruction technique which obtains spatial information from 
photographic images. A recent application of photogrammetry uses 
drones to acquire these images. Drones can be used to quickly survey an 
area taking photos at a relatively reduced cost. This work aims to 
analyze the process of 3D reconstruction from a set of images of real 
traffic accidents acquired by drone, using commercial and other 
presently used software and algorithms. The various stages of generating 
3D products, such as point clouds and triangular meshes are studied, to 
obtain a reliable representation of the accident scenes while analyzing 
which factors and generation parameters have the greatest influence in 
the quality of the final products. 

Keywords: Photogrammetry, drone, point cloud, 3D reconstruction, 
traffic accident. 

1 Introduction 
3D reconstruction methods can be used, as opposed to 

traditional, manual techniques, to generate a reliable 3D digital 
representation of real-world data and has, in recent years, been 
applied to many fields. The typical method is to capture spatial 
information, with techniques like laser-scanning and generate 
what is called a point cloud which consists of a set of points in 
3D space which map to real structures. These point clouds can, 
then, be transformed into other 3D products, such as triangular 
meshes or Digital Elevation Models [1]. Drones have been 
recently used to capture photographic imagery of an area, which 
offer great benefits due to being light-weight, low-cost and 
highly flexible [2]. 

   Because of their ability to document a large area easily and 
quickly, there has been much research done on the use of Drones 
in many different fields, including traffic accident investigation, 
where drone photogrammetry has gradually gained much 
attention [3][4].  

   However, care must be taken when choosing the correct 
reconstruction strategy. Many factors influence the quality of the 
resulting products, from terrain characteristics to the type of 
equipment and strategies used [5]. In this work, an analysis on 
the different steps of the process of 3D reconstruction of traffic 
accidents was performed. 

 

2 Methodology 
The 3D point cloud mesh was generated from the acquired 

images using a Structure from Motion approach, implemented in 
the specialized program Agisoft Metashape 1.8.2. In this 
software, various operations are available and provides control 
over the point cloud generation process. 

After the images are loaded and their spatial orientation 
available, a correspondence between the 2D images and a 3D 
spatial representation is found. Then, main features from the 
images are extracted. In Metashape, this is done with the 
common SIFT technique, which resulted in a sparse point cloud, 
containing tie points, which represent the features and objects 
found across the images. After that, from the sparse cloud, a 
suitable area was selected to continue generation. 

Using both the cloud and the images, several dense point 
clouds were generated with different parameter combinations and 
an analysis on their differences was performed. The studied 
parameters were the resolution at which the images were 
processed and the noise reduction or depth filtering strategy. 

   For the surface reconstruction, the free software MeshLab 
2022.02 was used. This program provides numerous point cloud 
and mesh processing algorithms. 

A point cloud simplification was tested, to reduce the size of 
the input cloud, and its impact on the final quality was studied. 
Two algorithms, namely the Poisson Surface Reconstruction and 
the Ball-Pivoting Reconstruction were selected to be compared in 
the 3D reconstruction. Both have their own limitations and are 
suitable for different situations. Several models were generated 
for each algorithm, each with different generation settings, 
depending on the algorithm. After the models were generated, 
other operations were performed, to further improve the results, 
namely smoothing of the resulting surface and face reduction 
were used and analyzed. 

3 Results and Discussion 
The dataset used in this work contains two accident scenarios 

with images acquired using an Unmanned Aerial Vehicle. 
One consists of an accident in a rural environment where 

there are few elements other than the cars involved in the 
accident in a wide flat road. It contains 104 images acquired from 
different positions. 

The other consist of an accident that took place in a suburban 
area, where the road is considerably narrower, as well as the 
terrain being more irregular, with the presence of buildings and 
other vehicles. Figure 1 presents an image of these scenarios. 
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Figure 1 – Datasets used in this work. On the left, an accident occurred 
on a rural scenario. On the right, an accident occurred on an urban 

scenario. 
 

It was found that the point clouds with the highest quality and 
best representation of small details and features were those that 
used the images at the highest resolution and with a low level of 
depth filtering. However, the high resolution also severely 
increased the execution time. 

The Poisson Reconstruction was more successful in 
reproducing and keeping the detail of the scene, when compared 
to the Ball-Pivoting Algorithm. The latter was also heavily 
affected by the varying point densities of the input clouds and 
introduced many gaps. 

It was found that the face reduction post-processing operation 
was a better choice to reduce the size of the mesh than prior 
down sampling as the latter degraded the quality of the cloud and 
affected the generated mesh. The smoothing operation was not 
found to produce significant changes to the mesh. 

In photogrammetry, unlike with LiDAR, the areas of the 
physical entity that occluded usually cannot be represented in the 
point cloud. In this work, since the photos were taken from 
above, certain areas, such as the wall of the building and the 
space underneath the vehicles were omitted, as can be seen in 
Figure 2. 

 

 
 

Figure 2 - Generated Point Cloud. 
 
In Figure 3, the corresponding reconstructed triangular mesh 

is presented. Despite the large empty areas in the input cloud, the 
mesh generated with Poisson Reconstruction was not severely 
affected by it, succeeding in correcting these missing areas 
uniformly. 

 

 
 

Figure 3 - Generated triangular mesh with Poisson Reconstruction. 

4 Conclusions 
In this work, the process of 3D reconstruction was studied as 

well as which are the most important factors in a successful 
representation of spatial data. Currently used tools and 
reconstruction algorithms were tested and compared and their 
suitability was assessed for the case of drone-based 
photogrammetric reconstruction of real-world road traffic 
accidents. 

The quality of the point cloud was found to be the most 
important aspect. Although with different performance levels, 
both surface reconstruction algorithms achieved a similar quality 
in terms of overall structure and shape of the mesh. However, 
both were dependent on the input cloud and how well different 
details and structures were captured in its generation. 

To correctly represent small details and features in the final 
mesh, the point cloud should be generated at the highest 
resolution and the reconstruction algorithm should be able to 
execute efficiently on a large input cloud. 
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Abstract

In most countries, insurance against civil liability for vehicles is manda-
tory. Usually, insurance companies set vehicle insurance rates according
to static variables, such as the age of the driver, the number of years one
holds a driving license, and the driving history. These variables may not
reflect the everyday behavior of the driver on the road, thus ending up
by penalizing young good drivers. Moreover, an automatic driver style
identification has many useful applications such as fleet management or
promoting good drivers. In this paper, we follow a pay-as-you-drive ap-
proach, to devise a driver style identification strategy, based on real-time
driver behavior data. From data records with the trips from different
drivers, we build a dataset. Then, we apply unsupervised machine learn-
ing techniques that are able to identify some distinct driver styles.

1 Introduction

Nowadays, there are billions of vehicles in the entire world and in most
countries car insurance is required to drive on public roads. As reported
by the European Road Safety Observatory [2], from 2010 to 2019 there
were approximately 950.000 crashes resulting in injuries or death per year
in Europe. On the positive side, these numbers tend to decrease over the
years such that, in this period, Portugal managed to reduce the number
of road deaths by about 31%. The number of vehicles, road crashes, in-
juries, and fatalities enable business opportunities centered on the driver
behavior data.

Insurance companies usually set the insurance rates, as functions of
static variables, such as the age of the driver and the number of years one
has a driving license [4]. It would be more fair to have a pay-as-you-drive
approach for all drivers, in which one pays as how one drives and behaves
on the road. Moreover, it is ineffective to yield accurate insurance pricing
over time resulting in profit decline for insurance companies, being unfair
to drivers [3].

Transportation companies have to perform fleet management actions
over groups of vehicles and drivers, on their daily activities. In this case,
it would also be interesting for a company manager to assess information
on how the drivers behave everyday on the road. The fair insurance rate
computation, fleet management operations and (non)well-behaved driver
discovery are some examples of the practical usage of the driver style
identification approach, proposed in this paper.

1.1 Goals of this work

In this work, we devise a driver style identification system that assigns
to each driver a number/label which reflects how one drives, based on
their actual trip data records. For a set of drivers, we record the data from
different trips and using machine learning (ML) techniques [1], we profile
each driver aiming to identify the number of distinct driver styles. The key
idea is that the more risky the driver is, the more one should pay by their
insurance. On the other hand, the more conservative and well-behaved
drivers should pay less money, leading to an overall more fair system.
A company that needs to perform fleet management can also take better
planning and monetary decisions, based on the driver style assessment.

The remainder of this paper is organized as follows. In Section 2,
we describe existing approaches to identify driving styles. The proposed
approach is summarized in Section 3. The experimental evaluation is
reported in Section 4 along with some concluding remarks and directions
of future work.

2 Related work on driving styles

As stated in [9], a study concluded that there are eight different driving
styles defined as how an individual usually drives. They also found that
specific driver variables were significantly related to those driving styles.
These styles were organized into two main categories: (i) safe driving
styles; (ii) unsafe driving styles.

Recently, a conceptual framework in which driving styles are seen in
terms of driving habits established as a result of individual dispositions,
as well as social norms and cultural values, has been proposed [7]. This
framework suggests the use of a global driving style which is made up of
a set of specific driving styles.

A specific driving style refers to a behavior commonly adopted when
driving. A survey [8], reveals some of the parameters adopted by re-
searchers for profiling drivers, such as their vehicle speed, acceleration,
braking, mileage, and fuel consumption among others. These studies as-
sume that driver behavior was profiled under the naturalistic driving envi-
ronment and based on actual crash data.

3 Proposed approach

The proposed approach is based on a set of systems installed in vehicles
that acquire data about the driver’s status and the driving behavior. The
key system elements are the CardioWheel [5] (installed on the steering
wheel), the Mobileye [6] device (installed on the windshield), the dash-
cam, the Gateway, and a smartphone application do detect driver distrac-
tion. Figure 1 depicts these sensors installed on the vehicles. The data
provided by these sensors is transmitted to a Gateway, which is the cen-
tral element of the system handling data connectivity and transmission.
The dashcam is triggered by events from the Mobileye component, and
its goal is to perform a post-trip analysis on the causes of a specific event.
However, the information obtained from this camera will not be used in
the context of this paper. The data is acquired during trips, which are
defined from the moment the vehicle’s engine is activated until the mo-
ment it is deactivated. There is a grace period of 5 minutes during which
a quick turn off and back on is considered the same trip. These sensors
provide a set of data events, for each trip.

3.1 Data and driver records - events and features

We consider anonymised data from different types of vehicles used in
Portugal, Germany, Belgium, Greece, and the UK. The data acquisition
sensors depend on the transportation mode, as reported in Table 1, which
shows the data acquisition sensors according to the type of transport (Car,
Truck, Bus, and Tram). The set of possible driver generated events is:
Hands-On Detection, Drowsiness Driving Behavior Events, Mobileye Ad-
vanced Warning System, Mobileye Traffic Sign Recognition, Mobileye Car
Information, Global Navigation Satellite System (GNSS), Ignition, Mo-
bile Phone Use, Fatigue Intervention, Headway Intervention, Overtaking
Intervention, and Speeding Intervention.

Figure 1: CardioWheel on the steering wheel. Mobileye and dashcam
seen from the inside and from the outside of the vehicle.
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Table 1: Data collection sensors per transportation mode
Car Truck
Mobileye Mobileye
Wearable CardioWheel
Dash cameras Dash cameras
CardioGateway (GNSS, Inertial Sensor) CardioGateway (GNSS, Inertial Sensor)
Bus Tram
Mobileye Mobileye
CardioWheel Wearable
Dash cameras Dash cameras
CardioGateway (GNSS, Inertial Sensor) CardioGateway (GNSS, Inertial Sensor)

3.2 Building the dataset

After the analysis of the set of events, the following step is to build the
dataset. The events provided vary from trip to trip, due to the naturalis-
tic driving environment. With anonymised data regarding the driver, we
monitor the driving behavior in an unobtrusive way, without the presence
of a test supervisor. The types of data provided by the main systems that
compose the i-DREAMS project architecture, are summarized in Table 2.

Table 2: Data acquisition systems and data identifiers
System Data Identifier
Gateway Ignition
CardioWheel LOD_Event
Drowsiness Detector Drowsiness
Gateway Motion Sensor DrivingEvents
Mobileye ME_AWS
Mobileye ME_TSR
Mobileye ME_Car
GNSS Geolocation Coordinates
Driver App Distraction
Safety Tolerance Zone 1 iDreams_Fatigue
Safety Tolerance Zone 2 iDreams_Headway
Safety Tolerance Zone 3 iDreams_Overtaking
Safety Tolerance Zone 4 iDreams_Speeding

The available data was collected and the set of features was created
from them, keeping the most often used features, according to the lit-
erature. For each event, several features were extracted. Afterwards, the
dataset was organized by trips and analyzed to check information for each
feature, as well as to search for missing values. Subsequently, these values
were imputed based on typical strategies, filling with the mean, median,
or mode. However, features with missing values greater than or equal to
50% were removed. We also removed trips with duration and distance
equal to zero seconds and zero meters, respectively. As a result, we have
a dataset with n = 15002 instances and d = 53 features. After building
the dataset, we follow an unsupervised ML approach with clustering tech-
niques, since we do not have labeled trips.

4 Experimental evaluation and discussion

The implementation and the evaluation is done with code written in Python.
We have considered the well-known K-Means, density based spatial clus-
tering of applications with noise (DBSCAN), and Gaussian mixtures (GM)
clustering approaches. We applied data normalization techniques because
many clustering algorithms are based on distances, and the scaling of the
data influences the result. The algorithm should not be biased towards
features with higher magnitude.

After normalization, we used dimensionality reduction techniques
with principal component analysis (PCA) and singular value decompo-
sition (SVD). Table 3 displays the number of dimensions m obtained
with PCA and SVD, for the distance-based and duration-based normal-
ization as well as without any normalization, from the original dataset
with d = 53 features. It is clear that, without normalization, the feature
reduction was excessively high (in this case, the dataset went from d = 53
dimensions to m = 1, which is excessive). PCA and SVD attain compa-
rable results, yielding similar reduced feature spaces.

Table 3: Dimensionality reduction from d = 53 dimensional space to m-
dimensional space, by preserving 99% of the original data variance

Norm. by distance Norm. by duration None
Technique PCA SVD PCA SVD PCA SVD

m 17 17 17 18 1 1

For these clustering techniques, we try to identify the best value of K
to use through the Elbow and Silhouette methods. Our experimental re-
sults showed that K = 2 clusters was the best value, yielding clusters hold-
ing what we consider as aggressive and non-aggressive driving styles. We
have applied three standard clustering evaluation metrics, as reported in
Table 4, Table 5, and Table 6: Calinski-Harabasz (CH) score (the variance
ratio criterion), Davies-Bouldin (DB) score, and the Silhouette (S) score.

Table 4: K-Means clustering metrics
Clustering Scores Normalization by distance Normalization by duration

PCA SVD None PCA SVD None
CH ↑ 7258.9 7259.5 7162.8 4503.6 4614.7 4563.2
DB ↓ 1.1 1.1 1.1 1.1 1.3 1.3
S ↑ 0.48 0.48 0.48 0.44 0.43 0.43
Instances cluster 0 11916 11852 11852 12367 12358 12416
Instances cluster 1 3086 3150 3150 2635 2644 2586

Table 5: DBSCAN clustering metrics
Clustering Scores Normalization by distance Normalization by duration

PCA SVD None PCA SVD None
CH ↑ 2365.4 2365.6 2913.5 1844.4 1918.2 2149.8
DB ↓ 1.3 1.3 1.4 1.4 1.4 1.5
S ↑ 0.65 0.65 0.62 0.71 0.71 0.66
Instances cluster 0 452 452 680 277 293 469
Instances cluster 1 14550 14550 14322 14725 14709 14533

Table 6: Gaussian mixture clustering metrics
Clustering Scores Normalization by distance Normalization by duration

PCA SVD None PCA SVD None
CH ↑ 5602.8 5596.9 5465.7 3585.2 3575.3 3517.7
DB ↓ 1.3 1.3 1.3 1.6 1.7 1.7
S ↑ 0.38 0.38 0.37 0.36 0.36 0.35
Instances cluster 0 5287 5301 5414 10594 10581 10419
Instances cluster 1 9715 9701 9588 4408 4421 4583

The K-Means algorithm provides a better separation of the data points,
on this dataset. The normalization by distance seems to be preferable to
the normalization by duration. The number of non-aggressive driving
style drivers is higher than the drivers with an aggressive style. In future
work, we will fine tune the K-Means parameters, to check if each one of
these driving styles can be detailed into more specific styles. We also plan
to develop a dataset labeling, with the aid of the clustering output results.
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Abstract

Chest radiography is increasingly used worldwide to diagnose a series of
illnesses targeting the lungs and heart. The high amount of examinations
leads to a severe burden on radiologists, which benefit from the introduc-
tion of deep learning tools in clinical practice. In this work, a UNet-based
model was used to serve as a foundation for posterior design of medical
applications. The proposed model is capable of performing eye-tracking
data reconstruction, in the form of heatmaps, using only chest radiographs
as input. The results obtained for two datasets, EGD and REFLACX,
show that both original and reconstructed heatmaps highlight key areas
of a chest x-ray with diagnostic relevance. Further improvements in the
training process, preprocessing of the eye-tracking data and extensive col-
lection of novel data will help the tuning of the current model, and aid its
role in assisting pathology classification.

1 Introduction

Chest radiography is one of the most commonly prescribed medical ex-
aminations. It is relatively inexpensive, noninvasive, quick to perform and
uses only a small dose of radiation. It allows the diagnosis of a myriad of
conditions targeting structures like the lungs or the mediastinum. How-
ever, the high number of Chest X-Rays (CXR) performed creates a huge
burden on radiologists, which paves the way for the introduction of new
Artificial Intelligence (AI) methods capable of aiding clinical practice.

One possible way in which AI can be used is in conjunction with
Eye-Tracking Data (ETD). This type of data, if inexpensively collected
during CXR screening sessions, could provide inputs to Deep Learning
(DL) models for the automatic annotation of images, for second opinion
classifiers or for the detection of unseen findings. The reason behind the
broad range of applications is the fact that, if collected from experts, ETD
will contain important encoded information, such as pathology locations.
Nevertheless, ETD collection systems are not available in radiology de-
partments, which limits the amount of data available and halts the produc-
tion of real-time DL models.

Despite the short supply of ETD, a number of datasets exist, which
have been used in the development of different DL approaches. In Saab et
al. [4], features were extracted from the ETD and used as a second source
of supervision to assist the detection of pneumothoraces in CXR images.
In Karargyris et al. [2], ETD was used once more as a second source of
supervision, this time in the form of heatmaps (a common ETD represen-
tation), to improve the classification of pneumonia and congestive heart
failure. The results displayed in both studies showed a positive influence
with the use of ETD, which attests the utility of such data.

In this work, DL models capable of performing ETD heatmap re-
construction were used. More specifically, the goals were to first study
and characterize ETD, in order to evaluate its information content, and
secondly to take advantage of that same information to train models into
highlighting disease locations on the reconstructed heatmaps. Ultimately,
these reconstructed heatmaps may function as part of a selective attention
mechanism in pathology classification tasks.

2 Materials and Methods

2.1 Datasets

In this work two datasets were used, EGD and REFLACX. The ETD con-
tained in the datasets consists of fixation coordinates and associated time

and complementary data regarding the data collection process and im-
ages. Both datasets are not very extensive and differ in their characteris-
tics, such as number of labels, number of radiologists participating in the
study and presence of pathology masks (Table 1). EGD was used in the
first stage of this work, to select a suitable model. REFLACX presents
a more complex scenario and thus it was used to test the selected model.
The existence of pathology masks is an important feature of this dataset,
since it allowed a more complete analysis of the reconstructed heatmaps.

Table 1: Description of the datasets used.

Dataset Images Labels Radiologists Masks
EGD [2] 1,083 3 1 No
REFLACX [3] 2,616 14 5 Yes

2.2 Heatmap Generation

To train a DL model for heatmap reconstruction, first the original heatmaps
had to be generated from the ETD. To do so, Gaussian kernels were ap-
plied to 2D arrays with the same sizes as the images, which contained the
corresponding time values in the coordinates of each fixation. A number
of steps was taken prior to this point: i) the angular resolutions in the
screen space were computed, by knowing the distance between the radi-
ologist and the screen, and the screen size and resolution; ii) the angular
resolutions were converted to the image space, which varied depending on
the width and height of each image (already provided in REFLACX); iii)
fixation diameters were computed for every image, through the product
between the angular resolution and the selected angle of 5º - equivalent to
the foveal vision; iv) the standard deviations of the Gaussian kernels were
defined as being half of the diameters.

2.3 Heatmap Reconstruction

The heatmap reconstruction process was performed with UNet-based ar-
chitectures available in [1]. Different variations were tested on EGD,
which varied in terms of the encoder used (ResNet50, DenseNet121 or
EfficientNet-b0 encoders). All encoders contained pretrained ImageNet
weights and, for the EfficientNet-b0 encoder specifically, Noisy-Student
(NS) weights. A standard and untrained UNet, albeit smaller, was also
used for comparison with the pretrained models.

A cross-validation approach was used, in which both datasets were
divided into five folds. For each split, three folds were used for training,
one for validation and the other as a test set. All models were trained with
a batch size of 32, learning rate of 10−3 and with a Binary Cross-Entropy
(BCE) loss function. An early stopping strategy was used with a patience
of 10. Prior to each batch, the CXR images were submitted to multiple
transforms to augment the data and compensate for limited dataset size.

3 Results and Discussion

3.1 Eye-Tracking Data Analysis

To motivate the use of ETD, the datasets were characterized in terms
of the percentage of fixations inside the thorax and, in the case of RE-
FLACX, inside the pathology masks. In the former analysis thorax seg-
mentations or bounding boxes were used for EGD and REFLACX, re-
spectively, as provided in each dataset. This difference impacts the ob-
tained results, as observed in Figure 1. Both distributions are shifted up-
wards, but this is more prominent for REFLACX, since more fixations are
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captured by the bounding boxes when compared to the thorax segmenta-
tions. Nevertheless, both distributions reveal that, as expected, most of
the fixations are located within the thorax.

Figure 1: Distributions of fixations for both datasets regarding location.

A similar analysis was performed for the REFLACX pathology masks.
The obtained distribution is skewed towards the bottom of the plot, but it
also contains relatively large values, with a mean of approximately 21%.
This is significant, especially when considering the following: i) the role
of radiologists is to screen the entire images and not just areas where
findings are registered; ii) only the center point of each fixation was con-
sidered, i.e., the field of view of the radiologist was neglected; iii) the size
of the pathology masks is quite variable, which results in a more scattered
distribution and explains very low values. Altogether, this indicates that
ETD contains relevant information content relative to disease location.

In terms of the percentage of time spent inside the thorax or within
the masks, similar distributions were obtained for both datasets.

3.2 Heatmap Reconstruction

The results expressed in Table 2 relative to the EGD dataset clearly show
the impact of using pretrained models, which require a smaller number
of epochs to converge. Regarding the mean BCE over the five test sets,
no significant differences were obtained. However, the DenseNet121 en-
coder appears to slightly outperform the remaining encoders, and thus it
was selected for subsequent steps.

Table 2: Results obtained for the various models on the EGD dataset.

Encoder Epochs BCE
Original 55 ±16 0.478 ±0.003
ResNet50 15 ±1 0.477 ±0.005
DenseNet121 17 ±1 0.475 ±0.004
EfficientNet-b0 14 ±2 0.477 ±0.004
EfficientNet-b0 (NS) 24 ±7 0.478 ±0.006

The UNet with DenseNet121 encoder was then trained and tested
on REFLACX. To acquire a broad overview regarding the reconstruc-
tion quality, the mean intensities inside the masks and inside and outside
the bounding boxes (excluding the masks) were computed for the five
test sets, as presented in Table 3. The mean intensities are higher for the
reconstructed heatmaps (after normalization into the [0,1] range) in com-
parison to the generated ones, most likely due to the wider highlighted
areas. Nevertheless, the contrast between pathological and surrounding
areas is preserved, albeit smaller than the value obtained for the original
heatmaps.

Table 3: Mean intensities in the original and reconstructed heatmaps.

Heatmaps Mask Bounding box Outside
Original 0.44 ±0.01 0.26 ±0.01 0.06 ±0.01
Reconstructed 0.60 ±0.02 0.50 ±0.03 0.12 ±0.01

REFLACX test set examples of original and reconstructed heatmaps
are shown in Figure 2 and compared to the pathology masks. For the
leftmost example, the reconstructed heatmap presents a more pronounced
overlap with the mask when compared to the original heatmap. It also re-
veals a trend of most reconstructed heatmaps, which highlight the center
area of the CXR images since it is a common and obvious target of fixa-
tions. The middle example depicts a complex case, with multiple masks

and labels, in which the model fails to highlight every pathological region.
The rightmost case displays another instance in which the reconstructed
heatmap appears to surpass its original counterpart. However, it belongs
to a small group of examples which contain a small artefact on the top
left part of the image, possibly resolved with the application of Gaussian
smoothing prior to future use.

Figure 2: Examples of CXR images with bounding boxes, masks and
original and reconstructed heatmaps (after normalization).

4 Conclusion

The greatest promise of ETD, its practical collection without hindering
the normal workflow of radiologists, is yet to be achieved. Neverthe-
less, the work here developed extends on the usefulness of the available
data. The analysis performed reveals that ETD contains important cues
relative to anatomical/pathological areas, indicating possible uses in tho-
rax segmentation or classification tasks. Spatial and temporal processing
of the ETD might lead to better results, but the proposed model showed
good generalization capacity, even surpassing in some cases the origi-
nal heatmaps. In other examples, the model failed to achieve the desired
outcome, which can be attributed to the complexity of REFLACX, data
imbalance problems and especially to the limited dataset size. The ac-
quisition of more data will therefore be crucial for the training of more
accurate models.
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Abstract

The use of an electric vehicle (EV) as a reliable eco-friendly transporta-
tion has increased, over the past years. When choosing an EV, the vehi-
cle’s autonomy in terms of its driving range (DR) capability is a decisive
factor, since it minimizes the drivers anxiety on a trip. On a given trip,
the autonomy of the vehicle depends on many variables related to vehi-
cle itself or related with external conditions. Thus, it is difficult to have
an accurate estimation of the DR value. Machine learning (ML) tech-
niques have become a widely used approach for many problems. In this
paper, we explore the use of regression techniques, to the DR estimation
problem. On publicly available datasets, our approach is able to perform
accurate estimation of the DR, with standard metrics.

1 Introduction

The global concern on climate change has been a major focus on recent in-
ternational agreements between countries all around the world. Car man-
ufacturers are now introducing EV as the eco-friendly solution for sustain-
able transport for the future. As a consequence, EV have grown popularity
in recent years and as a result, car manufacturers have improved vehicle’s
performance [4], increased their autonomy in terms of the expected DR.
The higher autonomy values have raised interest on consumers. The EV
autonomy expressed in kilometers, denoted in this paper as eRange and
depicted in Figure 11, allows drivers to know an estimate of the remain-
ing DR for the remaining EV battery power, easing the driver anxiety for
a trip to a charging station [8]. The eRange value can be estimated as a
function of many driving data parameters, such as vehicle design, driver’s
behavior, weather, road inclination and state of charge (SoC) estimation
and its accuracy allows consumers to rely on its vehicle for longer travel
time and efficient charging plans. However, the eRange estimation is a
difficult problem because it depends on many variables, as shown in pre-
vious studies [10].

The rise in popularity of ML in a variety of fields has shown a tool
to find solutions in many problems. Due to the difficult nature of eRange
prediction, some existing works have relied on ML techniques. In this pa-
per, we compare different approaches for the eRange estimation problem
with data from publicly available datasets, allowing for reproducibility
and future research easier through an open-source Python application.

The remainder of this paper is structured as follows. Section 2 briefly
reviews the state-of-the art on eRange estimation. The proposed approach
and methodology is presented in Section 3. Finally, Section 4 reports
some experimental results and addresses the key conclusions of this work.

1https://www.autotrader.ca/editorial/20190402/
2019-jaguar-i-pace-in-a-canadian-winter/

Figure 1: An illustration of the EV eRange and state of charge concepts.

2 State of the Art

Nowadays, EV have lead to several studies concerning related topics, such
as statistical measurement of charging [1] and eRange prediction [10].
When providing a solution to the eRange prediction problem, one must
rely on existing EV driving data. To this end, some datasets are avail-
able for use with ML models, allowing to evaluate an eRange prediction
model. These datasets are composed mainly by two types of feature:
(i) time-series features, where the data points vary as a function of time;
(ii) trip-invariant features, in which a given value is kept for the entire trip.
Time-series features are usually the SoC; energy consumption; speed; ac-
celeration and elevation. The trip-invariant features refer to vehicle in-
formation such as battery capacity, average energy consumption (AEC),
full battery energy (FBE), full driving distance (FDD) also known as full
battery distance (FBD), vehicle weight, trip information such as commute
type city or highway, total energy consumption, and total distance. There
are publicly available EV trip datasets such as: (i) Vehicle Energy Dataset
(VED) [7]; (ii) Charge Car project of the CREATE Lab at Carnegie Mel-
lon University [3]; (iii) the cloud based EV dataset provided by the Na-
tional Big Data Alliance of New Energy Vehicles (NDANEV) [6].

In related work, the classic EV X project [2], proposes two eRange
estimation algorithms: the basic approach (BA) and the history-based ap-
proach (HBA). The BA performs the estimation using the vehicle’s con-
stants AEC and FBE and a real-time SoC value, yielding

eRange(AcS,AEC) =
FBE

AEC(AcS)
×SoC [km]. (1)

The HBA method is adapted to the vehicle current usage. It uses FBE,
SoC, and an instant energy consumption (IEC) is also used to compute an
adaptive value for AEC. The eRange estimate for the k minute is

eRange(k) =

⌊
FBE

∑N−1
i=0 wi×AECA(k−1)

×SoC(k)

⌋
, (2)

where N is the number of past minutes of an observation moving win-
dow and wi are the predefined weights to the moving average computation
of each minute’s adaptive AEC (AECA). Lower weights are assigned to
less recent AEC values, so the weight values are

wi ∈
{

1
2
,

1
4
,

1
8
, ...,

1
2N−1 ,

1
2N

}
. (3)

This algorithm requires three additional constant parameters: the delta
energy step (∆S), the constant AEC (AECC), as provided by the EV man-
ufacturer and the minimum instance energy. ∆S is the amount of energy
that the AECA increments or decrements, on each minute k. It is used to
compute AECA(k), at minute k, as follows

AECA(k) =





AECC, k <= N
AECA(k−1)−∆S, AECma(k)< 0
AECA(k−1)+∆S, AECma(k)> 0.

(4)

Initially, AECA is equal to the pre-configured AECC, until it is possible
to calculate the moving average with a minimum number of N samples.
AECma is the moving average of the k minute IEC values, in which every
non-zero IEC value is averaged for its calculation. The minimum instance
energy’s role is to prevent the algorithm from performing an eRange cal-
culation when the average IEC values for the current k minute are less
than a predefined threshold value. This assures that in case the vehicle
consumes negligible power, it would not cause an ∆S decrement or incre-
ment on the eRange prediction, thus preventing inaccurate eRange results.
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3 Proposed Approach

The goal of the work reported in this paper is to assess and compare
eRange prediction approaches, with ML techniques, using publicly avail-
able datasets. Figure 2 depicts the proposed approach to achieve this goal.

DatasetExistent EV  
trip datasets

Process Dataset
Features 

Machine
Learning

Expected  
eRange [km]

PredictorReal time driving 
information *

Predicted 
eRange [km]

Performance 
Evaluation

* To be implemented 

Figure 2: Proposed approach to the eRange estimation problem.

The algorithm integrates EV trip datasets for training, thus requiring
EV trips time-series with the following features: SoC, power consump-
tion, distance and speed, as well as vehicle information (AEC, FBE, and
FDD). For this reason, both VED and ChargeCar datasets [3] were cho-
sen. When configuring the algorithm’s training, different datasets can be
selected, as well as a minimum trip type and minimum driving time, as
these variables have been found to influence ML methods performance.

An implementation of the HBA eRange prediction approach was used
for training the ML algorithms; we define the target eRange value as de-
picted in Figure 2, as the one provided by the HBA method. Since this
implementation does not account for features such as speed, road inclina-
tion, traveled distance and driving patterns, ML algorithms can train from
this approach and improve on future trips, by adding these parameters.

We use the linear regression (LR) [5] and ensemble stacked general-
ization (ESG) [9] ML algorithms. ESG combines two models: the first
one, named as base-model (Level-0) encompasses decision tree (DT),
random forest (RF), and K-Nearest Neighbors (KNN) classifiers. The
second model (Level-1) is AdaBoost, combining base model predictions
to provide a single output.

The following evaluation metrics are used: mean absolute error (MAE),
mean squared error (MSE), mean absolute percentage error (MAPE),
root MSE (RMSE), and the coefficient of determination, R2. We aim to
minimize the MAE, MSE, and MAPE measures. In the case of R2, it
ranges -1 to 1, with the best possible score being 1.0. The source code
for the experiments, written in Python, supports the addition of further
datasets and ML algorithms.

4 Experimental Evaluation and Conclusions

We have considered a conventional 47 minutes trip from the VED dataset,
referring to a 2013 Nissan Leaf model. The HBA method uses ∆S = 50
W, a minimum instance energy of 2.5 kW and N = 10. The experiments
were carried out on an AMD Ryzen 9 3900X processor and the operating
system is Linux. The Python runtime is version 3.9, using Jetbrain’s Py-
charm as the integrated development environment (IDE). The time took
for training was 0.16 seconds for LR and 434 seconds for ESG.

The eRange prediction values are shown in Figure 3: the BA and
HBA [2], in blue and red, respectively; the LR approach (in purple) and
ESG (in green). The HBA shows an increase in eRange when regenerative
breaking is charging the battery and plateau sections when the minimum
instance energy is not enough to trigger a recalculation. These parts have
been smoothed by the LR algorithm, which shows a smooth evolution on
the prediction values. The LR algorithm improves on the HBA that ex-
hibits a “stair-case effect", which may cause anxiety on the driver, each
time the estimated value drops in a step. Thus, LR seems to be the best
ML approach addressed so far. On the other hand, the ESG algorithm
provides more optimistic estimates, yielding larger eRange predicted val-
ues. One possible cause for this performance may be the missing original
dataset training features such as elevation. The evaluation metrics, de-
scribed in Section 3, for these experiments, are reported in Table 1.

Figure 3: eRange predictions by BA (blue), HBA (red), LR (purple), and
ESG (green).

Table 1: ESG and LR metrics.
Approach MAE ↓ MSE ↓ MAPE ↓ RMSE ↓ R2 ↑
ESG [9] 2.69 18.12 0.06 4.26 0.54
LR [5] 2.57 9.39 0.05 3.06 0.76

The results in both Figure 3 and Table 1 show a good approximation
between the LR and ESG methods to the target HBA, with an acceptable
regression error. Thus, these results indicate that eRange prediction can be
achieved with regression ML techniques and it alleviates the need to use
the heuristic BA and HBA, and thus difficult to fine tune their parameters.
The LR approach has fast training and achieves adequate results with a
smooth varying curve on the prediction values. The ESG method needs
to be further explored and its parameters need to be fine tuned.

As future work, we plan to perform the integration of this work with
the real-time information of the EV (as depicted in Figure 2) to continu-
ously provide eRange estimations on real-time. We also plan to include
more features, such as driving patterns, battery age, weight of the driver
and passengers, and road elevation.
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Abstract 
Precancerous conditions such as intestinal metaplasia (IM) have a key role in 
gastric cancer development and can be detected during endoscopy. During upper 

gastrointestinal endoscopy (UGIE), misdiagnosis can occur due to technical and 

human factors or by the nature of the lesions. Deep learning systems show great 
potential in detecting precancerous gastric resulting in higher detection rates and 

fewer operation errors. This study aims to apply state-of-the-art deep learning 
algorithms adapted to detecting IM in UGIE images with a focus on model 

explainability and interpretability. In this work, standard models such as 

ResNet50, VGG16 and InceptionV3 were compared to more recent algorithms 
that rely on attention mechanisms, namely the Vision Transformer (ViT), trained 

in 818 UGIE images (409 normal and 409 IM). All the models were trained using 
a 5-fold cross-validation technique and for validation, an external dataset will be 

tested with 100 UGIE images (50 normal and 50 IM). In the end, explainability 

methods (Grad-CAM and attention rollout) were used for more clear and more 
interpretable results. The model which performed better was ResNet50 with a 

sensitivity of 0.75, an accuracy of 0.79, and a specificity of 0.82. The ViT model 

showed promising performance, reaching similar results compared to the 

remaining models. 

1 Introduction 
Upper gastrointestinal endoscopy (UGIE) is a medical procedure 

that is used to diagnose and treat multiple pathologies. UGIE consists of 
the introduction of an endoscope through the mouth, allowing the 
observation of the mucosa of the esophagus, stomach and duodenum, 
performing endoscopic diagnosis using visual characteristics that are 
complemented, when necessary, with biopsy and histopathological 
analysis. Regarding the stomach, endoscopy is used to detect 
premalignant conditions and to treat pre-malignant lesions and early 
neoplastic lesions. The pathogenesis of gastric cancer (GC) involves a 
series of events beginning with Helicobacter pylori-induced chronic 
inflammation (H. pylori), progressing to atrophic gastritis (AG), 
intestinal metaplasia (IM), dysplasia, and eventually GC [1]–[3]. Figure 
1 show some examples of these lesions. 

 

Figure 1. Precancerous lesions from left to right: IM, AG, H.pylori 
infection, dysplasia. 

Endoscopy is important to detect these precancerous conditions (AG 
and IM) since patients with extensive precancerous conditions indicate 
periodical endoscopic surveillance [4]. One of the aims of endoscopic 
surveillance is the detection of these types of lesions, which can lead to 
early gastric cancer. Thus, the detection of AG and IM is a key role to 
increase the chances of survival since advanced GC has a poor long-
term prognosis [4].  

This work will compare the performance of deep learning (DL) 
models which achieved better results, based on the collected studies, to 
more recent approaches that rely on self-attention mechanisms, for IM 

classification. In the end, explainability methods for the models' 
predictions will be applied to verify if correlated features of the disease 
are highlighted. For this, two research questions were formulated: 

• RQ1 - Can novel Vision Transformers (ViT) DL architectures 

outperform current DL architectures in the task of metaplasia 

detection in UGIE images? 

• RQ2 - Can explainable techniques highlight regions with 

clinical relevance and correlate to the metaplasia presence? 

2 Materials and Methods 
The workflow of this paper is illustrated in figure 2 which will be 

further explained in this section. Summarily, from the Portuguese 
Institute of Oncology (IPO) of Porto, a dataset with IM images and 
healthy gastric tissue was used. All the images suffered pre-processing 
before being split into the train, test, and validation sets to train and 
evaluate the different models. 

 

Figure 2. A pipeline of the developed work. 

The images used were resized for the respective input size of each 
model, for ResNet50, VGG16, and ViT the images were resized to 
224x224, and for InceptionV3 the images were resized to 229x229 
(according to each network input proprieties). To classify the 
endoscopic images, only were used white light imaging and narrow band 
imaging images of IM and healthy stomach tissue, with a total of 818 
samples, 409 of each class, selected from the IPO Post-Map dataset.  

Due to the small amount of data a 5-fold cross-validation (CV) was 
performed to train and evaluate the models. An external dataset, in the 
end, was used to test the robustness of each model trained in each fold. 
Each network has a different pre-processing method. In the case of 
ResNet50 and VGG16, the images are converted from RGB to BGR, 
and then each colour channel is zero-centred concerning the ImageNet  

dataset, without scaling. For inceptionV3 and ViT the input pixel values 
are scaled between -1 and 1, sample-wise. 

VGG16, InceptionV3 and ResNet50 were selected based on their 
performance in classification tasks related to the aim of this study. These 
models were compared to a more recent approach that relies on self-
attention mechanisms, called ViT, which recently emerged as an 
alternative to convolutional neural networks (CNNs). All the models 
were trained during 100 epochs, with a dropout layer of 0.3, the learning 
rate of 1e-4, Adam optimizer, binary focal loss as loss function and batch 
size of 16 with exception of ViT model which had a batch size of 8. 
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3  Results and Discussion 
Table 1 shows the average results obtained in each fold of the 5-fold 

CV validation set. Overall, the model with the best performance was the 
InceptionV3 with 0.82 (± 0.03) of accuracy, 0.82 (± 0.07) of sensitivity, 
0.80 (± 0.11) of specificity, 0.82 (± 0.04) of precision, 0.82 (± 0.04) of 
F1-Score and 0.84 (± 0.05) of area under the roc curve (AUC). The 
ResNet50 achieved very similar results, with slight changes, and all the 
models reached an AUC over 0.80. The ResNet50 achieved very similar 
results, with slight changes, and all the models reached an AUC over 
0.80. The ViT model reached similar results when compared to the 
VGG16, with 0.77 (± 0.03) of accuracy, 0.76 (± 0.07) of sensitivity, 
0.80 (± 0.06) of specificity, 0.79 (± 0.08) of precision, 0.77 (± 0.03) of 
F1-Score and 0.82 (± 0.03) of AUC. 

 

Table 1. Results for the validation set in 5-fold CV. 

Metrics ResNet50 VGG16 InceptionV3 ViT 

Accuracy 0.80 (± 0.02) 0.75 (± 0.03) 0.82 (± 0.03) 0.77 (± 0.03) 

Sensitivity 0.77 (± 0.04) 0.75 (± 0.10) 0.82 (± 0.07) 0.76 (± 0.07) 

Specificity 0.83 (± 0.04) 0.74 (± 0.15) 0.80 (± 0.11) 0.80 (± 0.06) 

Precision 0.82 (± 0.07) 0.76 (± 0.06) 0.82 (± 0.04) 0.79 (± 0.08) 

F1-Score 0.79 (± 0.03) 0.75 (± 0.05) 0.82 (± 0.04) 0.77 (± 0.03) 

AUC 0.84 (± 0.02) 0.80 (± 0.05) 0.84 (± 0.05) 0.82 (± 0.03) 

  

Finally, to evaluate the robustness of these models was presented an 
external test set to further test the performance of these models in data 
never used for validation or training (Table 2). The ResNet50 model 
reached the best results, with 0.79 (± 0.01) of accuracy, 0.75 (± 0.05) of 
sensitivity, 0.82 (± 0.04) of specificity, 0.81 (± 0.03) of precision, 0.77 
(± 0.02) of F1-Score and 0.83 (± 0.01) of AUC, followed by the 
InceptionV3, once again, with a very similar performance. The VGG16 
and the ViT model achieved comparable performances between them, 
with an AUC of 0.79 when tested with the external dataset. 

 

Table 2. Results for the external set in 5-fold CV. 

Metrics ResNet50 VGG16 InceptionV3 ViT 

Accuracy 0.79 (± 0.01) 0.76 (± 0.02) 0.77 (± 0.01) 0.75 (± 0.02) 

Sensitivity 0.75 (± 0.05) 0.76 (± 0.04) 0.78 (± 0.04) 0.66 (± 0.04) 

Specificity 0.82 (± 0.04) 0.76 (± 0.07) 0.76 (± 0.04) 0.85 (± 0.04) 

Precision 0.81 (± 0.03) 0.76 (± 0.05) 0.77 (± 0.02) 0.81 (± 0.03) 

F1-Score 0.77 (± 0.02) 0.76 (± 0.01) 0.77 (± 0.01) 0.73 (± 0.02) 

AUC 0.83 (± 0.01) 0.79 (± 0.02) 0.81 (± 0.01) 0.79 (± 0.03) 

  

The ViT proved one more time to be a reliable model with similar 
results to the VGG16. The ResNet50 has the smallest standard 
deviation, proving again the most agreement between the different folds, 
now to an external test set, reinforcing the best generalization and 
robustness of all models. As far as transformers are concerned, so far 
was not founded other studies using ViT models in the IM classification 
of UGIE images. The ViT model in this presented study proves to 
achieve similar results compared to the remaining models, even reaching 
a better performance than the VGG16 model.  

Figure 3 presents the activation maps for the different models, using 
Grad-CAMs for traditional CNNs and Attention Rollout for the ViT 
model. In most cases, the highlighted areas are common for the different 
models and reveal IM-related characteristics. For example, the different 
models focus on flat and patchy regions with irregularities and in narrow 
band imaging images bluish-white appearance of the gastric mucosa is 
highlighted as well, which is a feature of IM presence. In other cases, 
the ViT model highlight more accurate regions, more correlated and 
indicative of IM presence. For instance, in Fig. 11 mid-row images, the 
ViT model points to more important regions with more clinical 
indications of IM presence, when compared to the regions highlighted 
by the CNN models, with no presence of IM characteristics. 

 

Figure 3. Grad-CAM e attention rollout of the 5-Fold CV for the CNN 
and ViT model, respectively. All the UGIE images are IM examples. 

Regarding RQ1, the ViT models reached similar performance when 
compared to more traditional CNNs, however, did not outperform 
ResNet50 and InceptionV3 architectures. More adaptations can be 
applied for ViT performance enhancement, such as shifted patch 
tokenization or/and locality self-attention to tackle the problem of 
locality inductive bias present in ViTs. Nonetheless, regarding RQ2, the 
ViT activation maps highlight IM characteristic with more clinical 
relevance. Thus, despite not outperforming the ResNet50 and 
InceptionV3 models, the ViT architecture has promising applications in 
IM detection due to the relation process at the pixel level, understanding 
different features which are not identified by traditional CNNs. 

4 Conclusions 
This paper focuses on a comparison of existing state-of-the-art deep-

learning algorithms for  IM and normal gastric mucosa classification. 
The ViT models were tested and reached comparable results to the 
standard CNNs. For all the models were computed activation maps to 
give interpretability and explainability of the results. This is a required 
step nowadays when DL models are applied especially to the healthcare 
field to justify the algorithmic results to non-experts and highlight which 
features/attributes are strongly related to the model decision. In future 
works, adaptation in ViT models can enhance the performance of IM 
detection, especially in small datasets, by using shifted patch 
tokenization or/and locality self-attention.  
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Abstract

In recent years, the evolution of face recognition (FR) algorithms has been
pushed forward by several factors. Motivated by the unexpected elements
found in real-world scenarios, researchers have investigated and devel-
oped a number of methods for occluded face recognition (OFR). How-
ever, due to the SarS-Cov2 pandemic, masked face recognition (MFR)
research branched from OFR and became a hot and urgent research chal-
lenge. Due to time and data constraints, these models followed different
and novel approaches to handle lower face occlusions, i.e., face masks.
This paper summarizes a study focusing on the evaluation of different ap-
proaches followed for both MFR and the more general scenario of OFR.
Beyond the evaluation of state-of-the-art methods, this study aims at find-
ing links between the two conceptually similar research directions and
understand future directions for both topics. For this analysis, several
occluded and face recognition algorithms from the literature are studied.
These methods were picked accordingly to the novelty of their approach
(proven state-of-the-art results, and publicly available source code) and
were evaluated on three occluded datasets. The analysis presented, sus-
tain the interoperable deployability of MFR methods on OFR datasets,
when the occlusions are of a reasonable size. Thus, solutions proposed
for MFR can be effectively deployed for general OFR.

1 Introduction

Face recognition (FR) methods have greatly evolved over time and have
now reached performance at a human level [10]. Despite the fact that the
evaluation of these methods relies on datasets captured in the wild, this
evaluation does not address challenges such as occlusions because these
datasets are mostly composed of clear images [4]. The recent SarS-Cov2
pandemic led to the mandatory usage of facial masks, which became a fre-
quent obstruction to face images. For this particular occlusion, Damer et
al. [3] have shown that the performance degradation affects both humans
and face recognition systems.

In recent literature, researchers aimed to improve the current robust-
ness of general face recognition for masked face recognition (MFR). Thus,
knowing that masked faces are a uniform type of face occlusion, the
main question posed in this study is whether “the solutions developed
for masked face recognition enhance the performance of face recognition
for more general occlusion?”. Towards that goal, this paper presents sev-
eral contributions to both masked and occluded face recognition fields.
Validating the performance of a masked face recognition approach in oc-
cluded datasets poses two main contributions. First, since these algo-
rithms are fairly lighter than occluded face recognition methods, there is
a clear advantage regarding computational costs. Moreover, since masked
face recognition approaches leverage knowledge existent in traditional
face recognition methods, the growth of traditional face recognition datasets
might fuel a performance increase in both masked and occluded face
recognition. The main outcomes of the paper show that there is an inter-
operable deployability of MFR methods on OFR datasets. In fact, MFR
methods can be effectively deployed for general OFR and achieve reason-
able performance.

2 Methodology and Experimental Setup

In this section, the methodologies used and the experiments are briefly
presented. For further details on the experiments, datasets and evaluation
metrics used to assess the performance of the different models, please
see [8].

Methodologies: For occluded face recognition, the evaluated models
were: four distinct versions of ElasticFace [1], two versions of Focus-
Face [7], Knowledge Distillation model(KD) [5], and Embedding Un-
masking Model (EUM) [2]. For masked face recognition, besides the
previously mentioned models, FROM [9] was also evaluated. Focus-
Face1, ElasticFace2, KD3, EUM4 and FROM5 have their code publicly
available.

Experiments: Each experimental setup targets a specific dataset and
task. Each of these datasets has well-defined protocols for evaluation,
hence, the proposed experiments already benefit from them. All the ex-
perimental setups evaluate the verification performance of a plethora of
models listed in the previous paragraph.

Datasets: The dataset selected to be occluded is the Labeled Faces in
the Wild (LFW) [4] (used by Qiu et al. [9]). It originated three different
versions of the LFW. These variations differ from each other due to the
different scales of the occluder and the percentage of the face occluded.
According to the convention, we name the datasets as follows: Occ-LFW-
1.0, Occ-LFW-2.0, and Occ-LFW-3.0. The first has, on average, >18%
of the images occluded. The first and the second have >40% and >50%
of occluded area, respectively. The same random seed was used, and the
code for generating the occlusions is publicly available5.

Evaluation metrics: The evaluation of the models’ verification perfor-
mance is reported accordingly to two different widely used metrics. These
metrics report a quantitative performance value. One is the Accuracy
given by T P+T N

T P+T N+FP+FN , where TP, TN, FP and FN are true positives,
true negatives, false positives and false negatives, respectively. Since the
accuracy is somewhat lacking in scenarios where false positives are worse
than false negatives, the second metric adopted is True Accepted Rate
(TAR) under False Accepted Rate (FAR), defined as T P

T P+FN and FP
FP+T N ,

respectively.
We acknowledge the evaluation metrics in the ISO/IEC 19795-1 [6]

standard, however, to enable the comparability with previous works, we
follow the evaluation metrics defined in the utilized benchmarks.

3 Results and Discussion

The evaluation of the various models on the original LFW datasets have
shown that the majority of masked and general face recognition models
surpass the performance of FROM, which was trained for occluded face
recognition. Despite the good performance of all the methods, it is in-
teresting to note that some masked face recognition, such as FocusFace,
suffers from a higher degree of degradation than FROM on general face
recognition. Nonetheless, two methods are capable of achieving better
performance on this dataset than the one attained by FROM on the origi-
nal LFW. However, the performance discrepancy is completely removed,
and FROM becomes the best performing method when evaluated on the
Occ-LFW-3.0 dataset.

These above-mentioned results and discussion are displayed in detail
in the study [8].

To further understand how this performance degradation affects the
results in a real-world evaluation, we collected the TAR when the FAR

1https://github.com/NetoPedro/FocusFace
2https://github.com/fdbtrs/ElasticFace
3https://github.com/fdbtrs/Masked-Face-Recognition-KD
4https://github.com/fdbtrs/Self-restrained-Triplet-Loss
5https://github.com/haibo-qiu/FROM
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Table 1: Face verification TAR @ FAR = 1e− 3(%) on the LFW and its occluded versions. All the results, except for LFW, are reported for a
verification with clear references and occluded probes. Besides FROM, all the other methods were evaluated for this paper.

Type Method LFW Occ-LFW-1.0 Occ-LFW-2.0 Occ-LFW-3.0

OFR FROM [9] 98.63 96.17 76.53 70.23

ElasticFace - Arc[1] 99.67 98.43 74.67 60.43
FR ElasticFace - Arc+[1] 99.70 99.10 76.30 59.50

ElasticFace - Cos[1] 99.70 99.03 80.30 65.50
ElasticFace - Cos+[1] 99.67 98.67 78.16 62.26

FocusFace [7] 98,30 87.97 48.80 31.96
FocusFace - Pretrained [7] 99.26 95.86 62.47 45.26

MFR ElasticFace-Arc-Aug [1, 5] 99.60 98.46 78.40 59.00
KD - HG [5] 99.63 98.73 76.37 62.37
KD - LG [5] 99.60 98.76 78.13 60.10

EUM - ResNet100 [2] 99.23 98.53 75.20 60.87

was set to 1e− 3. Considering that on a real application the false accep-
tance rate must be set to a considerably low value, due to its impact on the
practicality of the system, the TAR measures how well it performs when
the threshold is selected to optimize the FAR value. Table 1 displays the
results of each of the evaluated methods. It is interesting to note that on
this specific metric the performance of a general face recognition method,
ElasticFace, surpasses both masked and occluded face recognition models
for Occ-LFW-1.0 and 2.0. The same remarkable performance is attained
by KD and EUM.

These unexpected results are enlightening in two ways. In the one
hand, they argue against the need for models specifically designed for
occluded face recognition, since these have a worse performance when
the maximum number of false positives is limited. Moreover, the extra
parameters, complexity and requirements for these models diminish their
interest. On the other hand, the success of masked face recognition mod-
els indicates a potential research direction to be followed by occluded face
recognition methods.

4 Conclusions and Future Work

We studied the interoperable deployability of two similar but still distinct
research directions: OFR and MFR, and for that aim we crafted a set of
experiments to analyse the performance of these models in the OFR and
MFR tasks. These experiments were conducted on datasets frequently
used to benchmark methods for occluded face recognition. From the set
of experiments conducted, it became clear that the performance of the
current masked face recognition models is more generalizable, robust and
uses fewer parameters[8]. This is an important finding since it shows that
building on top of the current face recognition models is a viable option
that does not increase the complexity of the solution.

The strong capabilities displayed by masked face recognition models
foreshadow the future of occluded face recognition. The former, pro-
pelled by the urgency of the pandemic, focused on increasing the robust-
ness of current models, which led to simpler, faster to train and more
robust solutions when compared to occluded face recognition. However,
these findings should not stop researchers from pursuing other research
directions within occluded face recognition. We believe that diversity in
research and a variety of research directions leads to better breakthroughs.
Nonetheless, we still provided sufficient findings to support the invest-
ment in an unexplored research direction. Hence, it is possible to con-
clude that not only masked face recognition models can be used on other
occlusions with improved results, but also present a refreshing approach
to the task of recognizing under occlusions.
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Abstract

When a model makes a wrong prediction, a typical solution is to acquire
more data related to the error – this is an expensive process known as ac-
tive learning. Our proposal combines active learning with interpretability
so that the user is able to correct such mistakes while the model is being
trained. At the end of each epoch, our training pipeline shows the user
cases of mistakes and uses interpretability to allow the user to visualize
which regions of the images are receiving the attention of the model. The
user is then able to guide the training through a regularization term in the
loss function. Overall, in low-data regimens, the proposed method re-
turned slight gains for the dataset used: 0.61 vs 0.63 loss, and 81.14% vs
78.41% for the proposal and the baseline, respectively.

1 Introduction

The performance of deep neural networks has surpassed human perfor-
mance in many cases; yet, they can fail spectacularly at surprisingly sim-
ple cases. When a neural networks makes a mistake, a popular solution is
to retrain it with more related cases. The intuition is that the model will
react better to that specific problem if we provide more examples of that
instance during training. This process is known as active learning, and
it is costly since obtaining new data is not trivial and may not guarantee
better results, as one is not entirely sure about what is causing the learning
problem.

We introduce a Human-in-the-Loop (HITL) pipeline that combines
active learning with interpretability to guide the training process. Al-
though there is no official taxonomy for interpretable ML methods, it
is common to divide them into three main groups: pre-, in-, and post-
model strategies [2]. Pre-model strategies aim to understand the data be-
fore making any machine learning model (e.g., exploratory data analysis).
In-model strategies focus on inherently interpretable algorithms through
rules or constraints [3]. Post-model strategies focus on producing expla-
nations after the training of the model. We can approach this as sensitivity
analysis, which consists of disturbing the input and observing the output
– this can be achieved by partial occlusions or by exploring the gradients.

Our proposal uses post-model explanations in order to show the user
which parts of the image are being most heavily used to produce the pre-
diction. The user interface shows rectangles around the most salient re-
gions, and the user clicks on which regions are being wrongly chosen
as relevant. For example, when predicting the brand of a car, the model
should be punished if it is looking at the sky. The user choices are inte-
grated in the loss function as penalizations.

To decide which images to show the user, our proposal uses sampling
strategies seen in active learning methods. The pipeline is illustrated in
Figure 1.

2 Proposal

To better understand the proposed workflow, we can think of the neural
network and the human as two entities that speak two completely different
languages. This way, xAI methods work as the bridge between these two
entities (i.e., a translator). From active learning and HITL, we can learn
the most effective way of mediating this communication and make it more

Acknowledgments: This work is supported by European Structural and Investment Funds
in the FEDER component, through the Operational Competitiveness and Internationaliza-
tion Programme (COMPETE 2020) [Project nº 047264; Funding Reference: POCI-01-0247-
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dação para a Ciência e a Tecnologia – within the PhD grant “2020.06434.BD”.
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Figure 1: Overview of the proposed pipeline: black lines represent the
traditional model and blue lines represent the proposal.

efficient by finding the least amount of information required to convey any
ideas in the conversation.

The pipeline is summarized in Algorithm 1 and includes the following
steps that are detailed in the following subsections:

1. Active learning sampling to find the most egregious model mis-
takes (line 3).

2. Use xAI to detect which regions of the images are being considered
by the model (line 4).

3. The user feedback is integrated into the loss function (lines 5–6).

Algorithm 1 Pseudocode of our training method.
1: function TRAIN(model, images, labels)
2: preds←model(images)
3: images← EntropySample(images)
4: saliencies← xAI(images,preds)
5: Wi, j← UserInterface(saliencies)
6: loss← CE(preds, labels)+∑i, j λWi, j

∂preds
∂ imagesi, j

7: end function

2.1 Sampling

Data sampling and querying play a crucial role in the proposed workflow.
In active learning, one may use several traditional uncertainty sampling
methods to identify the most relevant data points in a dataset. The logic
behind these sampling methods is that the data points which are hard to
classify must contain relevant information in an active learning workflow.

Several uncertainty sampling exist, such as the least confident strat-
egy, margin sampling and entropy sampling. We use the last one. Since
one of our goals is to minimize model overfitting and considering that
the solution should generalize for tasks with any number of classes, we
selected entropy sampling as the best option (x∗H ),

x∗H = argmax
x
−∑

i
Pθ (yi |x) logPθ (yi |x), (1)

where yi is the label for observation i.
We focus on the cases with high entropy values, since those are the

cases where the model is less certain of the its prediction. The top-X cases
may then be selected for user feedback.

2.2 Interpretability

DeepLIFT [3] was used as the interpretability method since it is a re-
cent approach that has gained some popularity. This xAI method de-
composes the output prediction of a neural network on a specific input
by performing backpropagation of the contributions of all neurons in the
network to every feature of the input signal (i.e., image data). It defines
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Figure 2: Example of a query when training the model on the APTOS2019
dataset. The interface displays the sampled image, its ground-truth label,
the model’s prediction, and the image index. The users can click on the
squared regions they perceive as less relevant for the classification task.
After finishing their selection, the users can submit it and close the image.

importance as a function of differences from a reference state, where the
reference is chosen based on the problem at hand. The main advantage
over gradient-based methods is that DeepLIFT computes the importance
signal even when the gradient is zero and avoids artifacts caused by gra-
dient discontinuities. The DeepLIFT method computes the scores using
backpropagation with a single backward pass after obtaining a prediction.
There are currently three versions of DeepLIFT: Rescale at all nonlinear-
ities (DeepLIFT-Rescale), RevealCancel at all nonlinearities (DeepLIFT-
RevealCancel), and Rescale at convolutional layers with RevealCancel at
the fully connected layer (DeepLIFT-fc-RC-conv-RS). These algorithms
differ in how they assign contribution scores, i.e., the separation of pos-
itive and negative contributions. In this work, DeepLIFT-Rescale was
used, as implemented by the Captum package.

2.3 User Feedback

After selecting the most relevant samples, it is necessary to show informa-
tion to the annotator in a human-understandable manner. Simply showing
the DeepLIFT saliency map to the annotator may be too cryptic, and over-
laying them on top of the original can damage the perception of the image.
To overcome these visualization issues, rectangles over the regions with
higher attribution scores are identified by dividing the saliency map in a
grid (see Figure 2 for an example).

Besides, to allow for a more informed decision, our interface also
shows the ground-truth label of the image, the model’s prediction, and the
image index.

The human feedback requires the following steps:

1. The annotator must select which of the presented regions the model
should disregard by clicking the square.

2. When clicked, the rectangle is highlighted, and a second time can
deselect it.

3. After selecting all the desired squares, the user can close the image.
We store this information in the form of a weight tensor wi, j ∈
{0,1} related to the locations of the selected pixels i, j. This tensor
is 1 for the pixels chosen by the user and 0 otherwise.

To backpropagate the errors identified by the user, we penalize the
selected pixels (that is, where wi, j is 1). A regularization term is added to
the loss function that penalizes the model if the pixels are being used to
produce the model output. That is, the derivative of the output relative to
the input ( ∂ ŷ

∂xi, j
) should be zero for those cases. The final loss is

L(ŷ,y) = CE(ŷ,y)+λ ∑
i, j

Wi, j

(
∂ ŷ

∂xi, j

)2
, (2)

where λ is a hyper-parameter weighting the new loss term.

3 Experiments

Dataset: APTOS2019, which is a Diabetic Retinopathy dataset[1] origi-
nates from a competition held on Kaggle, where participants were tasked
with automatizing the identifying of different stages of diabetic retinopa-
thy, to detect indications of blindness. It has 3,600 observations and 5
classes.

(a) Correct prediction with
unclear attributions.

(b) Darkness hiding impor-
tant features. (c) Possibly wrong label.

Figure 3: Showcase of the different problems encountered when annotat-
ing query images while training the HITL approach on the APTOS2019
dataset.

Model architecture: After preliminary experiments, EfficientNet [4] was
used as the model’s architecture. EfficientNet is built by taking other pre-
viously developed convolutional neural networks and scaling appropri-
ately concerning the network input. This scaling is performed uniformly
in the depth, width, and resolution dimensions, using a compound coeffi-
cient. We initialized this model with the weights from the training on the
ImageNet database. Data augmentation performed: vertical and horizon-
tal flipping, 10% cropping, free 360º rotation, and 10% color brightness.
We resized all images to 224×224.

4 Results

The performance of the proposed pipeline relates to the prediction accu-
racy and the minimum loss value achieved by the model. The test scenar-
ios use only a percentage of the dataset so that the impact of the method
is visible. Furthermore, models trained with the HITL approach are con-
trasted with models trained with fully automated methods.

Results are shown in Table 1. Experiments were performed on a sub-
set of the data (10%) so that results are more noticeable. The relative gains
are around 3-4%, with an absolute loss reduction of 2% and an accuracy
gain of 2.7%.

Using the method while training with 100% of the dataset did not
yield any relevant results, as the performance was similar to automated
training. Interestingly, some problems with the dataset itself were identi-
fied while using this method, as illustrated in Figure 3.

Table 1: Results.
APTOS2019 Accuracy Min Loss
Baseline 78.41 0.63
HITL 81.14 0.61

5 Conclusion

We propose a HITL framework that captures and summarizes a neural
network’s focus, then displays it along with other additional information
so that the user may guide the training of the neural network.

Experiments were performed in the datasets show significant, with
a loss reduction – from 0.63 to 0.61 – and accuracy gain – 78.41% to
81.14%.
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Abstract

Dialog act (DA) classification is generally done on spontaneous utter-
ances of dialog, and this paper aims to understand whether generaliza-
tion through its annotations leads to improvements in DA classification.
For this, Natural Language Processing (NLP) tasks were explored, such
as, Part-of-Speech (PoS) Tagging, Named Entity Recognition (NER) and
coreference resolution in the context of dialog. These tasks were imple-
mented using the spaCy library and their output can be used as resources
for the DA classification. Two datasets were used for these experiments:
CamRest676 and Mastodon, presenting interesting insights into the pos-
sibility of using NLP in DA classification.

1 Introduction

Dialog act classification (DAC) is the task of classifying an utterance with
respect to the function it serves in a dialog, i.e. the act the speaker is
performing. Dialog acts are a type of speech acts [4].

Classification of dialog acts is not normally done on generalized di-
alogs, that is, on information that represents a class of DA. This article
presents three techniques that extract information that allow the creation
of a model that generalizes and allows improving the DA classification.

Hence, the main objective of this work is to understand if this gener-
alization, using NLP tasks, can improve DA classification. For this, tasks
of an NLP tool, spaCy 1, applied to dialogs were explored. Additionally,
relationship extraction was carried out, as well as other lower-level NLP
tasks that can be useful for text analysis, for example extracting keywords,
entities and dialog relationships. The best results for DA classification
depending on the application of these approaches are reported. These
tasks were applied to dialogs from two corpora namely CamRest676 and
Mastodon. To the best of our knowledge, none of these NLP tasks has
been applied in DA classification.

2 Proposed Approach

The tasks of PoS Tagging, NER and Coreference Resolution were applied
in the classification of DAs, in order to understand if they have an impact
on it. We use spaCy v3.2 (February 2022).

2.1 NLP Tools and Corpora

NLP toolkits cover a set of tasks, starting with the traditional pipeline,
e.g., tokenization, PoS tagging, NER and other types of chunking. For
this, spaCy was used, which is a Python NLP toolkit that aims at perfor-
mance over time and includes several pipelines for different languages.

A selection was made from several currently available dialog corpora,
evaluating various aspects such as speakers, size, languages, collection,
annotations and domains [3]. Two datasets publicly available in conver-
sational textual formats were used for these experiments, namely Cam-
Rest676 [5] and Mastodon [1]. CamRest676 has task-oriented dialogs be-
tween a user, asking for restaurants with specific attributes, and an assis-
tant that attempts to respond to the user’s requests. We used CamRest676
already split into train, validation, and test, with 406, 135, and 135 dialogs
respectively, giving a total of 676 dialogs, as the name implies. Mastodon

1https://spacy.io/

is an open domain conversation dataset with social network conversations,
and is similar to Twitter in terms of content and usage. Mastodon consists
of 592 dialogs: 303 for testing and 289 for training.

2.2 Part-of-Speech Tagging

One of the explored tasks in preprocessing and text analysis was PoS
Tagging, because some PoS tend to be more relevant than others, and PoS
tagging may help to generalize utterances. Table 1 shows the result of
applying PoS Tagging to a CamRest utterance, where PoS corresponds to
the simple universal PoS tags, while the Tag is more detailed.

Word PoS Tag Definition
There PRON EX existential there
are VERB VBP verb, non-3rd person singular present
several ADJ JJ adjective, other noun-modifier
restaurants NOUN NNS noun, plural

Table 1: PoS Tagging - CamRest676

In this work, PoS Tagging was applied using only the verb phrase,
made up of main verbs, auxiliary verbs and objects, in order to understand
its influence on DA classification.

2.3 Named Entity Recognition (NER)

NER aims to identify and classify key information in text. More precisely,
it delimits mentions of entities and classifies them accordingly. Like PoS
Tagging, it is also useful for generalizing statements and allows under-
standing text data and probably obtaining more accurate results.

Figure 1 illustrates the application of the spaCy English NER module
to CamRest676 assertions, where we can see that words are divided and
classified according to their category, which can be a place, person, orga-
nization, time, object, or geographic entity. It is important to identify and
classify the entities so that the model that will work on the data can easily
understand the text data.

Figure 1: Viewing NER - CamRest676

2.4 Coreference Resolution

One challenge in NLP is that different names might be used for the same
entity (e.g., Artificial Intelligence and AI) and, in some cases, pronouns
are used (e.g., The Professor gave us a task. He was not happy.). Different
expressions that refer to the same entity are known as coreferences. Thus,
coreference resolution is the task of finding and handling such expressions
and it is an important step for several higher-level NLP tasks that involve
natural language understanding, such as document summarization, ques-
tion answering and dialog analysis.

121



The standard spaCy pipeline does not provide this task, but a module,
neuralcoref, can be installed for coreference resolution.

2.5 Application to Dialog Act Classification

We have shown what we can get from a dialog when applying different
NLP tasks. Extracted information can be used as features for describing
groups of related utterances, later useful for discovering dialog flows.

A possible abstract representation of such flows are sequences of
DAs. Each utterance in a dialog is a kind of action performed by the
speaker, and the DA labels this action (e.g., inform, request, etc.).

DA Classification is the task of automatically classifying the DA of
an utterance. Therefore, we did DA Classification, in both datasets, us-
ing traditional machine learning approaches. To see if DA Classification
can take any advantage of the tasks above, the impact they can have on
the preprocessing and classification phase was analyzed. For Mastodon
the 8 original classes of DAs were used (Inform, suggestion, question,
greetings, request, thanking, exclamation, and other). The original Cam-
Rest676 dataset is specified with domain information which results in 16
classes of DAs (e.g. inform-food, inform-name, inform-area, etc). We
experimented with the 16 classes and with only four, that is, CamRest676
was used with the utterance labeled with one or more than three possible
DAs (Inform, Request, Nooffer or None - if the utterance does not corre-
spond to the DAs). As the conclusions were similar, we focused only on
the results for the four DAs.

Two different classifiers were tested for classifying the utterances,
namely: a Support Vector Classifier (SVC) and a Random Forest classi-
fier (RF). For both, we adopted a One-vs-the-Rest (OvR) strategy. The
classifiers were trained in the utterances of the train (and validation for
CamRest676) portions and evaluated in the test portion.

Frequent word vectors will not be sparse, though the word may not
be important. Rare words seem to be very sparse, hence less important.
To tackle these problems, we analyzed DAC with the utterances repre-
sented with TF-IDF (Term Frequency-Inverse Document Frequency) vec-
tors, with max-df = 0.8, ignores terms that appear in more than 80% of
the documents; min-df = 5, ignores terms that appear in less than 5 docu-
ments.

In order to analyze the PoS Tagging (considering verbs), NER and
Coreference Resolution impact, we created five versions of dataset namely:

• Original data (Original) - CamRest676 [5] and Mastodon [1]. Num-
ber of features for CamRest676 - 506; for Mastodon - 672;

• PoS Tagging identifying the verb phrase (Verb phrase). Number of
features for CamRest676 - 188; for Mastodon - 274;

• Named Entities replaced by their category (NER). Number of fea-
tures for CamRest676 - 386; for Mastodon - 641;

• Pronouns replaced by their referring expression (CR). Number of
features for CamRest676 - 505; for Mastodon - 669;

• Named Entities replaced by their category and pronouns replaced
by their referring expression (NER+CR). Number of features for
CamRest676 - 413; for Mastodon - 639.

3 Results and Discussion

Tables 2 and 3 show the results of DA Classification, respectively in Cam-
Rest and in Mastodon.

Three distinct metrics were calculated, namely: Precision (P) - the
proportion of positives that is actually correct; Recall (R) - the proportion
of actual positives that were identified correctly and F1-Score (F1) - the
harmonic mean of precision and recall. We also analyzed two averages for
better understanding the global results: the micro-average, which consid-
ers the classes as a whole, better reflecting the statistics of smaller classes;
and the macro-average, which considers each class individually [2].

Original W/ verb phrase NER CR NER+CR
DA P R F1 P R F1 P R F1 P R F1 P R F1

Inform 0.95 0.98 0.96 0.97 0.98 0.97 0.96 0.98 0.97 0.95 0.97 0.96 0.95 0.97 0.96
S Request 0.95 0.92 0.93 0.96 0.92 0.94 0.95 0.92 0.94 0.95 0.90 0.93 0.93 0.89 0.91
V Nooffer 0.95 0.82 0.88 0.99 0.86 0.92 0.94 0.84 0.89 0.95 0.80 0.87 0.97 0.86 0.91
C None 1.00 0.91 0.95 0.99 0.95 0.96 1.00 0.92 0.96 1.00 0.91 0.95 0.98 0.91 0.95

Micro-avg 0.96 0.94 0.95 0.97 0.95 0.96 0.97 0.94 0.95 0.96 0.93 0.95 0.95 0.93 0.94
Macro-avg 0.96 0.90 0.93 0.98 0.92 0.95 0.96 0.92 0.95 0.96 0.90 0.93 0.93 0.94 0.93

Inform 0.94 0.97 0.95 0.95 0.97 0.96 0.95 0.97 0.96 0.94 0.97 0.95 0.95 0.97 0.96
Request 0.94 0.88 0.91 0.95 0.92 0.93 0.94 0.88 0.91 0.93 0.88 0.90 0.94 0.86 0.90

R Nooffer 0.97 0.67 0.79 1.00 0.75 0.85 0.98 0.71 0.82 0.97 0.63 0.76 0.98 0.65 0.78
F None 0.99 0.91 0.95 0.98 0.93 0.96 0.99 0.93 0.96 0.99 0.91 0.95 0.99 0.92 0.95

Micro-avg 0.95 0.92 0.94 0.96 0.94 0.95 0.96 0.93 0.94 0.95 0.92 0.94 0.96 0.92 0.94
Macro-avg 0.96 0.86 0.90 0.97 0.89 0.93 0.97 0.87 0.91 0.95 0.92 0.95 0.96 0.85 0.90

Table 2: DA Classification with SVC and RF on CamRest676 dataset

Original W/ verb phrase NER CR NER+CR
DA P R F1 P R F1 P R F1 P R F1 P R F1

Inform 0.77 0.97 0.86 0.77 0.97 0.86 0.77 0.97 0.86 0.77 0.97 0.86 0.77 0.97 0.86
Suggestion 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

Question 0.83 0.21 0.34 0.74 0.27 0.40 0.80 0.18 0.30 0.82 0.20 0.32 0.78 0.17 0.28
S Greetings 0.80 0.47 0.59 0.73 0.47 0.57 0.90 0.53 0.67 0.80 0.47 0.59 0.80 0.47 0.59
V Thanking 1.00 0.81 0.90 0.93 0.88 0.90 1.00 0.88 0.93 1.00 0.81 0.90 1.00 0.88 0.93
C Other 1.00 0.07 0.13 0.75 0.07 0.13 1.00 0.07 0.13 1.00 0.07 0.13 1.00 0.07 0.13

Exclamation 1.00 0.09 0.16 1.00 0.09 0.16 1.00 0.09 0.16 1.00 0.09 0.16 1.00 0.09 0.16
Request 0.91 0.20 0.32 0.88 0.14 0.24 1.00 0.21 0.33 0.91 0.20 0.32 0.91 0.20 0.32

Micro-avg 0.77 0.73 0.75 0.77 0.74 0.75 0.78 0.74 0.76 0.78 0.73 0.75 0.77 0.73 0.75
Macro-avg 0.79 0.35 0.41 0.72 0.36 0.41 0.80 0.36 0.42 0.79 0.35 0.41 0.79 0.36 0.41

Inform 0.79 0.93 0.86 0.79 0.93 0.86 0.80 0.94 0.86 0.80 0.94 0.86 0.79 0.94 0.86
Suggestion 0.67 0.08 0.14 0.25 0.12 0.16 0.67 0.08 0.14 0.50 0.08 0.14 0.67 0.08 0.14

Question 0.84 0.32 0.47 0.70 0.33 0.45 0.86 0.34 0.49 0.84 0.31 0.45 0.81 0.34 0.48
R Greetings 0.63 0.53 0.58 0.71 0.59 0.65 0.64 0.53 0.58 0.60 0.53 0.56 0.60 0.53 0.56
F Thanking 0.94 0.94 0.94 0.88 0.88 0.88 0.94 0.94 0.94 0.94 0.94 0.94 0.94 0.94 0.94

Other 0.67 0.14 0.23 0.72 0.30 0.43 0.70 0.16 0.26 0.70 0.16 0.26 0.70 0.16 0.26
Exclamation 0.75 0.13 0.22 0.83 0.22 0.34 0.75 0.13 0.22 0.75 0.13 0.22 0.75 0.13 0.22

Request 0.82 0.27 0.41 0.73 0.31 0.44 0.88 0.27 0.42 0.81 0.25 0.39 0.82 0.27 0.41
Micro-avg 0.77 0.73 0.75 0.78 0.75 0.76 0.80 0.75 0.78 0.80 0.74 0.77 0.79 0.74 0.77
Macro-avg 0.77 0.42 0.48 0.70 0.46 0.52 0.78 0.42 0.49 0.74 0.42 0.48 0.77 0.42 0.49

Table 3: DA Classification with SVC and RF on Mastodon dataset

Analyzing the metrics in the previous tables, it is verified that the best
performance was obtained with a traditional Supervised Machine Learn-
ing for the 4 classes of CamRest676, with the best MicroF1 and MacroF1
being 95%, with variable performance between classes, lower for the least
represented. As for Mastodon, Micro and Macro F1 were lower than the
previous one, with best values of 78 and 52The results of these metrics
are a little higher when NER is applied, but the general performances are
very close, with no significant difference between values, suggesting that
there is no real impact of the application from NER and/or CR.

As for the results of the classification of acts of dialog when only
the verb phrase is applied, it is possible to verify that, in most cases, es-
pecially for CamRest676, excellent DAC values were obtained. Another
advantage of applying TF-IDF with verbs is that the number of features is
much lower compared to other approaches.

4 Conclusions and Future Work

In this paper, spaCy tools were explored for dialog data processing, cov-
ering tasks for linguistic processing, namely PoS tagging, useful for ac-
quiring more abstract characteristics of utterances in a dialog; CR, which
allows you to rewrite the text in a more user-friendly way to high-level
tasks; and NER that locates and classifies named entities in the text into
predefined categories. The output of the explored tasks could be useful
to better describe the groups of related utterances and for more general-
izable representations of utterances, for better performance on tasks like
DA Classification. These approaches were applied to DA Classification.
Interesting results were achieved, but the application of NER and CR did
not make much difference.

In the future, more preprocessing approaches will be explored and
other DAC experiments will be designed, considering other resources
(e.g., speaker, turn number, etc.) and other representations of utterances.
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Abstract 

Credit scoring is a tool used by financial sector to classify customers as 

likely solvent or insolvent. Concerns exist about the use of these 

algorithms, especially on issues related their auditability, disability to 

explain their results or their evolution over time. Such concerns must be 

resolved through continuous learning and dialogue to overcome the 

feeling that these models are "black boxes" of unknown functions, 

eventually biased. 

Considering automated decisions, it is not possible to improve the 

behavior of the algorithm in certain situations, to avoid bias, to increase 

its adoption within companies by generating confidence; to provide a 

constructive personalized feedback and explanation to users. If these 

solutions were not better investigated disparity can arise, namely 

between the less privileged, the different genders, exacerbating 

structures in society. 

Explainable artificial intelligence models can explain the reasoning 

behind their decisions and might mitigate biases inside the algorithms, 

but it needed more, it required a complex approach involving 

technology, organization and human aspects, like ethics aspects to get 

progress.  

The science still trying to get progress isolated from many areas. It is 

possible to get AI faster, to process more data, maybe get smarter and 

with capacity to learn, but to solve human problems without cause other 

problems it is not easy. We need to start by enabling the people to 

develop and deploy AI systems with better tools for accountability. Even 

as the headwinds of society’s existing race-, class- and gender-based 

inequities blow strong, as an industry, we can make it easier for 

marginalized populations to benefit from better technology. 

1. Introduction 

In the credit area of a Bank, the use of tools of Artificial Intelligence that 
assist tasks of classifying customers as likely to be solvent or insolvent 
in relation to borrowing can become a key factor, resulting in a great 
competitive advantage for organization. 

The credit scoring is an evaluation method used to determine the 
reliability of who wants to obtain loans, financing, credit card limits, 
consortia, that is, any business that is done on credit [11].  

Often, the explanation of an AI is simplified by giving it a unique 
justification of data, however, it is much more complex than this and the 
risk can occur in much of the data considered viciously, or other steps in 
the machine learning process. 

2. Credit scoring approaches 

Credit scoring is a statistical method which is used to predict the 
probability that a loan applicant, existing borrower, or counterpart will 
default or become a not payer. It provides an estimate of the probability 
of default or not payer which is widely used for consumer lending, credit 
cards, and mortgage lending [1]. Credit scoring is used by lenders to 
decide whether to grant credit or not to borrowers who apply to them 
[1]. 

The customer's financial and social data are analyzed often by deep 
learning neural networks that sometimes autonomously decide whether 
the application will be accepted or not. 

In this paper we an analysis of using Decision Trees and Artificial 
Neural Networks in these scenarios. 

2.1 Decision Trees 

Decision Trees are simple representations of knowledge and an efficient 
means of building classifiers that predict classes based on attribute 
values of a dataset [5]. A Decision Tree uses the so-called divide-and-
conquer strategy, that is, a complex problem is decomposed into simpler 
sub-problems. Recursively, the same strategy is applied to each 
subproblem. [4] 

According to same author, decision trees consist in nodes, which 
represent the attributes, arcs (branches), coming from these nodes and 

which receive the possible values for these attributes (each descending 
branch corresponds to a possible value of that attribute). In trees there 
are leaf nodes (leaf of the tree), that represent different classes of a 
training set, that is, each leaf is associated with a class. Each path in the 
tree (from root to leaf) corresponds to a classification rule. [4] 

In this case, there are two possible classes: Yes (receive a loan) and No 
(not receive a loan), considering the attributes are amount, salary, and 
account. 

The attribute amount can assume medium values, high or low; attribute 
salary can assume low value or high value and the attribute account can 
be yes or no. Some data are examples of class yes, that is, the 
requirements required by a bank of one person to be granted a loan 
satisfactorily fulfilled. Others are of class No, that is, the required 
requirements are not fully satisfied. The classification, in this case, 
results in a tree structure, which can be used for all objects in the set. [2] 

Based on the decision tree presented, the derivation of rules can be 
exemplified. Two examples of rules obtained from this tree are shown 
below: 

- If amount = medium salary = low then class = no 

- If amount = average and salary = high then class = yes 

 If the attribute age or sex was according to statistic in this tree of whom 
pays better, probably it will have bias.  

Comparing with Artificial Neural networks, Decision Trees in some 
cases like example above could be explainable easily, but the companies 
prefer in most of the cases the complexity of Artificial Neural network. 

2.2 Artificial Neural Networks 

Artificial neural network machine learning techniques can extract useful 

patterns and information from large datasets and is used for decision-

making tasks and to evaluate future events probabilities.                                                             

Among the several existing models of Neural Networks, the most used 
is the one with multiple layers (Multilayer Perceptron - MLP), which are 
network models that present one or more layers of neurons between the 
data input and output layers of the results, called intermediate layers [7]. 

This type of artificial Neural Network is the most used model in the 
financial sector today and is considered a valuable tool for credit score 
analysis, however, one of the points of attention is that financial 
authorities must deepen their knowledge of artificial intelligence to be 
able to approve and mitigate risks models based on it, such as 
algorithmic biases for automated decisions. 

3. Algorithmic bias   

Algorithmic bias describes systematic and repeatable errors that create 

unfair outcomes, such as privileging one arbitrary group of users over 

others and do not consider aspects like: racial, ethnic, religion, sexual, 

age etc. Normally, the explanation to AI bias is simplified, giving it an 

exclusive justification of the technical data and technical aspects, 

however, it is much more complex than this reality, as bias can arise 

before the data is needed, at various stages of the machine acquisition 

process and the technology is not responsible for all situations, but can 

mitigate all of them. 

      Figure [1]    

The Figure 1 indicates that a complexity approach is needed to mitigate 
the risks of bias in systems. In addition to the technological aspects, 
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which involve the selection and debugging of databases, attention in the 
selection of variables and the use of explainable models to reduce the 
impact of the opacity. This involves the availability and use of legal and 
regulatory requirements by technology companies that applies AI 
systems in their processes and services; the creation of organizational 
cultures that reinforce the ethical behavior to the teams and their own 
business strategies; robust governance processes that include more 
efficient verification and steps of validation in the development 
processes of systems based on AI. 

In this sense, the current importance of in-depth studies on Explainable 

Artificial Intelligence (XAI) is observed, which consists of ongoing 

research regarding the development of systems that are not only 

intelligent, but mainly intelligible, that is, whose decision-making 

processes can be explained by the algorithm itself along with the result 

shown and understood by man [3]. 

4. Opacity algorithms and challenges  

The biggest problem is that these algorithms sometimes fail or 

distinguee using different methods, and we don’t know why. Deep 

learning modelling is typically conducted through black box 

development: The algorithm takes millions of data points as inputs and 

correlates specific data features to produce an output.                      

One case of discrimination occurred in one Financial Institution of 

United States that use algorithms to calculate the credit score of 

individuals (credit score). The hidden discrimination within these 

products affected the way in which some people in certain communities 

received bank loans, due to differentiated financial policies for blacks.  

Three stages of the machine learning process can be highlighted [10]: 

- Problem framing 

Refers to framing the problem which is the first thing computer 

scientists do when create a machine learning model and deciding the 

goal they want to achieve. For a credit company, for example, deciding 

whether to provide credit to a customer, it first defines its goals and then 

teaches its software about a rule so that it can be computed. Thus, the 

company must decide whether to prioritize maximizing its profit 

margins or maximizing the number of loans that will be repaid. The 

problem is that these decisions are often made for various commercial 

reasons that do not address social justice or equality. 

- Data collect 

There are two main ways bias appears in training data: either the data 

you collect is not representative of reality or it reflects existing biases.  

- Data preparation 

Finally, it is possible to introduce bias during the data preparation phase, 

which involves selecting which attributes you want the algorithm to 

consider. In the case of solvency modelling, an attribute can be the 

customer's age, income, or number of loans repaid.  

Conclusions and future work 

Nowadays, Artificial Intelligence plays an essential role in the lives of 

billions of people, by helping in various spheres of society, this 

technology has been gaining strength and space, however, to progress 

socially, we cannot replicate the world as it is in software, full of biases 

and prejudices. Some of the challenges to alleviating bias in Machine 

Learning [10] are:  

- Totally unknown 

Identifying bias is not always obvious when building an Artificial 

Intelligence software model. Often the impacts and damages caused are 

only noticed much later, after the testing phase, when the software is in 

production, with real users. Thus, it is necessary to retroactively evaluate 

which stage of the machine learning process caused this bias, in order to 

later find a solution for the bias. 

- Imperfect processes 

Many of the standard machine learning practices are not designed with 

premeditated bias thinking. Machine learning models are performance 

tested before they are deployed, creating what seems like a perfect 

opportunity to spot trends, but isn't always. This means that the data you 

use to test your model's performance has the same trends as the data you 

used to train it, so the results will always be the same and therefore fail 

to flag possible skewed results. 

- Lack of social context 

The way of computer scientists is taught to frame problems, normally is 

not consider the best way to think about social problems. One of the 

aspects that might be considered is that courses like Science, 

Technology, Engineering and Mathematics does not have emphasis on 

social sciences and even on the ethics. 

This fact might explain the separation of knowledge in the education 

systems, which occurred through the adoption of the principles of 

specialization propagated by the logic of industrial capitalism [12]. 

- The definitions of justice 

It is also unclear what the absence of bias should look like. This is not 

just true in computer science - this question has a long history of debate 

in philosophy, social science and law.  

Coded Bias emphasizes that decisions of algorithm design cannot simply 

be mathematical; they must be ethical as well and this is the main of this 

discussion, it’s not possible think only in the technology and isolate the 

other aspects like science normally does. Ethics is mandatory in the 

construction of these software’s.  

We need to start by enabling the people to develop and deploy AI 

systems with better tools for accountability. Even as the headwinds of 

society’s existing race-, class- and gender-based inequities blow strong, 

as an industry, we can make it easier for marginalized populations to 

benefit from better technology. 

Explainable Artificial Intelligence (XAI) helps in an advance with 

techniques that provide explanations for the predictions and decisions of 

opaque and complex machine learning systems, but it needed more to 

solve bias and pandoras problem. 
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Abstract

We have developed an ASR system for European Portuguese implement-
ing the QuartzNet [3] architecture with the NeMo [4] framework. Two
approaches were used in this work: from scratch and using transfer learn-
ing. The experiments were data-driven focused instead of algorithm fine-
tuning. Experiments confirm that models developed using transfer learn-
ing have shown better results (WER=0.0513) than developing models
from scratch (WER=0.1945).

1 Introduction

Automatic Speech Recognition, commonly known as speech-to-text, is
the process to transform speech into the respective sequence of words.
Dictation has shown to be faster than typing but some work still needs
to be done in order to improve automatic speech recognition systems,
especially regarding its efficiency in less favourable conditions, e.g. noisy
environments.

Deep learning is a subset of Machine Learning which makes use
of Deep Neural Networks, a special type of Artificial Neural Networks
(ANNs) that use a large number of layers. This large amount of layers
allows features to be extracted from the raw input data without any pre-
processing needed [2].

This work’s goal is to develop an automatic speech recognition model
using deep learning for the European Portuguese language.

2 Datasets

The performance of ASR systems doesn’t rely solely on the type of algo-
rithms used, it also depends on the quality and quantity of data available.
Data to build an ASR system may be acquired through private entities,
open access datasets, crowdsourcing, or creating the dataset from scratch
e.g. audiobooks and respective transcriptions. Although scarce, there
are some sources of audio and the respective transcriptions available for
Portuguese. Nevertheless, the quantity and quality of publicly available
datasets are not usually good enough to create high performance ASR
systems. These sources also tend to lack in audio or transcriptions qual-
ity, data quantity and structure standardisation. The following sections
describe the data sources used in this project.

2.1 LibriSpeech

LibriSpeech is a dataset from the OpenSLR repository, composed of 1000
hours of English speech audio recordings with a sampling rate of 16 kHz
and was created with the purpose of being used to build and test ASR
systems [5].

For this study, a 100 hours clean sub-sample of the Librispeech dataset
was used as the control dataset. This control was meant to verify the per-
formance of the transfer learning process, i.e., to verify if the models pre-
trained in English were properly learning the Portuguese data. The 100
hours set contains transcripts with a total of 990101 words, from which
33798 are unique words.

2.2 Multilingual LibriSpeech

Multilingual LibriSpeech (MLS) is an extension of LibriSpeech which
increases the amount of English speech to 44500 hours of audio record-
ings and adds 6000 hours of audio recordings from seven other languages,
including Portuguese among them [6].

MLS provides the dataset split into three sets – train, development
and test – in which there is no speaker overlap. For the last two sets, it is
also guaranteed that the gender and duration of the speaker are balanced.
Audios are also ensured to unambiguously contain only one speaker. The
MLS contains a large number of hours (≃168 hours of Portuguese au-
dio recordings) when compared with the majority of other available ones
(shown in hours) as stated by Lima et al. [1]. These correspond to a total
of 1321326 words, of which 77292 are unique, and an average of 33.68
words per transcription.

2.3 SpeechDat

The SpeechDat European Project (1996-98) was developed with the goal
of providing speech resources to stimulate research and development of
automated services such as speech recognisers1.

The Portuguese database of the SpeechDat project was collected by
INESCTEL and had a good spread geographically.

The recorded audios were encoded using A-LAW (an algorithm used
for encoding audio signals, in particular, voice encoding) with a sampling
rate of 8 kHz 8-bit, which was accompanied by an ASCII SAM label file
containing audio metadata.

Each label file contained an assessment code regarding the quality of
the respective audio. The possible values for these codes are OK, NOISE,
GARBAGE, OTHER, NO_PTO.

The 186 total hours of audio recordings present in the SpeechDat
dataset represent a lexicon of approximately 15000 different words. The
duration of audio recordings of each audio quality label (assessment code)
was estimated since the project’s documentation didn’t provide the precise
size (duration) of the Portuguese database.

SpeechDat dataset is slightly larger than the Multilingual LibriSpeech
by ≃18 hours. This reinforces the scarceness statement of speech data
concerning the Portuguese language.

2.4 Data pre-processing

The MLS dataset wasn’t subject to any pre-processing, whereas the Speech-
Dat was restructured and cleaned, i.e. only labelled OK and NOISE data
samples were used. These audios, originally encoded in A-LAW with a
sampling rate of 8 kHz, were converted to WAV with a sampling rate of
16 kHz. The transcriptions of these audios were also pre-processed such
that markers of noise and word truncation were removed. The cleaned
data was split into 75% train, 15% validation and 15% test.

After the data pre-processing, JSON manifest files (used as NeMo’s
input) were created for each of the datasets’ subsets, each entry being the
absolute path to the audio file, duration and respective transcription.

3 Model Architecture

State-of-the-art deep learning frameworks tend to explore hardware fea-
tures to their full potential, such as multi-CPU, multi-GPU, and multi-
node with high-speed interconnects, as offered by the NVIDIA NeMo [4]
framework, to improve train and inference times.

The QuartzNet [3] architecture has the goal to achieve state-of-the-
art results while using smaller models. QuartzNet architecture is based
on Jasper’s B×R block architecture. It consists of one convolutional

1https://cordis.europa.eu/project/id/LE24001
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pre-processing block, B×R blocks, three convolutional post-processing
blocks, and uses CTC as the loss function. The R sub-blocks perform
similar operations, the only difference being the replacement of the 1D-
convolution with a 1D time-channel separable convolution. We used the
default QuartzNet-15x5 model [3], totalling 18.9 M parameters. Each
model consists of an encoder and a decoder. The encoder holds the blocks
and the weights of the model, while the decoder translates the audio in-
terpretation into letters from a given alphabet.

4 Experiments

Regarding the infrastructure, the entire pipeline was run in the Vision Su-
percomputer2, which is an HPC cluster made of 2 compute nodes (NVIDIA
DGX A100), interconnected for parallel processing.

Metrics used to evaluate the performance of ASR models measure
the distance between the transcription generated by the model and the
real one. The Word Error Rate (WER) metric, defined by Equation 1,
was used to evaluate the developed models. This metric determines the
distance between transcripts by evaluating substitutions, insertions, and
deletions made on single words or word sequences so that the transcripts
match.

WER =
Substitutions+ Insertions+Deletions

Number O f Spoken Words
(1)

WER results usually range from 0 to 1 (or 0% to 100%), but these
results can be higher than the upper bound (above 100%) if the number of
additional insertions, substitutions or deletions done by the model on its
predictions is very large.

4.1 Train from scratch

In contrast to the SpeechDat dataset, the MLS dataset contains a highly
unbalanced mix of European (≃1 hour of audio recordings) and Brazilian
Portuguese (≃167 hours of audio recordings).

The Portuguese variants were divided into different subsets of the
MLS dataset for these experiments. Both variants of Portuguese were
used separately and together in order to carry out different sets of exper-
iments to measure how data quantity affects the performance of models
developed from scratch. Combining both subsets in the train and valida-
tion sets, and testing with the Brazilian Portuguese subset, we achieved
the best result of WER=0.8065.

Models were also trained from scratch using the SpeechDat dataset
with and without data pre-processing. Regarding these experiments, the
models were developed with SpeechDat’s train and validation subsets.
Pre-processing data increased performance by 0.1090 achieving the best
result of WER=0.1945. It’s also worth noting that pre-trained English
models performed the worst (WER=0.9862) when testing with Speech-
Dat and MLS datasets.

4.2 Transfer Learning

To generate good results, deep learning models require large amounts of
data. From Section 4.1 results it can be concluded that creating deep neu-
ral models from scratch would require more data than we have access to.
Experiments using both the SpeechDat and MLS datasets have been de-
veloped using the transfer learning (TL) technique. TL is a process in
which different sets of data are used to complement each other, i.e. data
from a given set is assumed to have enough of the pretended characteris-
tics that denote the goal of the given task, which will help to generalise
the data of a second set [2].

A variety of training, validation and testing sets, were used in these
experiments, from using combinations of the MLS subsets to using dif-
ferent mixes of subsets from both SpeechDat and MLS. NeMo provides
a model for the English language pre-trained with ≃3300 hours of audio
recordings. This model’s parameters were adapted from their initial state
by excluding the decoder, which meant changing the English alphabet to
the Portuguese alphabet, while keeping the encoder for reuse.

The usage of transfer learning shows to improve the model’s per-
formance when compared with models developed from scratch. Table 1
shows the best performance of models developed with the MLS subsets,
and with SpeechDat subsets before and after data pre-processing.

2https://vision.uevora.pt/

Train/Validation Transfer Test WER

Pre-trained
ENG

PT + BR BR 0.5025
SpeechDat SpeechDat 0.1603
SpeechDat SpeechDat 0.0557

Table 1: Best performance of models developed using transfer learning

MIX ID
Test set

SpeechDat ENG MLS SpeechDat + MLS
0.00 0.0513 1.0014 0.7682 0.1912
0.25 0.1321 0.9969 0.5665 0.2155
0.50 0.0581 1.0013 0.3918 0.1221
0.75 0.0667 0.9943 0.3574 0.1225
1.00 0.0735 0.9949 0.3306 0.1231
Table 2: Average WER of the mix models over each test set

In the mix experiments, the proportion of each dataset (MLS and
SpeechDat) is defined by a linear variation between 0% and 100% with a
step of 25% for each mix so that the total number of audios is equal in all
training and validation mixes.

After a general analysis of the results, it can be observed that the
larger the amount of data from a certain source used in the train or transfer
process, the better the performance over the test set from the same source.
The only outliers are the results obtained on the second mix (MIX ID
0.25) as can be observed in Table 2

The best average performance of WER=0.0513 was achieved when
using the mix with data only from the SpeechDat dataset.

Data quantity is undoubtedly essential for building deep neural mod-
els, either from scratch or using transfer learning, but data quality in terms
of selecting instances that contribute for model performance, or removing
instances that do not, is also a critical step to successfully create these
models.

5 Conclusions

In this paper we presented two methods to develop Deep Learning ASR
models using European Portuguese datasets. From the proposed meth-
ods, the results yielded training from scratch, WER=0.1945, were infe-
rior to those obtained with the transfer learning approach, WER=0.0513.
Transfer learning shows a clear improvement in the performance achiev-
ing close to state-of-the-art results [3], which allows concluding that the
amount and quality of data used to train the model impact its performance.
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Abstract

The classification of dialog acts and intents can play an important role
in many natural language applications, notably in the conversation-based
scenarios as chatbots. In this work the goal is to recognize and group
dialog acts and/or intents using a clustering approach. The strategy is
domain-independent, presenting the potential to enhance and support dif-
ferent application scenarios. Results show that clusters are closer to in-
tents, presenting better results by external evaluation. Although more ex-
periments should be carried out, the labels automatically chosen for intent
clusters show clearer meaning than dialog act clusters labels, since the lat-
ter present greater entropy for different types of dialog acts.

1 Introduction

There are usually high expectations regarding customer-service call-cen-
ters, where fast responses are needed, in order to solve problems. Mo-
tivated by these requirements, we introduce some methods in attempt to
automatically approximate to intents and dialog acts using unsupervised
learning. This work can be the starting point to develop agents that follow
paths influenced by the utterances that were grouped in clusters.

Dialog acts reveal the intention behind the words of their interlocu-
tors; with intents, it boils down to the primary goal of the speakers and
that is important to achieve the communicative intention behind each ut-
terance. In sum, dialog acts can be stated to understand the intention of
the user and intents represent the primary goal of the user. For example,
the utterance: “Can I have a pizza?”, may have a dialog act and a intent.
The user’s aim is to ask a question, so the dialog act might be labelled as
request. Regarding the intent, the speaker’s main goal is to order food, so
could be labelled as order_food.

Based on intent recognition, Casanueva et al. [2] used pre-trained
Sentence Encoding models, as will be applied in this work with Sentence
Transformer, they used a dual encoder model, a straightforward combina-
tion of two pretrained dual sentence encoders (USE+ConveRT) and sepa-
rately. In an attempt to assess whether the combination of USE+ConveRT
would bring better results in the intent recognition task, the results showed
that the combination of the two models has better accuracy scores in al-
most all testes in the different corpora used comparing to the results of
BERT, USE and ConveRT models.

Wang et al. [7] sought to understand the response of using the histor-
ical responses of the interlocutors, in an attempt to efficiently group the
acts of dialogue into clusters. They concluded that using models that con-
sider the history of conversations, by using a Heterogeneous User History
graph, and the results us superior compared to other models.

The remainder of the paper is organized as follows: Section 2 de-
scribes the approach with all steps described used in this work; in Sec-
tion 3 the results obtained are described and discussed; finally, Section 4
presents the conclusions and a few guidelines for future work.

2 Proposed Approach

This work tested different Natural Language Processing methods in dif-
ferent corpora to understand which methods are most efficient in certain
corpus and why. The used corpora are all tagged for validation and further
evaluation, and tests were performed for two corpora with intents and two
corpora with dialog acts.

The proposed approach consists of several steps:

1. Corpora Selection: Choose public corpora with intent or dialog
act labelled data.

2. Pre-Processing: Use NLP methods to prepare text data from se-
lected corpus for the model building..

3. Feature Engineering: Transform text into numeric vectors using
word embedding techniques

4. Unsupervised Learning: Perform K-Means clustering

5. Evaluate and Validate: Use of metrics to evaluate if clusters come
close to dialog acts and / or intents.

2.1 Corpora

Within the scope of the recognition of acts of dialogue, the corpora chosen
was CamRest676 [8] and Mastodon [3]. For the recognition of intents the
MultiWOz [1] and Snips [4] were chosen.

CamRest676: Multi-label problem; 5488 utterances about restau-
rants information, labelled with 16 type of dialog acts;

Mastodon: Single-label problem; 2203 utterances taken from social
networks, labelled with 8 type of dialog acts;

MultiWOZ: Multi-label problem; 2987 multi-domain utterances la-
belled with 11 type of intents;

Snips: Single-label problem; 13804 multi-domain utterances labelled
with 7 type of intents;

2.2 Methodology

All sentences from the different corpora were subjected to some simple
preprocessing techniques, like lowercase transformation or removal of
stopwords. Since the text is all processed, it is necessary to transform
it into numerical vectors, for which three different techniques were used:

1. TF-IDF: a statistical measure that evaluates how relevant a string
representation (words, phrases, lemmas, etc.) is to a document in a col-
lection of documents. This method comes to a conclusion by multiplying
how many times a word appears in a document, and the inverse document
frequency of the word across a set of documents .

2. Word2vec: a method to efficiently create word embeddings. It
takes a text corpus as input and the word vectors creation process is per-
formed by determining which words the target word occurs with more
often, and show the semantic closeness between the words [5].

Word2vec produces one vector per word, whereas TF-IDF produces
a score.

3. Sentence Transformer: a framework with a large collection of
pre-trained models which can be easily used for text embedding. It can
compute dense vector representations for sentences and the text is embed-
ding in vector space such that similar text is close and can efficiently be
found using cosine similarity [6].

After using one of these different techniques, the next step is clus-
tering by using K-Means. For this work, the default parameters were
used, while the number of clusters (k) corresponds to the number of dia-
log acts/intents through the corpus used.

The results obtained from clustering will be evaluated internally and
externally. The internal evaluation is focused on the data that will be
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clustered, the quality of the data. The metrics of this evaluation method
to be used are the Silhouette Score that compares the average distance
to elements in other clusters with elements in the same cluster (maxi-
mum class spread/variance) and Davies–Bouldin Index (DBI) (maximum
interclass-intraclass distance ratio). The external evaluation is based on
the clusters that were produced, so this evaluation requires the existence
of pre-labelled data, this measures how close the clustering is to the pre-
labelled data. For this evaluation method it will be applied the V-Measure
metric that is the harmonic mean between homogeneity and completeness
and Accuracy that try to find the best match between the class labels and
the cluster labels.

3 Results and Discussion

As already mentioned, the three sentence/word embedding techniques
were tested in the four corpora (two with intents and two with dialog acts),
taking into account the four evaluation metrics. The results are presented
in Tables 1, 2, 3 and 4:

Table 1: DAs Clustering - Applying techniques on CamRest676
Evaluation

Representation Internal External
Model Silhouette Score DBI Accuracy V-Measure

TF-IDF 0.167 3.066 0.049 0.134
Sentence Transformer 0.104 2.624 0.051 0.123

word2vec 0.098 3.732 0.046 0.121

Table 2: DAs Clustering - Applying techniques on Mastodon
Evaluation

Representation Internal External
Model Silhouette Score DBI Accuracy V-Measure
TF-IDF 0.099 2.661 0.039 0.042

Sentence Transformer 0.018 5.433 0.133 0.069
word2vec 0.087 3.432 0.0264 0.037

Table 3: Intents Clustering - Applying techniques on MultiWOZ
Evaluation

Representation Internal External
Model Silhouette Score DBI Accuracy V-Measure

TF-IDF 0.047 4.122 0.138 0.301
Sentence Transformer 0.094 2.872 0.195 0.449

word2vec 0.032 4.643 0.102 0.248

Table 4: Intents Clustering - Applying techniques on Snips
Evaluation

Representation Internal External
Model Silhouette Score DBI Accuracy V-Measure

TF-IDF 0.044 4.776 0.21 0.64
Sentence Transformer 0.085 3.605 0.274 0.814

word2vec 0.041 4.832 0.184 0.598

In a brief analysis of the tables, it is possible to verify that the external
evaluation was superior in the corpora with intents. On the other hand, the
results of the internal evaluation are quite similar in the corpora of dialog
acts and of intents.

The t-SNE is an excellent tool to understand high-dimensional datasets,
therefore, it was applied in CamRest, as can be seen in Figure 1, and in
Figure 2 for the Snips corpus.

Figure 1: t-SNE for CamRest Figure 2: t-SNE for Snips

At first sight, the difference between the two figures is evident, in
which the 7 Snips clusters are all very well delimited, with few outliers.
Regarding CamRest, there are some classes that group together well, such
as request_postcode, none and request_food, but all other classes are very
dispersed. This graphical visualization tool was made for all corpora, and
is in line with the results that were presented in tables 1 through 4, mainly
by using the V-Measure metric differentiating between the intents and the
dialog acts, leading to better results for the intents.

4 Conclusions and Future Work

The main general conclusions obtained by evaluating the results is that
the Sentence Transformer presents best performance, and it is the most
regular method throughout the different corpora.

Through analyses of the results between intents and dialog acts, there
are some differences and similarities between them, but our methods are
closer to discovering intents than dialog acts.

In the internal evaluation, there are no outstanding results, and they
end up being similar, with a slight increase for dialog acts, but nothing
conclusive. In the external evaluation, there are greater differences, with
the intents getting much better results, especially in the V-Measure met-
ric. These results are visually explained through the two t-SNE graphs
presented, indicating that clustering is closer to intents, since the external
evaluation takes into account the labels that are produced, and not with
data, which is verified in the intents graphs.

As future work other methods should be explored, since the results
obtained were not ideal. Future lines of research may focus on sentence
Embedding, evaluation metrics, and algorithms. As a follow-up to this
work, labelling the clusters produced can be an asset in order to see what
they are composed of and what they are most similar to, whether they are
intents or dialog acts.
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Abstract

This preliminary study proposes Gaussian noise as a way to augment data
in the latent space. This method was evaluated in the specific task of ex-
tracting soft-biometric features from face templates obtained with Elas-
ticFace on data from VGGFace2 dataset. Our results indicate that the
use of such noise patterns in a learning stage leads to an increase of the
reliability of the predictions of an ensemble of classifiers on unseen data.

1 Introduction

The current paradigm of machine learning has an increased focus in the
explainability area. Understanding the decisions of complex models, with
a high degree of adaptability is not only important to guarantee a fair
model, but for an expert to detect problems and biases that can lead to a
classification based on wrong premises. Face recognition models usu-
ally have images as input and return a template without a transparent
presence of domain or semantic knowledge. Therefore, the extraction of
such knowledge from the face templates is needed to work on more inter-
pretable approaches. On the other hand, the lack of large balanced public
datasets requires strategies like data augmentation to improve the perfor-
mance of the models and reduce the overfitting. This document proposes
the addition of noise to the data to increase the generalization performance
of the model, since it prevents the learning of common, non-causal pat-
terns. Our work includes a preliminary study of such augmentations in
the task of extracting biometric features from face templates.

1.1 Related Work

Philipp Terhörst et al. [6] proposed an approach to extract encoded soft-
biometric features from face templates generated from deep networks for
face recognition on two publicly available datasets. The templates were
extracted with two state-of-the-art networks and subsequently a classi-
fier model was trained to learn multiple annotated features based on the
templates alone, which was referred by the authors as Massive Attribute
Classifier (MAC). Terhörst’s work also expanded on the idea of the usage
of reliability as a metric for the confidence of a prediction. Then, a Ratio
of Considered Predictions (RCP) of 100% and 50% is calculated, corre-
sponding to the performance of the highest reliabilities, to avoid insta-
bility in the predictions. Hence, each soft-biometric feature is annotated
as Easily Predictable, Predictable or Hardly Predictable, according to the
values of these ratios.

Our work takes Terhörst’s [6] paper as a base in order to study how
the implementation of latent noise can be used in order to further increase
the robustness of these models trained on latent vectors.

2 Methodology

2.1 Data and template extraction

In our work we used a subset of annotations from the Massively Anno-
tated Attribute Dataset (MAAD) [4, 5] database containing 47 different
soft-biometric characteristics of images in the VGGFace2 [2] dataset.
This subset contained annotations to images of 800 different individu-
als spanning over 291.528 images. The annotations contain information

about the individuals demographics, presence and characteristics of facial
hair, face shape and other anatomical properties, usage of accessories,
and even more subjective features like attractiveness. This information is
classified as 1 when it is verified in the image, -1 when it is not or 0 when
it is undetermined. Furthermore, we randomly divide the images of the
800 individuals across a training (600 individuals), validation (100 indi-
viduals) and test (100 individuals) set. This division leads each set, train,
validation and test have, respectively, to have 219530, 34717, and 37281
images.

In order to learn these features, facial templates (embeddings) with a
512 size were extracted using ElasticFace [1]. Such embeddings are used
as input for the multi-task learning process.

2.2 MAC network structure and parameters

The network utilized was similar to the one presented by Terhörst et al.. It
follows a multi-task learning approach where we have an output layer for
each feature we seek to learn. The network has a input layer of dimension
512, accommodating the dimension of the facial templates, followed by
two densely connected layers of size 128. After these layers there is a con-
nection to 47 branch layers, of size 128, one for each attribute. Each one
of these branch layers is connected to a layer of size 128, which connects
to final output layer of size 3, for each possible state: presence of attribute
in image, absence of attribute in image, and indeterminate presence of
attribute in image.

Each network was trained over 50 epochs with an initial learning rate
of 0.001 and an exponential scheduler with the a Gama value of 0.9. Ad-
ditionally, we used a batch size of 1024 and set dropout to 50%.

2.3 Reliability and predictability of attributes

For prediction of the biometric features we use an ensemble of 5 MAC
classifiers. The final prediction is computed through a majority vote. Al-
though the classifiers have the same hyper-parameters and architecture,
the variability arises from the dropped out connections and the conver-
gence of the search method to a specific minimum. Not only this ensem-
ble structure helps to mitigate some problems that the stochastic nature
of the network inherently has, but it allows us to estimate the confidence
of a prediction using the Reliability measure. A low reliability makes the
model discard decisions with more uncertainty.

Based on [3], the measure of reliability is defined by Equation 1, with
the parameter m with a value of 5 since it corresponds to the number of
stochastic forward passes and x(a) to the outputs for each attribute a. The
parameter alpha balances the impact of the centrality measure versus the
impact of the dispersion metric and, similarly to [6] we chose this value
to be 0.5.

rel(x(a)) =
(1−α)

m

m

∑
i=1

x(a)− α
m2

m

∑
i=1

m

∑
j=1
|x(a)i − x(a)j | (1)

2.4 Gaussian Noise as an augmentation strategy

For augmenting the data in our train set, we perturb the facial templates
with Gaussian noise. Whenever an example is presented for training the
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Figure 1: Average Reliability of predictions for each attribute.

Figure 2: Average Balanced Accuracy of predictions for each attribute.

network, it can be perturbed in one or multiple components (with a prob-
ability of 50%), leading to variability in the examples trained in each
epoch, rather than just a fixed increase in the training dataset size. The
noise factor, ε , added to a certain component,c, follows a N(0,σ2

c ) distri-
bution, where σ2

c is the variance of the c-th component of the templates
in the training set, multiplied by a scaling factor, λ . If the c-th component
of the i-th template in the train set, zi

c, is randomly selected to be altered,
this transformation can be described as:

zi
c−> zi

c +λε

where ε ∼ N(0,σ2
c ).

We preserve, however, the annotations corresponding to the perturbed
templates. One of the goals of this approach would be to increase the gen-
eralisation capacity of the model, especially in underrepresented annota-
tions where over-fitting to the test set would be more common.

3 Results

3.1 Comparison of baseline performance with Gaussian
Noise augmentation

In this section we compare the performance of our models, trained with
and without Gaussian noise augmentation, across two distinct metrics:
balanced accuracy and reliability. The choice of these metrics allows us
to get some insight to the differences in performance of our models, both
in understanding the performance of the ensembles in unseen data, as well
as understanding the confidence of our prediction. Additionally, the use of
balanced accuracy rather than accuracy allows us to have a better estimate
of performance in highly unbalanced data, which occurs across multiple
classes.

In this work we experimented with 3 distinct values of scaling factors,
λ1 = 0.1, λ2 = 0.5, and λ3 = 1, as well as a baseline where no augmen-
tation was performed. In terms of balanced accuracies the results were
quite close across all classes as can be seen in figure 2. Taking an average
of the balanced accuracies across all classes for each of the ensembles
trained, we can see that the differences are quite marginal, around 1% (as

Model Ensemble Average
Balanced
Accuracy

Average reliability

No noise 58.62 0.29
Gaussian Noise, scale factor of
0.1

58.28 0.31

Gaussian Noise, scale factor of
0.5

57.89 0.31

Gaussian Noise, scale factor of
1

58.97 0.30

Table 1: Comparison between trained ensembles on the test set

seen on table 1). Nevertheless, the models trained with a scaling factor of
1 seem to the best performance.

Where we found more significant differences between the ensembles
was in the reliability of the results. Here we found that adding Gaussian
Noise to our data leads to more reliable results overall, as can be seen
in figure 1. If we take the average of the reliability across all classes,
as shown on table 1, we can see some increase in this metric when we
introduce Gaussian noise in the training process.

We can verify if the increase in average reliability across all classes
by using a T-test for difference of means for distributions with different
variance. Using the alternate hypothesis as an increase on average relia-
bility,when compared with the baseline, we can reject the null hypothesis,
with a significance value of 0.05, and conclude that there is an increase for
the models trained with Gaussian noise with a scaling factors of 0.1 (p-
value of 0.013) and 0.5 (p-value of 0.027). This seems to indicate that the
models trained with such noise lead to a prediction with more confidence
within the ensemble.

4 Conclusion and Future Work

In this preliminary study we explored with Gaussian Noise as an augmen-
tation strategy on latent space. We concluded that the use of this approach
leads to a statistically significant increase in reliability of the predictions
for augmentations with a scaling factor of 0.1 and 0.5. As such, this leads
us to believe that the usage of data augmentation in this context leads to
overall more reliable predictions when compared to a baseline scenario.

As future work we propose a study on more sophisticated data aug-
mentation methods in the context of extracting soft-biometric information
encoded on face templates.
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Abstract

Intelligent approaches in sports using IoT devices to gather data, attempt-
ing to optimise athlete’s training and performance, are cutting edge re-
search. Synergies between recent wearable hardware and wireless com-
munication strategies, together with the advances in intelligent algorithms,
which are able to perform online pattern recognition and classification
with seamless results, are in the frontline of high-performance sports
coaching. In this work, we propose an ensemble approach to stroke clas-
sification based on raw signals acquired by wearable sensors and biosen-
sors. Experiments were carried out in a real training setup, including 10
athletes aged 15 to 17 years, and resulted in a set of circa 8000 sam-
ples. Experimental results show that the proposed approach with wear-
able sensors combined with an ensemble machine learning approach can
effectively support coaches while monitoring the training of several swim-
mers.

1 Introduction

In recent years a large number of wearable devices aiming sport activ-
ity monitoring are present in the market. This reflects a healthy living
style where physical activity and sport are crucial. Such devices appear in
several different forms from smartwatches to connected bands, providing
the capability of monitoring an ever increasing number of biological and
physical parameters [4].

Depending on the sport under consideration, several challenges may
arise. In the specific case of swimming, an important challenge is related
with real time communication between the swimmer and the surround-
ing environment [5]. Such communication is difficult due to the medium
where the athlete is immersed.

Cutting-edge intelligent systems often present shortcomings in terms
of efficiency. Examples of such limitations include those resulting from
excessive processing times leading to output result delays. The proposed
approach, aims towards mitigating these problems using ensemble strate-
gies to achieve two main goals: firstly, by combining different state of
the art classifiers results can be achieved and even exceeded [2, 3]; sec-
ondly, the essential parallelizable architecture of ensembles make them
particularly adequate for real-time set up.

The present work is a summary of our previous work [1], where a
more profound study is done regarding stroke classification based on raw
signals acquired by wearable sensors and biosensors. In this paper, we
analyse the use of ensembles in this context.

2 Data Acquisition Architecture

The data acquisition system consists of three main modules: a transmit-
ter (Tx), a receiver (Rx) and a computer application for analytics. The
communication between Tx and Rx was carried out over a LoRa peer
to peer radio link. During the experiments the Tx module was attached
to the swimmer’s lower back (Fig.1), while the receiver was located in
the pool side. The transmitter module used a microcontroller, a LoRa
transceiver, a planar antenna and a Li-Ion battery to power the electronics,
everything packed inside a waterproof plastic case. A heart rate sensor,
an accelerometer, a gyroscope and a magnetometer were also installed in
order to provide the data to be transmitted.

The wearable module uses a watertight enclosure to protect both sys-
tem modules from water and humidity. This enclosure has the dimensions
of 115mm x 65mm x 40mm, weighs 183g, is 100% waterproof, and it al-
lows a cable through to connect the SPO2 sensor (outside the case) to
the module (inside the case). The MCU used for this system is a board
based on an ESP32 microprocessor, that interconnects a LoRa transceiver,
a Li-Ion battery charger, and an SD card slot, all with a small physical
footprint. Two 1300 mAh Li-Ion batteries are used to power the system.

Figure 1: Transmission device and lower back antenna in the athlete’s
body.

2.1 Inertial and Biosignal Sensing
The acquisition sampling rate was kept constant at four samples per sec-
ond, and all the data was sent to the Rx module every second. For each
athlete the following data was recorded and stored:

• Heart rate: in beats per minute

• SPO2: in percentage

• Acceleration (3 axis): between -4 g and 4 g, with a resolution of
0.1 g

• Rotation (3 axis): between -500 deg/s and 500 deg/s, with a reso-
lution of 1 deg/s

• Heading (3 axis): between 0 and 7, representing N, NE, E, SE, S,
SW, W and NW, respectively

3 Learning Models

Single models are constituted by only one model, presenting a lower com-
putational burden that is often appropriate for massive data streams. As a
consequence, less complex models, e.g. decision trees (DT), can be used.

Ensemble models are one of the best researched methods for adap-
tive learning in dynamic environments. Ensembles of classifiers integrate
multiple classifiers and are based on the idea that, given a task that re-
quires expert knowledge, k experts (baseline classifiers) may perform bet-
ter than one, if their individual judgements are appropriately combined.
The underlying idea of using an ensemble of classifiers is based on the
human nature of seeking more than one opinion when a major decision
comes along. The classifiers should be as independent as possible to
guarantee a large number of inductions on the data. By using different
classifiers, we can exploit diverse patterns of errors, making the ensemble
better than just the sum (or average) of the parts.

The simplest combination function is just a majority voting mecha-
nism with an odd number of baseline classifiers.

4 Proposed Approach

The proposed approach, depicted in Figure 2, integrates the data acquired
by the biosensors and the inertial sensors, and allows the online recog-
nition of the swimming style, thus providing important post-analysis in-
sights of the swimmer’s performance for coaching decision support.

It is divided into three stages, from top to bottom: (i) pre-processing;
(ii) feature representation and (iii) stroke classification.
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Figure 2: Proposed Approach

The pre-processing (i) stage is carried out by acquiring the raw sig-
nal provided by the sensors and adapting their measures into values suit-
able for being represented computationally. The feature representation
(ii) stage allows for the movement representation, given that the single
positions acquired by the sensors do not allow stroke classification. Then,
the stroke classification (iii) stage aims at defining the best suited learning
models to obtain the swimming style classification in real-time.

The data acquired in the wearable sensors and transmitted through the
communication system, are likely to contain noise. As athletes move in
water, the raw signals acquired by the digital sensors, need to be pre-
processed. Along with the pre-processing filtering applied to the raw
signals acquired by the accelerometer and the gyroscope, a mandatory
normalization is performed.

When representing movement, it is not the actual state of each sen-
sor that is relevant, but the new position, which is highly dependent on its
context, the previous position. Thus, to classify movement, proper feature
representation is needed, that cannot rely on single position sensor data as
sent by the data acquisition architecture. Two well-known mechanisms
for feature representation are windowing and sampling. Windowing is
based on a sliding-window that includes, at each given moment, the most
recent and up-to-date data, and sampling selects a subset of unique swim-
mer positions from the data stream that might be enough to represent the
overall swimmer position.

The swimmer stroke classification problem can be described as a
multi-class problem that can be cast as a time-series of swimmer’s po-
sitions. It consists on a continuous sequence of instances, the swimmer’s
positions. Each instance occurs at a time, usually in equally spaced time
intervals, as it is obtained by the data acquisition framework, being char-
acterized by a set of features.

There are multiple classification strategies that can be used for stroke
classification. Our proposal is two-fold. On one hand, a single classi-
fier strategy is proposed, aiming to perceive which are the best learning
models for stroke classification, and on the other hand, a multi-classifier
strategy is also proposed.

5 Experimental Results

Table 1 summarises the performance results obtained by classifying the
dataset, considering the F1 measure and using different single classifiers,
namely Naïve Bayes, SVM, and two Decision Tree implementations (J48

and Random Tree). Different feature representations were also consid-
ered. Bearing in mind that four samples are taken per second, these are
tested using a window size 2 and 3 seconds (02 s and 3 s, respectively).
Also an undersampling approach was tested, by considering only the first
sample of each second, and again the same window size (2 s und and
3 s und, respectively).

Considering the obtained results, a window size of three seconds
seems to better grasp the swimmer’s movement, as it achieves a 91.69%
F1, when all the other classifiers range above 91%. SVM classifier seems
to prevent the best performance regarding single classifiers.

Table 2 presents the performance results obtained by classifying the
dataset considering the F1 measure and using different ensemble clas-
sifiers. The single classifiers used to compose the ensemble are Naïve
Bayes, KNN (k=5), SVM and J48. Two combining methods were used:
voting and stacking. Finally, Random Forest was also tested, as the Ran-
dom Forest algorithm, is, in its essence, an ensemble classifier of decision
trees.

The results outperform all the results obtained with the use of sin-
gle classifiers, in all feature representation schemes. The performance
increase, considering macro-average F1, is on average 2%. Regarding the
comparison between the proposed ensemble models, the use of stacking
with Naïve Bayes as meta-classifier has the best performance.

6 Conclusions and Future Work

In this paper an ensemble approach to stroke classification based on raw
signals acquired by wearable sensors and biosensors is proposed. The
system was tested and its performance evaluated in a real-world scenario
at the training swimming pool in the city of Leiria, Portugal.

Results revealed the usefulness of the proposed strategy, as it was
possible to stroke classification in a real-scenario. It is also relevant to
conclude that when it is possible to support the computational burden of
having multiple single classifiers, combined in a ensemble-based classi-
fier, an improved stroke classification could be achieved.

Future work will include feature selection with the purpose of deter-
mining the features more relevant to stroke classification.
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Naïve Bayes SVM J48 RandomTree Macro-average F1
2 s 92.43% 92.97% 89.97% 87.71% 90.77%

2 s und 92.00% 92.23% 89.84% 87.71% 90.44%
3 s 93.51% 93.83% 88.59% 87.54% 90.86%

3 s und 93.32% 93.69% 90.71% 88.41% 91.69%
Table 1: Performance results of single classifiers using the F1 measure

Vote (majority voting) Random Forest Stacking (Naive Bayes) Stacking (SVM) Macro-average F1
2 s 92.63% 94.20% 93.30% 92.28% 93.10%

2 s und 92.22% 92.82% 93.14% 92.60% 92.70%
3 s 93.92% 94.36% 94.26% 94.89% 94.36%

3 s und 93.88% 94.09% 94.66% 94.08% 94.18%
Table 2: Performance results of ensemble classifiers using the F1 measure
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Abstract

Semantic segmentation consists of classifying each pixel according to a
set of classes. This process is particularly slow for high-resolution im-
ages, which are present in many applications ranging from biomedicine
to the automotive industry. In this work, we propose an algorithm targeted
to segment high-resolution images based on two stages. During stage 1,
a lower-resolution interpolation of the image is the input of a first neural
network, whose low-resolution output is resized to the original resolution.
Then, in stage 2, the probabilities resulting from stage 1 are divided into
contiguous patches, with the less confident ones being collected and re-
fined by a second neural network. The main novelty of this algorithm is
the aggregation of the low-resolution result from stage 1 with the high-
resolution patches from stage 2. We use the U-Net as the segmentation
model and evaluated our proposal in three databases. Our method shows
similar results to the baseline regarding the Dice coefficient, with fewer
floating-point operations per second.

1 Introduction

Segmenting images using neural networks can be time-consuming and
require a lot of memory, especially when working with high-resolution
images, common in the biomedical area due to high-resolution digital mi-
croscopes and in autonomous driving applications.

Neural networks for segmentation, such as the U-Net [6], produce
a probability, for each pixel, of belonging to the region of interest. A
common practice, when the image is high resolution, is to split the image
into patches and process each patch separately [8]. Such approach has
two problems: (1) it spends as much time in hard-to-segment regions as
it does in easy-to-segment regions where there is nothing of relevance;
(2) the boundary between patches is a problem and has to be dealt with in
a special way.

Therefore, the idea is to produce an iterative segmentation method
for neural networks, whose simplified overview is presented in Figure 1.
Iterative segmentation methods already exist [1, 2, 4, 9], but their focus is
on improving the quality of the segmentation, not the speed. Our proposal
is applicable to every type of high-resolution image, but it is tested over
two types of images (biomedical and autonomous driving).

Low-res
object

Low-res
output

High-res
patches

High-res
output

Low-res
model

High-res
model

Figure 1: Simplified overview of the work.

2 Related Work

Image segmentation is the process of clustering an image into regions of
interest (ROI) so that every pixel belonging to an ROI should be simi-
lar in terms of several characteristics (e.g. color, texture, shape or in-
tensity) [3, 7]. The development of novel artificial intelligence techniques
allows us to divide image segmentation methods into traditional and deep-
based approaches. Traditional segmentation techniques are iterative, of-
ten rely on domain knowledge and benefit from feature engineering tech-
niques to achieve their final results. Examples of these approaches are:
thresholding, edge-based, region-based, deformable models or graph cuts.

On the other hand, when it comes to neural networks, segmentation is
trained in an iterative manner and inferred in one step. A popular model

Figure 2: Two-stage segmentation.

is the U-Net, which relies on the skip-layers that directly connect the fea-
ture maps of the encoder to the analogous feature maps of the decoder,
preventing the loss of information [6].

3 Proposal

The proposal consists of elaborating a new segmentation method based
on two stages: (1) using a U-Net to segment a low-resolution version of
the image; (2) based on the probabilities produced by this U-Net, identify
poorly segmented image patches and use a second U-Net to refine these
patches.

The proposed idea is illustrated in Figure 2, where an image is down-
sampled by a relevant factor and segmented by the first U-Net. The
resulting probability map is then upsampled to the original resolution
and divided into patches. The patches from areas where the activation
map is less confident are collected and each one is refined by the second
U-Net. Finally, the outcome of this algorithm is the aggregation of the
low-resolution result from stage 1 with the high-resolution patches from
stage 2.

4 Experiments

Data: The datasets used contain images from dermoscopy (PH2), fun-
dus imaging (RETINA) and autonomous driving (KITTI). Further details
regarding each dataset, such as the number of images (N), the average im-
age resolution (Avg Res) and the average percentage of foreground values
relative to the entire image (%Fg) are presented in Table 1.

Every dataset was randomly divided into 70% of the total images be-
ing training data and 30% being test data. To homogenize the resolution,
all the images from the same dataset were resized to a square image with
the length of hisize – an even value, preferably a power of 2, close to
both image dimensions (width and length) of the average resolution of
the dataset. The hisize value used for each dataset is also presented in
Table 1.

Model: The encoder path of both U-Nets architectures contained five 2D
convolutions, with kernels of size 3×3 and stride 2, followed by the acti-
vation function ReLU. The number of kernels started at 64 and doubled
at each layer. The decoder path consisted of five 2D transposed convo-
lutions with equal kernel size and stride from the contracting path, each
preceding a ReLU function. The number of kernels was reduced in half
for each layer of the expansive path. A 1×1 convolution operation was
applied in the final layer to obtain 1 as the output number of classes.
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Table 1: Datasets for semantic segmentation.
Dataset N Avg Res hisize %Fg Example

PH2∗ 200 575×766 768 31.4

RETINA† 66 745×782 768 7.3

KITTI‡ 200 375×1271 512 6.6

∗ https://www.fc.up.pt/addi/ph2%20database.html
† Composition of three datasets:

https://blogs.kingston.ac.uk/retinal/chasedb1
https://cecas.clemson.edu/~ahoover/stare
https://drive.grand-challenge.org

‡ https://www.cvlibs.net/datasets/kitti

Training: The following data augmentation transformations were ap-
plied: horizontal flip; contrast/brightness modification between -0.1 and
0.1; and random rotation, with limits -180º and 180º. This last transforma-
tion was only applied to the biomedical datasets, which are dermoscopic
and retinal images and therefore the model should be invariant to rotation.
Every aforementioned transformation had a probability value of 0.5.

The loss used consisted of an unweighted sum between two losses,
L(y, ŷ) = L f (y, ŷ)+ (1−D(y, ŷ)), where L f is the focal loss [5] and the
other term corresponds to the inverse of the Dice coefficient. The focal
loss is a weighted version of cross-entropy that is helpful in such situa-
tions of imbalance (notice in Table 1 that the %Fg values are well below
50%). In fact, some of our tests showed it worked better than vanilla
cross-entropy. The focal loss parameters γ and α used were 2 and 0.25,
respectively, corresponding to the recommended values from the authors.
The inverse Dice coefficient is not as smooth as a loss function, but we
also minimized it since it is the metric that we used.

Adam was used as the optimizer with a batch size of 64, and a learning
rate of 0.0001, trained for 200 and 1000 epochs in the case of stage 1 and
stage 2, respectively. The model of stage 2 was trained for more epochs
since in each epoch only a small region of each image was selected.

5 Results

For each dataset, the average Dice coefficient and FLOPS were computed
to evaluate the model’s performance, where the baseline (BL) model rep-
resents the traditional approach consisting of the same U-Net architecture
using the original images as input.

Figure 3 shows the Dice results for the different experiments. As ex-
pected, there is usually a noticeable gain between stage 1 (S1) and stage 2
(S2). Increasing the number of patches Np either results in a plateau or
reduced performance.

Figure 4 depicts the FLOPS performed by the neural networks. When
increasing the number of patches, the number of operations reduces be-
cause, while stage 1 is the same, stage 2 operates with smaller patches
(that is, fewer convolutions are necessary, even if more patches are be-
ing used). In all cases, our method requires fewer operations than the
baseline. However, in practice, the overhead introduced by extracting the
patches and merging them with the initial segmentation might produce
results that are not as optimistic.

BL 2 4 8 16 S1
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Figure 3: Average Dice coefficient.
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Figure 4: Number of floating-point operations per second.

6 Conclusion

We validated the proposed strategy in 2 biomedical datasets and 1 dataset
regarding autonomous driving. Our algorithm provided overall Dice co-
efficients similar to the baseline, not showing noticeable gains. When
calculating the number of arithmetic operations performed by the neu-
ral networks, it becomes clearer that the method is able to have a similar
performance to the baseline while saving on the number of operations.
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Abstract

Source integration has been a problem for many organizations and prod-
ucts like Ubiwhere’s Urban Platform, a platform which imports city data
from different sensors and shows it in a web application. The goal was
to create a system to map automatically the new sources’ data models
to the already existing database model. The conversion was approached
as a schema matching problem. It explored relatively recent techniques,
for instance, embeddings, besides the traditional ones, and formats like
JSON, popular but not much explored by other works of this kind. The
system obtained a f1-score of 61% on average, after being tuned. Al-
though the solution is still far from its final form, it revealed important
clues for future studies and improvements.

1 Introduction

Ubiwhere’s Urban Platform1 is a smart cities platform, which gathers data
measured by sensors across a city and displays it in an interactive way,
helping municipality administrators make faster and smarter decisions.

As the Urban Platform grows, integrating new data sources has be-
come a serious issue, since the data models arriving on the platform are
very heterogeneous and a human operator is required to manually map the
new data models to the Urban Platform’s.

This project aims at contributing for an automatic solution to perform
the data model conversion, thus eliminating the need of human interven-
tion in the integration of new data sources.

2 Background

Integrating heterogeneous sources is, in fact, a very common challenge
faced by organizations. Many applications all over the web support dif-
ferent formats and rarely any standard is followed, so interoperability is
hard.

The integration of two sources may be reduced into the matching
of two different data models. Schema matching is the research field
that studies this problem. It includes sub-problems such as reading the
sources, recognizing different structures and entities, performing the sim-
ilarity evaluation and validating the solution.

Due to the its complexity, schema matching mostly resorts to heuristic
methods, for instance, NLP, graph theory, and matrix combination tech-
niques. Generalizing to all situations is difficult, so specific domain aux-
iliary dictionaries and ontologies are also popular among approaches.

There are a variety of systems which employ multiple techniques to
try tackling generic cases. A few of the most popular systems are Cu-
pid [7], COMA [4] and LSD [5].

Schema Matching was particularly active in the 1990s and 2000s,
but the seek for new generic systems seems to have slowed its pace over
the last decade. However, in recent years, new approaches have arose,
exploring modern machine learning techniques, such as in LEAPME [1],
and other popular formats like JSON, as in JSONGlue [2].

3 Approach

The system is divided into several modules. The first module, Schema
Module, is responsible for handling the sources, converting them into a
common internal tree format, being the nodes the schema’s attributes.
This format was chosen for its expressiveness and flexibility, as it is ca-
pable of describing a schema’s structure and it allows to store additional

1https://www.ubiwhere.com/en/products/smart-cities/urban-platform

information in the attribute nodes, such as the data type. For now, the sup-
ported formats are JSON, CSV and relational databases, because those are
the formats most commonly used in the application context of the system.

Candidate Selection Module is the one following. This stage com-
prises two main tasks: direct match extraction and candidate selection.

Direct matches are context independent, so they can be obtained with-
out the need for extensive analysis. For that, an internal dictionary with
these mappings is kept in memory and can easily be updated if needed.
Chemical formulas (e.g. H2O <-> water) and acronyms representing spe-
cific indices (e.g. PM10 <-> particulate matter 10) are examples of these
kinds of correspondences.

After the extraction of these matches, the candidates are selected.
Candidates are a set of pairs, considered to be potential matches. They
are determined by encoding the paths from both schema trees into vec-
tors, using a pre-trained sentence embeddings model2, and compared us-
ing the cosine similarity measure. The result is a similarity matrix where
each position stores the value of the comparison between a path from
each schema. Finally, the candidates are calculated using the HADAPT
method, i.e. a value of 1 is given to the pairs that are maximums in each
column or row, a value of 2 is given to the positions that have maximums
of their column and row at the same time, and 0 is given to the rest of the
pairs. The final result is a three-level ranking where pairs having score 0
are excluded from the next phases of the matching process. The selection
of candidates reduces the search space, providing clear hints towards a fi-
nal result, in the form of weights (1 or 2), to be applied later, for the pairs
that present the highest probability of being real matches.

The chosen candidates are then analyzed by four matchers running
in parallel, in the Parallel Matching Module. These matchers attempt at
exploring different features of the sources like the similarity of strings, at-
tribute type similarity, token similarity, and semantic similarity, but other
matchers can easily be added to the stack. The string similarity func-
tions explored in this work were Jaro-Winkler’s and Levenshtein’s, due to
the good results demonstrated among other matching systems. For token
similarity, the strings being compared, are decomposed in several grams
of length N. The more grams the two words have in common, the more
similar they tend to be (Jaccard measure). Because the information avail-
able is not always enough to evaluate the similarity, WordNet3 is used as
external resource to extract the semantic meaning of words. WordNet is a
large lexical database where terms are organized in a graph structure and
the closer they are, the more similar they are semantically. The score is
attributed using the Wu and Palmer measure. To complement the analysis
of attribute names, the system also checks the data types. A hierarchical
tree, similar to XML Schema’s4, was built and the similarity is calculated
based on the depth and distance between data type nodes [6].

The results of the four matchers are four similarity matrices, form-
ing a similarity cube. These matrices, are reduced to a single matrix in
the Mapping Module. The preferred aggregation method is the mean be-
tween all matrix entries, because it balances the matchers’ strengths and
weaknesses [8]. A pre-established threshold determines the final verdict.

There are two auxiliary modules, being one for calculating statistics
to validate the solution, and another module dedicated to the string nor-
malization. Normalization Module has particular relevance, since most
attributes come in camel case, snake case, different idioms and other types
of noise. Three types of normalization can be applied across the pipeline.
A simple normalization, a normalization with translation and a normaliza-
tion with translation and lemmatization. The last one, besides the normal-
ization done by the first two, tries to find the lemma of the word, allowing,

2https://huggingface.co/sentence-transformers/all-MiniLM-L6-v2
3https://wordnet.princeton.edu/
4https://www.w3.org/TR/xmlschema-2/
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Figure 1: System pipeline overview

Mean Precision (%) Mean Recall (%) Mean F1-score (%) Mean Runtime (min.)
Easy Cases 77.17 72.98 74.25 0.09
Hard Cases 46.09 51.48 46.78 0.23

Overall 61.63 62.23 60.51 0.16

Table 1: Scores for the best configuration

for instance, different verb conjugations to be comparable (e.g. seen and
saw have the same lemma, see).

The different stages and data flow are summed up in Figure 3.

4 Experimental Study

4.1 Experimental Setup

Regarding the preparation of the experiment, a dataset was composed of
20 files, some real, some fictional. Out of the total files, 10 represent
easier examples (called Easy Cases), and 10 harder ones (Hard Cases),
expressing the universe of cases arriving the Urban Platform. The Hard
Cases are larger, map to more than one table in the database and the per-
centage of attributes which have a real correspondent is smaller than the
Easy Cases (72.48% comparing to 93.37% for the Easy Cases), making
the matching more difficult. The tables to which the schemas map are
pre-selected, in order to simplify the problem.

Three experiments were made, with the objective of validating the
solution and assessing how results vary when changing some parameters.
The parameters tested were the threshold, the string similarity measure,
the number of grams and the normalization method.

A first threshold test, with the values 0.25, 0.5 and 0.75, was con-
ducted to delimit the range where the ideal threshold would be. In a sec-
ond test, other three values were tested within the best interval.

Two similarity measures were tested, Levenshtein and Jaro-Winkler’s,
as referred in the previous section.

The tested lengths for the grams were 2 (the minimum), 3 and 4.
With respect to normalization, the tests were focused on evaluating

which method (none, simple normalization, normalization with transla-
tion, and normalization with translation and lemmatization) would be the
most beneficial for the system. Besides the f1-score, the runtime was also
a major concern, since an external translation API was being used.

4.2 Results

The first set of tests showed that the best threshold lies between 0.25 and
0.5, and in the second round of threshold tests, the best value obtained
was 0.375.

Levenshtein measure outperformed Jaro-Winkler’s. As referred in the
literature [3], Jaro Winkler measure is usually faster and more suitable for
short strings. However, this depends a lot on the application domain,
which is why it is difficult to explain why the Levenshtein distance per-
formed better.

Grams of length 2, showed to be better than trigrams and four-grams.
Such result is expected due to the nature of the compared strings, which
were small and containing abbreviations. Another reason may be because
the longer the grams, the more similar two words should be in order to
be considered highly similar, forcing the compared words not to have
misspellings or differences in orthography.

Simple normalization was preferable over the other normalization
methods, not only because of the translator’s reliability, which depended

on the internet, but also considering the fact that both translating and lem-
matizing words without knowing their part-of-speech and context is hard
and can lead to inaccurate outputs (e.g. the Portuguese word estação may
be translated to station or season, and saw’s lemma is see or saw, depend-
ing if it is used as a verb or noun).

The scores for the best configuration can be found in Table 1.

5 Conclusions and Future Work

In conclusion, this system was a first attempt to perform an automatic
data model conversion for Ubiwhere’s Urban Platform. The experiments
revealed that the best parameter combination is threshold 0.375, Leven-
shtein similarity measure, bigrams, and simple normalization. The solu-
tion proved to have potential, but the overall f1-score of 61% is still too
low to consider putting the solution into production.

As far as future work is concerned, elaborating a new and bigger
dataset, with more real cases, is key, so that specific models for this do-
main can be trained, as well as being able to test quality attributes like
scalability, otherwise impossible. In addition, employing more advanced
techniques will potentially improve the system’s performance and allow
addressing other challenges, such as table matching, not considered dur-
ing this project iteration.
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Abstract 

This paper focuses on the study of multiple fields related to Artificial 

Intelligence to predict the price of the popular cryptocurrency Bitcoin. To 

generate predictions, multiple regression models were created, based on 

Technical Analysis applied to past prices and Natural Language 

Processing applied to past Tweets. When using social based features in 

addition to the generic mathematical ones, the prediction results show 

clear improvements in comparison to the models based exclusively on 

Technical Analysis. A prototype was also developed to obtain real time 

data, using one of the created models to generate real time predictions. 

1 Introduction 

With the generic objective of predicting Bitcoin prices, investors often 
apply techniques called Technical Analysis based on statistics [1]. Some 
modern approaches to the price prediction problem employ text analysis 
obtained from social media[2]. To relate the mathematical nature of 
technical analysis and the social roots of Natural Language Processing it 
was created a solution that uses Regression Models to generate 
predictions. 

Using one of the created machine learning models, it was then created a 
prototype of an application that receives data in real time using APIs and 
generates predictions. 

2 Technical Analysis 

Technical Analysis results vary widely in dimension, using Relative 

Strength Index, for example, generates values ranging from 0 to 100; as 

Exponential Moving Average normally produces values in the thousands, 

as it relative to the actual price of Bitcoin [3]. Nevertheless, all these 

methods are based on using averages to obtain results, evaluating how the 

actual price behaves compared to past trends. 

In order to train machine learning models, the formulas deployed were the 

following: Relative Strength Index, Exponential Moving Average, Moving 

Average Convergence Divergence, Bollinger Bands, Weighted Moving 

Average, Money Flow Index and the Volume Weighted Average Price. 

3 Sentiment Analysis 

For this part of the work, Twitter was considered the best option to get 

valuable data, as it is the most used social media platform in 2022 [4], and 

it has the best data format for the problem in question. On this platform, 

users communicate publicly using primarily text as a resource as opposed 

to other types of media such as images or videos; so, it makes sense to be 

the go-to platform for text analysis methods. 

To generate numerical values for each tweet, obtained user related values 

were used, such as the number of followers a user has, and the number of 

users it follows. This is particularly useful as it helps us to understand the 

reach each user has in terms of views per post, and it also helps us 

detecting artificially created accounts, that normally have a small number 

of followers[5]. 

After the process of text cleaning, Sentimental Analysis is applied to all 

available tweets using the popular Phyton library TextBlob, itself based 

upon a pre-trained model trained on a gigantic corpus with associated 

sentiment [6]. Two relevant values are generated for each tweet, 

subjectivity and polarity, subjectivity being how factual each piece of 

analysed text is, and polarity how negative or positive the information 

relayed is. 

As an added variable to try to predict the market sentiment, it was used 

Google Trends to assign a value ranging from 0 to 100 to each tweet [7]. 

Depending on the moment being posted, being 100 the historical moment 

where more people were using the word “bitcoin” in their searches [8]. 

 

 

4 Experimental Setup 

Two public datasets were picked for data processing and subsequent 

model training. One with tweets mentioning Bitcoin during the year of 

2021 [9], used for natural language processing, and another one with the 

historical values of Bitcoin [10], used to apply Technical Analysis values 

to each day. Although it would be more practical to be using proprietary 

datasets, in this way, any person can reach the same results using the same 

public datasets and applied techniques. 

For the problem in question, it was applied Regression algorithms, since 

all variables are of a numeric type, and there is a relationship between the 

input variables and the data we are trying to predict. 

Multiple Linear Regression was the first algorithm applied, due to its 

simplicity in correlating the changes of input variables and the dependent 

variable we are trying to predict [11]. Linear Regression, however, has 

the assumption that the input variables must have none or little 

multicollinearity. This is a problem, since there is a lot of 

multicollinearities relating the Technical Analysis independent variables. 

This is due to the statistical nature of Technical Analysis, since it’s based 

on past prices of Bitcoin, there is a high multicollinearity. 

To deal with multicollinearity, Ridge Regression models were created, 

which is itself algebraically similar to Linear Regression while using 

penalties during training to avoid those multicollinearities [12]. 

Cross Validation was applied to all created models, splitting the created 

dataframe in multiple groups (k folds), in which k-1are used for training 

and one for testing, alternating these groups until every group was used 

for testing; the purpose of which is to avoid overfitting [13]. 

5 Results 

The dataset resulting from the data processing methods involved in 

Technical Analysis and Sentiment Analysis components can be seen in 

Table 1, for which the pertinent data is associated to each tweet. In a way 

of relating the two datasets used in this work, it was chosen a common 

period going from 10/2/2021 to 9/8/2021. 

Technical Analysis Variables Sentimental 

Variables 

Volume Marketcap money_flow user_followers 

wma_indic

ator 

rsi_indicat

or 

vwap user_friends 

ema_indic

ator 

macd_indic

ator 

bollinger_mavg_in

dicator 

subjectivity 

macd_sign

al 

obv bollinger_hband_in

dicator 

polarity 

money_flo

w 

vwap bollinger_lband_in

dicator 

bitcoin_interest_

google 

Table 1 Independent variables used for training 

Three Linear Regression models were created, the fist being trained using 

only variables pertaining to Technical Analysis (TA Model); the second 

using both variables pertaining to Technical Analysis and Natural 

language processing (TA+NLP Model), and the last one involving all 

variables previously mentioned and a Google Trends variable 

(TA+NLP+GT Model). 

As we can observe in Table 2, when we use values resulting from text 

processing, we see a clear improvement, as the Mean Absolute Error, 

changes from 81.14$ to ≈0.89 $. Which proves that for this model, social 

media related data does improve prevision accuracy. It improves even 

more when we use Google trends values in addition to Technical Analysis 
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and Sentiment Analysis, as the Mean Absolute Error is only ≈0.2. Proving 

that the Google Trends variable improves prediction accuracy as well.  

Linear 

Regression 

Tests 

R^2 Mean 

Squared 

Error 

Mean 

Absolute 

Error 

Mean 

Absolute  

Percentage 

Error 

TA Model 0.999860 18327.079 81.141 0.0491 

TA+NLP 

Model 

0.999999 1.286 0.891 0.0268 

TA+NLP+GT 

Model 

0.999999 0.086 0.209 0.0001 

Table 2 Linear Regression results 

When analysing Table 3, it can be observed that the metric values are 

inferior to the ones obtained in Linear Regression. However, considering 

the vulnerability Linear Regression models have too much 

multicollinearity, it can be argued that the metrics obtained in Ridge 

Regression are more accurate, at least when working with real time data. 

Ridge 

Regression 

Tests 

R^2 Mean 

Squared 

Error 

Mean 

Absolute 

Error 

Mean 

Absolute  

Percentage 

Error 

TA Model 0.999297 94565.189 138.448 0.0611 

TA+NLP 

Model 

0.999449 63882.583 214.947 0.0052 

TA+NLP+GT 

Model 

0.999529 40916.949 163.124 0.0034 

Table 3 Ridge Regression results 

The Ridge Regression metrics show similar behaviour when compared to 

the Linear Regression ones, showing improvement in prediction accuracy 

when included in training both the Sentiment Analysis and Google Trends 

variables. However, it can be observed that the Mean Absolute Error in 

the TA Model shows to be inferior to the two other models. Nevertheless, 

all other metrics are worse when compared to the other two models, this 

shows the importance in using multiple metrics when evaluating machine 

learning models. 

6 Proof-of-Concept - Investment Bot 

After the development of the machine learning models, one Ridge 

Regression model; using Technical Analysis, Sentimental Analysis and 

Google Trends variable was applied in a Phyton script.  

In this script, using Application Programming Interfaces, its obtained data 

in real time, recent tweets using the tweepy library, technical analysis 

values using CoinGecko and Taap.io APIs, and Google Trends values 

using the Pytrend library [14]–[16]. 

After obtained the raw data, it is processed in a similar way to how it was 

processed for training the models, forming a compatible dataframe that 

can be used with the pre-trained model. Due to the use of free API keys, 

the rate of new data is severely limited, mostly in acquiring new tweets. 

As a test, the script was executed hourly to generate previsions. The 

results are presented in Table 4, where we can observe an error of about 

2000$. That can be justified by the fact that the models were trained using 

data from 2021, itself a fantastic year for Bitcoin price wise, as opposed 

to 2022, as mostly due to inflation prices are extremely low. 

When the model receives data, it sets a prediction of what the price should 

be according to the training it had. In a general way, it can be observed 

that an increase in predicted price means that the actual price is 

undervalued, and it should increase in the short term, the opposite can be 

said to decreases in predicted price, as it predicts that the price is 

overvalued. 

Hour Prevision Actual Price 

21.00 22236.97 20001.43 

22.00 23400.82 20018.68 

23.00 23182.16 20100.78 

00.00 21436.12 20133.11 

01.00 21062.28 20016.68 

02.00 22458.29 20036.86 

Table 4 Real time Predictions between 17/09/2022 and 18/09/2022 in dollars 

7 Conclusions & Future Work 
Analysing the prediction results between the different created models, it 

was possible to determine that when using data from Twitter and Google 

Trends, the predictions become more accurate. When using the real time 

data script, the generated predictions usually reveal correlation to the 

price movements. 

In future development, new machine learning methods will be explored 

as well as an intensive training process with new data. The use of multiple 

dedicated models to price variation and social media feedback should 

greatly improve prediction values. And new ways to remove API 

constraints should be put in place to generate more predictions per hour. 
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Abstract

Nowadays, police departments deal with different types of data from
different sources during police investigations. One of these data sources
derives from IoT (Internet of Things) devices, with their multiple
formats and the amount of data produced. Therefore, we propose the
IoT.EyeWitness framework, which aggregates the data gathered from
IoT devices, and permits data visualization by a user-friendly interface.
This framework offers a timeline view of the artifacts, allowing the
user’s activities to be contextualized in a specific time frame, as well as
answering the "What", "When", "Who", and "Where" questions.

Finally, the obtained results are an initial approach that tries to deal
with different types of data from different IoT sources. Therefore, the pro-
posal leads to the IoT.EyeWitness Framework consisting of a functional
database (each table pertaining to a specific piece of artifact), in addition
to a Graphical User Interface (GUI) for user-data interaction. Further-
more, the framework intends to answer, based on a heuristic method, the
above questions that arise during the criminal investigation, based on a
user timeline.

1 Introduction

In this day and age, multiple devices are connected to the Internet, es-
pecially with the growing number of IoT devices. According to IoT-
analytics, the number of connected IoT devices is expected to reach 14.5
billion globally by the end of 2022 [5]. An unavoidable consequence is
that more IoT devices are going to be present in everyone’s home, which
means smarter devices in general. These devices collect, process and send
out user data, such as Internet searches, usernames, the temperature of
one’s home/room, the presence of people, among others. Everything that
can be connected will be connected, thereby forming a comprehensive
digital system in which all devices communicate with people and one
another. With this rapid evolution, it would only make sense for foren-
sic methods to adapt to technological advancements. Considering that
IoT devices are such great trackers of everyday life, these devices are
paramount evidence collectors. This implies that the forensic investiga-
tion of these devices would possibly reveal crucial information for foren-
sics experts and law enforcement agencies regarding criminal cases.

However, the difficulty in exploiting the IoT lies in the heterogeneous
nature of these devices, the shortage of standards and the complex archi-
tecture [1]. The device and artifact identification phases are quite unex-
plored. It is this framework’s purpose to help in the data analysis, as well
as to help select the most important information regarding criminal cases.

The remaining sections of this paper are organized as follows: section
1.1 describes the motivations and contributions of our approach; section 2
describes the IoT.EyeWitness framework; section 2.1 and section 2.2 refer
to the framework’s backend and frontend engineering, respectively; sec-
tion 2.3 describes the implementation and the obtained results; and finally,
section 3 describes the conclusions of the present work.

1.1 Motivations and Contributions

The major motivations that support the proposed framework can be de-
tailed as follows:

• the challenges presented by digital forensics standardized proce-
dures, focusing on the organization and presentation steps;

• to help police departments deal with the overwhelming amount of
data generated from IoT devices useful for the criminal investiga-
tions;

• the need to improve visualization tools applied to the criminal do-
main.

The contributions provided by this paper are as follows:

• a way of dealing with multiple artifacts from different IoT devices,
and storing them into a MySQL database;

• a display viewport of data supported by a set of rules to assist in
the criminal investigations;

• the framework tries to anwser the "What", "When", "Who" and
"Where" questions, based on a heuristic method in order to create
a timeline of events.

2 IoT.EyeWitness Overview

The IoT.EyeWitness framework proposes an initial approach for issues
regarding the organization and presentation steps of the digital forensics
procedures. Thus, it is composed by a sequential pipeline supported by
an ETL (Extract, transform and Load) and data visualization. Therefore,
the framework was divided into two steps: the Data Storage and Data
Visualization.

Figure 1 shows how the Iot.EyeWitness framework (Data Visualiza-
tion) separates each segment into two different scripts: one for data man-
aging (updating/creating) and the other for visualization.

Figure 1: Storing and displaying data steps

Besides offering data visualization in a user-friendly strategy, this
framework also manages data in ways that could benefit criminal inves-
tigators. For example, if there are records of an individual being some-
where at a certain time in the database, the framework will contextualize
said information in a cronological GUI spectrum. Another useful feature
for criminal investigation is the tags feature. A tag is always referring to
one of the “5W’s and 1H” questions [2], also mentioned in the Abstract
section. Therefore, when addressing an artifact, the user can identify how
this piece of evidence can be used to answer these very important ques-
tions.

The data storage step can be helpful when it comes to organizing arti-
facts as it concentrates information in one single database. The data visu-
alization method simplifies the presentation process, since the GUI com-
ponents showcase user-friendly, human-readable information. Instead of
simply displaying raw metadata, IoT.EyeWitness focuses on exhibiting
graphs, plots and maps, using said information. For that reason, the data
is consumed in a much more digestible way by every user, with its target
audience being crime investigators.

2.1 BackEnd: Data Storage

The backend handles the data storage and business logic. This is done ex-
clusively through the db_setup.py script. The db_setup.py script
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follows the ETL (Extract, Transform and Load) three-step process to man-
age data. In the context of the IoT.EyeWitness framework, the three ETL
steps can be described as:

• Extract: the extraction process consists of turning all the evidence
that comes from all different sources into programming data struc-
tures. Since this framework was developed in Python, these would
mainly refer to lists, dictionaries and tuples. In such a way, the
initial db_setup.py script is then ready to process the data, by
having it organized in data structures known to the programming
language;

• Transform: the transformation phase primarily consists of
changing column names to not include space characters, as they
can cause problems in the loading phase (adding the data to the
database), as well as setting every column type to string/varchar
data types, for easier and quicker data management;

• Load: the data is now ready to be updated to the database. By
using insertion, update and creation queries, the db_setup.py
uses database management Python tools to execute such queries.
The DBMS (Database Management System), which for the
IoT.EyeWitness is MySQL, processes and runs these instructions
to alter the database accordingly.

To implement the Data Storage some steps were performed, namely
the database development, divided into analysis and design steps. How-
ever, as for the data analysis implementation, some constraints were de-
tected, such as:

• the heterogeneous nature of IoT gathered evidence: since the range
of data type is significant, a one-by-one methodology for each
piece of evidence was necessary for a smooth database develop-
ment;

• the amount of artifacts present in the data set.

Consequently, a database was created to gather all the relevant infor-
mation from the "IoT Forensics Course" [3]. This course has the goal
to instruct the extraction and visualization of data from IoT devices from
a forensic analysis perspective. It also contains its own data source that
helps the user along the way. As a rule of thumb, for each source of ar-
tifact information, a table is created. These tables are created through a
Python script (db_setup.py). For instance: for any Microsoft Excel
type file, the script assumes that the file has several sheets with informa-
tion that will then be turned into database tables. The db_setup.py
script adjusts to the information was stored in the folder whose name is
passed as a command line argument.

As of now, the insertion of artifacts and the creation of cases in the
system are done using a CLI (Command-line Interface), calling a Python
script that deals with the application’s data management segment sepa-
rately from the GUI script for the same data. On that account, the script
expects the user to input what case these new files are referring to.

2.2 FrontEnd: Data Visualization

After the data aggregation and normalization process, to visualize the in-
formation, the framework uses Qt [4]. Qt is a cross-platform software for
creating graphical user interfaces as well as cross-platform applications
that run on various software and hardware platforms such as Linux, Win-
dows, macOS, Android, or embedded systems with little or no change in
the underlying codebase while still being a native application with native
capabilities and speed [6]

The activity sections of these data extracts are stored in Microsoft
Excel (xls) files and/or Comma-Separated Values (csv) files. The ini-
tial script db_setup.py is designed to update the database with this
information. After populating the database, the second Python script
gui_vis.py manages the graphical interface of the application. Fig-
ure 2 displays the general view of the app, with the main panel always
adapting to the artifact evidence chosen on the left menu.

This last script creates the visual application, allowing user interac-
tions with all data that was previously stored in the database. The plots
and graphs display the artifact’s data in ways that facilitate its analysis.

Figure 2: The Activities Panel

2.3 Implementation and Results

The development of the project was structured in two main steps: the
database management and the visual GUI of the framework. This idea
is illustrated in Figure 1. These two components are interdependent from
each other, meaning that the user interface requires the existence of stored
databased information to fulfill its purpose. It is required to have Python
(version 3.9.13) installed. The requirements.txt file contains all
the packages used in the Python virtual environment during the making
of this project. The database was created by the open-source relational
DBMS MySQL (Server version: 8.0.29 MySQL Community Server), so
it is required to have MySQL installed as well. For some features, the
framework needs a stable Internet connection.

Aside from a git repository, results can also be consulted on this
video.

3 Conclusion

This work intends to propose a tool that helps the law enforcement to
analyze the data produced by IoT devices in an integrated way and noting
the answers to the 5W1H questions. However, the current version of the
IoT.EyeWitness framework is based upon a heuristic method, which limits
the range of feasible input data, suggesting that the framework is already
aware of the existence of certain database tables.

In further work, we could apply machine learning techniques to am-
plify the spectrum of applicable data, instead of hard-coded data. There-
fore, machine learning would provide a more flexible methodology re-
garding selecting the tables that would correspond to each 5W1H ques-
tion. Another possible addition to the framework is changing the initial
script from a Command-Line Interface (CLI) to a Graphical User Inter-
face (GUI), or perhaps even joining the two scripts to make a single ap-
plication that does all (a much more convenient approach).
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Abstract

In recent years the great success of transformers-based models initially
employed in Natural Language (NLP) tasks has led to the development
of several transformers variations to be used in a wide range of domains,
such as vision. With the correct amount of training data and proper train-
ing, transformers can provide excellent performance when in compari-
son with Convolution Neural Networks (CNN) counterpart in the vision
tasks. However, the main drawback of transformers concerns the memory
requirements that often exceed the available training platform, growing
in a quadratic form regarding the input length. Several works address
the problem of optimizing transformers to reduce their memory footprint,
but mainly with a reduction in the prediction capabilities. In this work,
we evaluate the use of random patch erasing to optimize the transformer
model memory footprint while achieving competitive results on several
image classification medical datasets. The evaluated Visual Transform-
ers (ViT) models allow being trained in a single GPU, reaching similar
results than CNN, obtaining an accuracy 91.2%, 85.5%, 86.5% in three
competitive image datasets, reducing the memory footprint on average by
22% on the transformers models.

1 Introduction

Transformers [11] are state-of-the-art models in NLP tasks and have rev-
olutionized the way sequence modelling is performed, with the model ar-
chitecture consisting of an encoder that maps an input sequence of symbol
representations to a sequence of continuous representations independent
of their position, and a decoder that generates an output sequence of sym-
bols one at a time.

Recently, transformers have been adapted to be used in vision prob-
lems by employing ViT [5], where the input image is decomposed into
smaller patches and combined with a learnable positional encoding for
each batch that is used as input by the transformer. However, for trans-
formers to be effective, they require large amounts of training data, GPU
resources complemented with data augmentation techniques and often
knowledge distillation and hybrid combination with CNN (eg. Retina
classification ) models, leveraged by a transfer learning approach from
ImageNet. ViT architectures implicitly allows to model global features
context, exploring the full meaning of the local features in a robust man-
ner.

One example of use of ViT is the MIL-ViT model, proposed by[12] to
address retina disease classification, being leveraged by a pre-training on
a large fundus image dataset and posterior fine-tune in the specific task of
retinal disease classification. Hybrid CNN transformer architecture aimed
at classifying parotid tumours among multi-modal MRI images can be
found in [4]. A two-stage model is proposed by [7] to perform glioma
sub-type classification in the brain explores the use of transformers in
a hybrid way to sparse feature aggregation on the feature space. In the
work of [6] is proposed a Gene-Transformer to predict the lung cancer
categories. Among these works, one of the main common denominators
was the large memory requirements to effectively train Transformer mod-
els and difficulties in generalization. Effective regularization techniques
provide lower degree of over fit, and in many NLP tasks schemes such a
drop-token [1] are effective tools to overcome some of the Transformers
gradient stagnation in training, addressing the sparsity of data.

In this article, we evaluate the effectiveness of the regularization tech-
niques that randomly erases patch components of images while disentan-
gling the transformer’s positional encoding based ion work of [3], im-
proving the generalization of the trained models while leading to a re-
ducing in memory requirements in training. We investigate the reduction

of training complexity while attaining the model’s overall performance in
the specified downstream tasks with detailed taxonomy with CNN models
counterparts.

2 Methodology

The use of ViT often leads to extensive image patch sequences that in-
crease the complexity of the transformer models, also aggravated by the
fact that many medical images have feature regions aggregated in a par-
ticular region and . In contrast, the remaining parts of the image often
correspond to black background, leading to a sparse representation.

We evaluate the performance of Patch Erasing to train transformer
models in medical image domains efficiently. Inspired by the Dropout
technique [10], the random Patch Erasing main objective is to enforce
the transformer model to be trained in incomplete input sequences to per-
form classification. The procedure starts by sampling patches with over-
lap from the input image (Fig. 1).

During training, the a variable percentage of the sequence tokens are
randomly dropped, effectively reducing the sequence length and leading
to a regularizing effect of the Transformer model. During inference, the
original input sequence is presented to the transformer model in the orig-
inal form without any sampling.

Figure 1: Random Patch Erasing for Transformers

Multi-head attention layers [11] receive the computed distance be-
tween each pair of positions in the input sequence as a matrix (attention
matrix), the complexity grows within the form of O(n2), where n is the
input sequence length. Longer input sequences and a high degree of patch
overlapping in ViT leads to increase in memory requirements. Given an
input b samples in with the dimension c× e, with b being the batch size
and n defining the sequence length, e the embedding size, with each at-
tention layer projecting each input sample into the h query Q, key K and
value V matrices, with h being the number of attention heads.

3 Experimental Setup

We evaluate several CNN models variations (Inception, Resnet, DenseNet)
and Transformers and trained then individually on the following datasets
ISIC 2019 [8], APTOS 2019 [2] and RFMID2020 [9]. ISIC 2019 consist
of 25,331 skin images, APTOS 2019 contains 3662 samples from diabetic
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retinopathy and RFMID2020 with 3200 Eye Fundus images, respectively.
The main task is to classify the possible classes on each dataset correctly.
We use models from scratch and also fine-tune the models trained on
ImageNet towards the final objective. For pre-processing and training,
we balance the datasets using importance sampling by assigning a sam-
pling weight to each sample proportional to the inverse frequency of its
label to avoid bias toward the normal cases that are the majority in most
datasets. We train and evaluate using an 80% 20% stratified split, using
cross-validation with 5 k-CV folders to obtain the optimal set of hyper-
parameters for each model evaluated.

Table 1 describes the attests and main characteristics.

Table 1: Summary of the Datasets.
Dataset Domain #samples #classes Discussion

ISIC 2019 [8] Skin 25331 9
8 possible anomalous
classes and 1 normal

RFMID 2020 [8] Eye 3200 46
46 different condition

(grouped into normal and abnormal)

Aptos 2019 [2] Eye 3662 5
5 classes from diabetic retinopathy

on a scale of 0 to 4 on severity

As an optimizer, we evaluate Adam and AdamW optimizers with
weight decay of 10−4 for all models, with a maximum learning rate of
10−5. Linear learning rate decay is used from epoch 15 to 70, dropping
the learning rate to 10−7 and all models are fine-tuned for a further 30
epochs, completing a total of 100 epochs. The performance of all mod-
els variations are list in Table 2, attaining only the best model variation
regarding each architecture after exhaustive evaluation.

Table 2: Performance Summary of the proposed models.
Model DA PT-I PT-E Metrics

Dataset: Isic 2019[8]
Inception + AdamW ✓ ✓ - acc: 87.8%, AUC: 91.8%, mf1: 87.8%, Mf1: 87.3%.
ResNet + AdamW ✓ ✓ - acc: 89.3%, AUC: 93.7%, mf1: 88.9%, Mf1: 89.2%.
DenseNet + Adam ✓ ✓ - acc: 89.0%, AUC: 93.5%, mf1: 89.1%, Mf1: 88.8%.
Transformer + AdamW (0%) ✓ - - acc: 85.1%, AUC: 90.2%, mf1: 84.2%, Mf1: 83.9%.
Transformer + AdamW (0%) ✓ ✓ ✓ acc: 87.8%, AUC: 90.9%, mf1: 88.8%, Mf1: 88.5%.
Transformer + AdamW (25%) ✓ ✓ - acc: 90.7%, AUC: 94.0%, mf1: 90.5%, Mf1: 90.7%.
Transformer + Adam (25%) ✓ ✓ ✓ acc: 91.2%, AUC: 94.3%, mf1: 91.2%, Mf1: 90.9%.

Dataset: RFMID2020 [9]
Inception Adam ✓ ✓ - acc: 81.1%, AUC: 88.2%, mf1: 82.3%, Mf1: 83.3%.
ResNet + Adam ✓ ✓ - acc: 82.3%, AUC: 89.2%, mf1: 82.5%, Mf1: 82.3%.
DenseNet + Adam ✓ ✓ - acc: 85.5%, AUC: 91.5%, mf1: 85.3%, Mf1: 85.0%.
Transformer + AdamW (0%) ✓ - - acc: 80.0%, AUC: 87.6%, mf1: 81.3%, Mf1: 80.8%.
Transformer + AdamW (0%) ✓ ✓ - acc: 80.9%, AUC: 89.2%, mf1: 81.5%, Mf1: 80.9%.
Transformer + AdamW (25%) ✓ ✓ - acc: 84.6%, AUC: 91.2%, mf1: 84.5%, Mf1: 83.9%.
Transformer + AdamW (25%) ✓ ✓ ✓ acc: 84.9%, AUC: 90.2%, mf1: 83.3%, Mf1: 83.1%.

Dataset: APTOS 2019 [2]
Inception AdamW ✓ ✓ - acc: 82.2%, AUC: 93.1%, mf1: 84.3%, Mf1: 83.3%
DenseNet + AdamW ✓ ✓ - acc: 84.2%, AUC: 93.4%, mf1: 84.2%, Mf1: 85.6% .
ResNet + Adam ✓ ✓ - acc: 86.5%, AUC: 93.2%, mf1: 85.9%, Mf1: 85.4%.
Transformer + Adamax (25%) ✓ ✓ - acc: 85.8%, AUC: 91.6%, mf1: 84.3%, Mf1: 83.9%.
Transformer + Adamax (25%) ✓ ✓ ✓ acc: 86.0%, AUC: 92.0%, mf1: 85.4%, Mf1: 84.8%.

DA: data augmentation; PT-I: Pre-trained ImageNet; PT-E: Patch Erase; acc: accuracy; AUC: area under
the receiver operating characteristic curve; mf1: micro f1score; Mf1: macro f1score;.

4 Results and Discussion

Table 2 presents the Accuracy, Area Under the Curve (AUC) micro and
macro F1 scores results on the ISIC 2019 [8], APTOS 2019 [2] and
RFMID2020 [9] datasets. A detailed analysis shows that Transformers in
all variations achieved similar results when directly compared to the CNN
counterparts, with one model being slight superior. Fine-tuning from Im-
agenet proved fundamental in all models, allowing faster convergence and
superior performance results in all transformer models. The random Patch
erasing employed in transformers models allowed an increase in training
performance regarding those trained without random Patch erasing. The
degree of patch overlap also affected the Transformer’s overall perfor-
mance, being found that without any degree of overlap, Transformer pre-
sented similar results than CNN models in datasets with small number of
samples. After exhaustive model experimentation, the degree of overlap
was set to 25% in all evaluated datasets. Models without any genre fine-
tuned from other domains had lower performance, empathizing the need
to employ pre-trained models to overcome the limitation in the number
of training examples in medical datasets. Regarding CNN models, pre-
trained weights and data augmentation (rotation, mirror, crop) improved
model performance, with models trained from scratch not listed due to
lower performance. Aptos 2019 showed lower performance on all eval-
uated models, evidencing the impact in the size of the images and num-
ber of classes, with challenging classes having difficulties being correctly
classified. Fine-tuning the transformer model is vital in all considered
datasets. We replace the MLP classifiers in the pre-trained models to per-
form fine-tuning. The random Patch erasing optimal was up to 30% of
the input sequence during training. We repeated each experiment 5 times

to reach an average result. The top performer models are in line with
those reported in literature, meaning that with further fine-tuning and de-
tail analyses could easily improve models performance. Random Patch
erasing allowed a save of almost 22% of memory requirements (consider-
ing the 25% patch overlap), allowing faster training times. As the number
of samples grows, the margin between ViT and CNN grows as well, with
the benefit of built in high-resolution saliency maps that can be useful to
better understand the model’s decisions.

5 Conclusions

We evaluate a regularization method to effectively train transformers for
image classification, obtaining similar performance compared with CNN
counterparts in the same evaluated datasets. The considered Patch Erasing
method reduces the computational complexity required to train transform-
ers, both from in domain and transfer domain, reaching similar results
than CNN models in datasets with a more significant number of samples
in a easy manner. At the same time, it enables it to be fine-tuned on sev-
eral downstream tasks simultaneously. However all the models were not
tuned to its best, with some models are capable of perform better.
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Abstract 
The bedbug and the grape moth are the most significant pests affecting rice and 

vineyards, causing great damage. Insect traps are among the most appropriate 

solution for monitoring and counting, influencing the selection and dosage of the 
pesticide to be applied for pest control. However, the counting and monitoring 

operations are based on the frequent visit of technicians to the site and are 
supported by inefficient counting methods, which is a challenging and time-

consuming task. This study proposes the automatic counting of bedbugs and 

grape moths in traps using deep learning algorithms. We use three different 
databases, Pest24, Bedbug and Grape moth. First, we trained the Pest24 dataset 

with YOLOv5 and got an mAP of 69.3%. Then, using the weights obtained from 
the Pest24 dataset, we trained the Bedbug and Grape moth datasets. The best 

results for the Bedbug dataset were obtained with the YOLOv5 with transfer 

learning with an AP of 96.5% and a counting error of 63.3%. The best result was 
obtained with YOLOv5 without transfer learning of Pest24 with an AP of 90.9% 

and a counting error of 6.7 for the Grape moth. 

1 Introduction 

Bedbugs and grape moths are responsible for causing high losses, as 
they cause damage to crop quality and productivity [1][2]. To apply 
pesticides in adequate amounts to the pest state, there is a need to count 
the pests collected in the traps [3]. Traditionally, counting insects is 
done visually by humans. However, as each trap can contain dozens or 
hundreds of insects of different species, the counting task becomes 
laborious, time-consuming, error-prone, and can delay decision-making. 
The development of the internet of things (IoT) and artificial 
intelligence (AI) allowed for smart pest monitoring (SPM). This 
technology is essential for automatic counting, making the counting 
procedure faster, more reliable, and more effective [4]. 

mySense is a precision agriculture platform developed and managed 

by researchers from the University of Trás-os-Montes e Alto Douro 

(UTAD). Several devices were deployed in several geographically 

dispersed observatories in different cultures and installed at strategic 

points on the agricultural plot to collect images [5]. Images were 

collected from two different observatories, giving rise to two datasets 

(Bedbug and Grape moth dataset) and used in our methodology. For this 

experiment, the datasets provided by mySense had a reduced number of 

images, leading to the inclusion of the Pest24 dataset in our 

methodology. Pest24 is an extensive public dataset that contains 25,378 

annotated images provided by Wang et al. [6]. They used the YOLOv3 

and obtained 58.79% of mean average precision (mAP). 

This work proposes a deep learning approach for automatically 

counting bedbugs and grape moth pests. Our approach was divided into 

two parts, insect detection from the Pest24 public database and insect 

detection and counting from the mySense database. 

2 Methodology 

The methodology used is organised into three steps, represented in 
Figure 1. First, we describe and prepare the datasets to apply the 
methodologies. Then, we trained the three datasets separately with 
YOLOv5: first training the Pest24, then the mySense datasets, Bedbug, 
and Grape moth. Our strategy was based on transfer learning concepts. 
For Pest24, we started by training with YOLOv5 (MP1). For Bedbug, 
we trained with YOLOv5 (MB1) and trained with transfer learning with 
weights obtained MP1 (MB2). For the Grape moth, the same 
methodology as the bedbug was applied, so we trained with YOLOv5 

(MG1) and transfer learning with weights obtained MP1 (MG2). Finally, 
the model’s performances were evaluated. 

 
Figure 1: The pipeline of this work 

2.1  Databases and Data-Preparation 

Deep learning methods show great results for representative datasets. 
The datasets made available by mySense, as they are not yet complete, 
have little data. Therefore, we included Pest24 in our methodology, as it 
is a very large dataset with great variability. This consists of 25,378 
images with 24 different insect classes [6]. The Bedbug dataset is 
composed of only 42 images. After the data augmentation operation 
(rotations, zooms and flip), the dataset started to integrate 102 images 
with 770 instances. The Grape moth dataset was composed of 228 
images. After data augmentation, the dataset is composed of 348 images 
with 12,438 instances. Annotations of all images are in yolov5 format. 

2.2  Training 

All experiments are summarised in Table 1. We trained the three 
datasets separately with YOLOv5: first training the Pest24; and then the 
mySense datasets, bedbug, and grape moth. The goal is to use Pest24 to 
pre-train the model. And then transfer learning to mySense datasets 
since there is little data. For Pest24, we applied methods MP1 and were 
trained for 400 epochs. For Bedbug, we trained with methods MB1 and 
MB2. For transfer learning, we use the MP1 weights and train the head 
of the model, freezing the 12 layers of backbone for MB2. Each 
experiment was trained for 150 epochs. Finally, for the grape moth, we 
trained with methods MG1 and MG2, each experiment was trained for 
250 epochs. 

Table 1: Description of implemented methods 

Model Dataset Description 

MP1 Pest24 Detection with YOLOv5 

MB1 Bedbug Detection with YOLOv5 

MB2 Bedbug 
Detection with transfer learning using the MP1 

weights 

MG1 Grape moth Detection with YOLOv5 

MG2 Grape moth 
Detection with transfer learning using the MP1 

weights 

2.3  Evaluation  

The metrics for evaluating the models were the average precision (AP), 
recall, precision, mAP and counting error. We set a threshold greater 
than 0.5 when calculating the intersection over union (IoU) to consider a 
detection. Counting error was the metric used to assess insect counts. 
The measure is the division between the difference between the number 
of correct detections (C) and the number of predicted detections (Ĉ), by 
the number of correct detections. 
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3 Results and discussions 

All results are summarised in Table 2. The best dataset results for each 
metric are in bold. For the pest24 dataset, the proposed method obtained 
an mAP of 69.3%. This result is much higher than state-of-the-art 
(58.79%) [6]. 

Table 2: Results obtained in this work 

Model AP (%) Recall (%) Precision (%) Counting error (%) 

MP1 69.3 64.7 66.3 - 

MB1 81.8 75.0 87.9 81.7 

MB2 96.5 82.5 86.8 63.3 

MG1 90.9 86.2 86.9 6.7 

MG2 86.8 86.8 79.7 7.3 

For the Bedbug dataset, the methodology that obtained a superior 
mAP was MB2, detecting a bedbug with a YOLOv5 model with transfer 

learning using the MP1 weights. Analysing the results, we can verify 
that it was possible to obtain the best performance with transfer learning 
of the weights of MP1. In this dataset, the solution with transfer learning 
reached the best performance, with 96.5% of AP and a counting error of 
63.3%. Regarding the counting error, we can verify that it is greater than 
60% in all the methods, which reveals that, in this dataset, the methods 
were not effective in performing the counting. 

The methodology that obtained the best performance for the grape 
moth was MY1, detecting the grape moth with the YOLOv5 model with 
the default configuration. However, the differences between the models 
trained are not relevant. As for the counting error, the MY1 presented 
the best count. Comparing the results with the bedbug, we noticed that 
the AP is similar; however, there is a very large discrepancy in the 
counting error. This can be explained by the bedbug dataset containing 
images with more than 200 insects, while the grape moth images have 
fewer insects. Thus, we conclude that YOLO has a lower performance 
for images with a high number of classes. These can be observed in 
Figure 3.  

 
Figure 2: Example of predictions from three Bedbug images. The first 
column is the ground truth, the second is the prediction of the MB1 
model, and the last is the prediction of the MB2 model. In the predicted 
images, green is represented the ground truth bounding box, and red is 
the prediction. 

This figure illustrates the predictions for two images of Bedbug 
dataset, (a) and (b). Observing image (b), it is possible to conclude that 
the experiments are not so efficient, presenting false detections (FP) and 
multiple bedbugs to be detected (FN).  

Figure 3 illustrates the predictions of two methods for two Grape 
moth images, (a) and (b). The methods correctly predicted all grape 
moths for image (a). For image (b), in general, the methods were very 
close to the correct detection of all insects. 

 
Figure 3: Example of predictions from three Grape moth images. The 
first column is the ground truth, the second is the prediction of the MG1 
model, and the last is the prediction of the MG2 model.  

4 Conclusions 

In this work, we apply YOLOv5 in order to count bedbugs and grape 

moths automatically. As we had little data, we started by training the 

Pest24 dataset with YOLOv5. The proposed method obtained an mAP 

of 69.3%. For the Bedbug dataset, the best method was YOLOv5 with 

transfer learning from Pest24, reaching an AP of 96.5% and a counting 

error of 63.3%. For the Grape moth dataset, the best method was the 

YOLOv5 without transfer learning, with an AP of 90.9% and a counting 

error of 6.7%. From this work, we can conclude that the results obtained 

are promising, and it was possible to detect pests with high AP, 

however, we found that YOLOv5 is not as efficient for images that have 

a high number of insects which had an impact on the counting error (for 

example, a bedbug image with 204 insects), so we encourage frequent 

replacement of traps to avoid the high number and overlapping insects. 
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Abstract

Due to its low costs and wider reach, Twitter is a relevant tool for small
companies to be used as a promotion vehicle and can be used to under-
stand what companies are interested. This paper presents a case study
on the visualization of the activity of several known Portuguese startups
in the Information Technology area of business. We performed a content
categorization of their posts in order to understand what themes are ad-
dressed and concluded that companies share a similar content distribution.
Moreover, a visualization of their Twitter followers and following com-
munities have also been explored, showing that, as expected, their social
communities overlap.

1 Introduction

Startups are innovative, have limited resources, and typically, if success-
ful, present an above-average increment of customers and revenue [5].
Therefore, startups need to raise funding and reach customers on a re-
stricted budget. Social media platforms can serve as a gateway for vari-
ous communities, allowing them to achieve goals and companies to grow.
This work aims to understand what startups post about on social media.
Therefore, using Twitter, a topic model analysis has been performed. Ad-
ditionally, since the communities created on social platforms are funda-
mental for visibility, several startups’ communities have been represented
using a social graph. For this case study, we chose eight Information
Technology (IT) startups, all founded by Portuguese administrators or
headquartered in Portugal. Twitter was selected as the source of social
media data due to its simple API access, making it widely used in aca-
demic works to analyze online behavioral patterns and the structure of
social graphs.

2 What do startups post about on Twitter?

To understand what the startups post about on Twitter, we employed a
topic modeling method, LDA (Latent Dirichlet Allocation [1]), due to
its success in related literature. The analysis followed the Social Media
Intelligence cycle (SMI [2]), resulting in the following steps: (1) Twitter
Extraction, (2) Cleaning and Transformation, (3) Model Creation, and (4)
Results.

For the data collection, we used the Twitter API, and, for the chosen
eight startups, we extracted all the tweets found between 2015 and 2020,
resulting in a dataset of 15 577 tweets written in English. The previous
time interval reflects the period when the startups were more active and
encompasses all companies’ beginning dates. Cleaning was achieved by
eliminating terms present on tweets that did not add value to the analysis.
Therefore, we removed punctuation, URLs, misspellings, HTML tags,
extra white spaces, the most frequent and fewer frequent terms, and a
set of English stopwords from the NLTK library [4]. Then, the dataset
was aggregated by month, resulting in a corpus of 72 documents, each
corresponding to a month of data in the period under analysis.

For modeling, we started by transforming the documents into a doc-
ument term matrix, where each term is either a word or a bigram. The
frequency of the occurrence of the term/bigram in the document’s text
was calculated for the application, on the resulting matrix, of the LDA
algorithm. This step was achieved by using the Python library gensim [6].
Aiming to find an adequate number of topics, a coherence test was used,
whose results suggest that five topics would be the more appropriate choice.
The coherence measure used here was Cv, one of the options in the Python
library, and as proposed by the authors in [7]. A test confirmation with

fewer and higher numbers of topics was performed, after which we were
confident that five was, in fact, an adequate number of distinct topics.

The resulting topics regard the core business, “Fintech & ML” and
“IT”, business subjects, “Product/Service R&D” and “Business Opera-
tions”, and lastly, “Bank and Funding”. Table 1 displays the topics with
the related terms sorted by their frequency in descending order.

Topic Terms

Fintech and ML
future, talk, fintech, banking, reality, money2020,
lisbon, project, hackathon, machinelearning

Business Operations
business, cloud, opentalk2020, learn, covid19,
service, solution, webinar, customer service, brand

Bank and Funding
bank, webinar, cloud, leader, learn, read, account,
report, meet, partner

Product/Service R&D
cloud, learn, product, read, industry, innovation,
boost, service, webinar, lisbon

IT
review, codereview, analysis, learning, websummit,
machinelearning, machine learning, security,
staticanalysis, lisbon

Table 1: Terms with higher frequency for each topic

The topic “Fintech & ML” encapsulates words relevant within this do-
main and also show an important event in this realm: “money2020”. The
term with higher frequency is “future”, creating the idea that the contents
are aligned with the more recent technology, as well as the more recent
trends. The second topic, named “Business Operations”, presents terms
corresponding to situations that can be considered typical of companies’
operations. Similarly to the previous topic, it also displays a particular
event regarding customer service subjects promoted by one of the star-
tups: “opentalk2020”. “Bank and Funding” is the third topic, with the
term “bank” being the most frequent. The terms “report” and “partner”
are also among the more frequent ones in this topic, leading to startups’
matters like funding, an essential tool for a company’s growth. In fact,
raising funds is one of the most critical challenges that startups are faced
with [9]. The next topic is termed “Product/Service R&D” since the terms
found direct us to the process of product development and innovation de-
mand. In fact, the higher frequency of the term “innovation” supports the
statement that startups differ from other companies due to their innova-
tive capacity [8]. The last topic,“IT” (Information Technology), shows as
more frequent, words associated with software or technical terms. Here
we find that the more significant technological event: “Websummit”. The
topic also shows terms that relate to reviews and software analysis, which
are a fundamental part of any software development project.

To understand how relevant are the topics in the posting activity among
the startups, a heatmap is shown in Figure 1. The horizontal axis indicates
the topics, and the vertical axis displays the companies. We can observe
the relative percentages of each topic in the content posted by the star-
tups. The color gradient scheme used corresponds to a percentage range
[0, 30], from colder colors (0%) up to warmer colors (30%). The first
line indicates each topic’s average percentage among the eight startups.
Approximately 50% of the content directly relates to technology, com-
bining the topics “Fintech & ML” and “IT”. This combination was to be
expected since these are all IT companies. While half of the Twitter con-
tent focuses on startups’ core business, around 20% concerns “Bank and
Funding”, and near 30% deals with enterprise matters via content related
to “Business Operations” and “Product/Service R&D”. Interestingly, as
noticeable looking into the heatmap’s colors, the way topic’s split in the
contents in the startup posts is similar between all.
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Figure 1: Heatmap: The topics’ frequency per startup

3 What do startups’ Twitter community looks like?

To visualize each startup’s Twitter communities, we employed a method-
ology based on the network analysis and visualization (NAV [3]), which
resulted in the following steps: (1) Twitter Extraction, (2) Social graph
creation, (3) Visualization and Clustering, and (4) Results.

The first step was the creation of a dataset with the Twitter accounts
of users who follow and users who the startups follow. The extraction was
performed on May 31st, 2022, using the Twitter API, and consists of 30
565 accounts. We proceeded with the creation of two social graphs: one
for followers and another for followings. A node corresponds to a user,
and each link to a follow relation. For example, node A linked to node B
means that user A follows user B.

We used the software tool Gephi, which provides built-in algorithms
for clustering and layout applied to graphs. After experimentation, we
selected the modularity algorithm, forming a cluster for each of the com-
panies. Additionally, we choose the Circle pack layout with the modular-
ity class as the hierarchy level option. We based the cluster colors on the
startup’s logo and added their Twitter username above each community.
Thus, we have obtained the two graphs in Figures 2 and 3, where it is pos-
sible to observe each of the individual communities and also the existence
of common users between them.

Figure 2: Followers Graph

The graphs show that, despite the fact that their services/products dif-
fer, there are common users between the different communities. Although
the startups follow only a few Twitter users, we see that they follow many
of the same users. Thus, startups’ Twitter communities overlap, which
was expected since they are all recent IT companies with similar social
media goals.

4 Conclusions

Startups use social media platforms to attract potential customers and help
raise funds. To achieve their goals, they post content regularly and cre-
ate a community of followers. Through categorization of their Twitter

Figure 3: Followings Graph

content by applying a topic model to a dataset of 15K tweets, we con-
cluded that the startups in the analysis shared a similar distribution of
content varying over five distinct and relevant topics. Therefore, as they
are comparable companies (same typology and core business), they have
identical behavior on Twitter. By visualizing their communities using a
dataset of 30K user accounts, it is also possible to see that, although the
services/products differ, their followers’ communities express a relevant
degree of overlapping.
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Abstract
Correct pest monitoring makes agricultural production more efficient and
reduces costs with pesticides and workers. Currently, this monitoring is
done in a traditional way and there is potential to introduce new technolo-
gies in order to make it more efficient. In this work we present a monitor-
ing system based on Internet of Things (IoT) and Computer Vision (CV).
First we train a CV model with a public dataset, then we use cameras
placed in crops to obtain images in real conditions, these images are sent
to the cloud where the CV model makes the detections and sends them
to an application that displays the pests evolution. Results show that it is
possible to use new technologies to make monitoring more autonomous,
precise and cheaper.

1 Introduction
Pests are responsible for large losses for agricultural producers every year
[1]. To minimize these losses, integrated pest control (IPC) is used, which
has one of its main steps the monitoring, where pests present in traps are
identified and counted. Correct monitoring is essential to correctly assess
the presence of pests and thus avoid excessive use of pesticides while
increasing revenue and improving production quality.

Traditionally, the monitoring is done with technicians who have to
go regularly to the crops to collect traps and identify, among hundreds of
insects, the species of each insect, if they are harmful to the crop and carry
out their counting. This process is not precise because the technicians use
extrapolation to not count the insects in the whole trap, it is expensive
because it requires many hours of specialized work to identify and count
the pests. In this work, we propose the use of an IoT network to capture
and send images of traps to an intelligent model. To analyze the images,
and as the technicians tasks are visual (pest detection and counting), we
propose the use of CV models. To communicate the results, we propose
an application that receives data from the CV models and displays the
evolution of pests over time.

The rest of the article is structured as follows. Section 2 introduces
the IoT and CV background, Section 3 describes the proposed approach
and Section 4 details the proposed approach. Section 5 concludes and
presents future work.

2 Backgroud
2.1 Internet of Things (IoT)

As Figure 1 shows, an IoT network is made up of several devices that
acquire, receive, store and send data. These devices can use three types
of computation: edge, fog or cloud computation.

Figure 1: Types of Computation

The three types of computation can be used together to maximize
their advantages and minimize their disadvantages. Edge computing is
the type of computing performed closest to the data collection location.
It has the advantage of low latency and mobility. Its disadvantages are
low computational power and memory. Fog computing is performed by

devices placed near the edge and adds computing and memory power to
the edge without significantly increasing latency. It is usually used as a
bridge to the cloud. Cloud computing is the type of computing furthest
from the location of data collection. Its advantages are high computa-
tional and memory power. Its main disadvantages are high latency, high
bandwidth requirements and power consumption.

Figure 2: Network topology

As depicted in Figure 2 the simplest way of distributing IoT network
devices is Point-to-Point, which consists of only two devices. The net-
work fails if one of the devices fails. The star network is the most common
topology. In this network, a central device acts as a gateway. It’s easy to
scale by simply adding more devices to the network and connecting them
to the gateway. The network fails if the gateway fails. The mesh network
has all neighbors nodes connected causing redundancy in the connections,
which prevents the network from failing if one of the devices fails.

Communication protocols are used to define communication rules be-
tween network devices. Hypertext Transfer Protoco (HTTP) is one of
the most stable and reliable protocols for sending large amounts of data,
but its memory and energy consumption make it challenging to use at
the edge. Message Queuing Telemetry Transport (MQTT) is optimized
to work on devices with limited memory but has difficulties when send-
ing large amounts of data. Long Range Radio (LoRa) is a protocol used
to long-range and low-power communications that is a good choice for
places without Wi-Fi access [2].

2.2 Computer Vision (CV)
We can divide CV into image classification and object detection. Typi-
cally, image classification is used to classify an image and object detec-
tion is used to classify multiple objects in the same image. There are two
main types of object detection models: (1) two-phase models, such as
the Faster Region-Convolution Neural Network (Faster R-CNN) and (2)
one-phase models, such as You Only Look Once (YOLO). As depicted in
Figure 3, the training of two-phase models can be decomposed into six
steps [3]:

1. Set anchor boxes: Cover each pixel of a feature map by different
anchor boxes (rectangles of different sizes - chosen using an ge-
netic algorithm - anchored to the center of each pixel).

2. Anchor box classification: Extract the pixels inside each anchor
box and classify them as an object or not.

3. Object classification: If the classification returns an object, classify
the object (as example, whitefly - WF).

4. Coordinates regression: If the classification returns an object, pre-
dict the coordinate difference (dx,dy, dh, dw) between the anchor
box and the annotation,

5. Anchor boxes removal: Remove the overlapping anchor boxes that
worst fit the same annotation and keep the best ones.

6. Information loss: Compare the remaining anchor boxes with the
annotations, obtain the information loss (in classification and re-
gression), and restart the training steps while the anchor boxes are
not similar to the annotations (from iteration to iteration the bound-
ing boxes are refined).
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The training of one stage models doesn’t have the Object Classifica-
tion step. They immediately classify the information inside each anchor
box.

Figure 3: Object detection models steps

3 Proposed approach
The objective of this work is to use IoT together with CV to make pest
monitoring more autonomous, precise and cheaper. The proposed ap-
proach went through:

1. Choosing a pest to monitor and obtaining a public dataset with
images of that pest.

2. Testing different object detection models for pest detection. Choos-
ing the evaluation metric and the model with the best performance.

3. Definition of the IoT network to use, like the types of computation
and devices to use, definition of the network topology and commu-
nication protocols.

4 Experimental setup
4.1 Pest
We chose to monitor the whitefly (WF) pest. This type of pest is one of
the most common and most harmful, specially the tomato crops. This pest
starts its life-cycle as an egg, then passes on to nymph and ends up as an
adult (Figure 4).

Figure 4: Dataset image

We find a dataset made public by [4] that contains 284 images (5184
× 3456) of yellow sticky traps with WF and other insects annotations.
After correcting improper annotations and adding miss WF annotations,
the whole dataset stayed with 5863 WF instances. To train and test the CV
models, we divided the whole dataset into a training (80%) and a testing
(20%) dataset.

4.2 Object detection model
We used the train dataset to train the Faster R-CNN, Scaled-YOLOv4,
YOLOv5 (Small), and YOLOv5 (XLarge) models. YOLO models al-
lowed testing of different depths of the same architecture and evaluating
the trade-off between performance and depth of the network. The R-CNN
allows the testing of a two-stage model and compares performance with
one stage models (Yolo models). To evaluate those object detection mod-
els, we considered the mean average Precision (mAP) that is one of the
most used metrics to assess the precision of object detection models. As
described in Table 1, YOLOv5 (XLarge) presented the best performance
(best mAP) in the test dataset and therefore was the model deployed in
the IoT network.

Metric
Faster

R-CNN
YOLOv5
(Small)

YOLOv5
(XLarge)

Scaled-YOLOv4
(Large)

mAP (%) 76.15 81.20 89.70 82.50

Table 1: Object detecion models performance

4.3 IoT network
As depicted in Figure 5, we chose the star network topology. For each
farm, we used as edge computation one ESP32-Cam to obtain the trap
images. This is a low-cost micro-controller with a camera that allows to

obtain images with different qualities (jpeg quality) and resolutions (320
× 240, 352 × 288, 640 × 480, 800 × 600, 1024 × 768, 1280 × 1024 and
1600 × 1200). The camera was programmed to send daily images (1280
× 1024) to the cloud.

Figure 5: proposed network
The cloud computation was used to run the YOLOv5 (XLarge) model

and to store the results. When an image arrives at the cloud from the
edge, the model detects the pests and counts them, after which it sends
the results to an application (Figure 6) to allow farmers to view the pest
evolution. The HTTP protocol was used to connect the devices (edge to
cloud and cloud to application).

Figure 6: Application for pest monitoring

5 Conclusions and future work
We developed a star network for pest monitoring using cameras at the
edge and cloud to run CV models. The chosen topology allowed the de-
velopment of an inexpensive network that can be expanded just by adding
new cameras at the edge. The memory consumption of CV models was
not an issue because we used the cloud. If we had used fog, the costs to
run those models would have increased because each crop would need a
fog device. This solution requires Wi-Fi, for places without Wi-Fi it is
necessary to use long-range communication protocols or fog to expand
Wi-Fi. The HTTP protocol allowed us to send images without the re-
strictions that MQTT has when dealing with images. Using 1280x1024
images allowed the use of a low-cost device at the edge (for higher reso-
lution images there was memory restriction at the edge). The future work
will focus on the improvement of the IoT network and in training CV to
detect pests in noisy images.
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Abstract 
The grape variety plays an important role in the wine production 

chain, thus identifying it is crucial for production control. In this work, 
we explore the benefit of using deep learning vision transformers 
architecture relative to the conventional Convolutional Neural Network 
(CNN) to identify 12 grapevine varieties using leaf-centred RGB images 
acquired in the field. We train an Xception model as a baseline and four 
different configurations of the ViT_B model. The best model achieved 
0.96 of F1-score, outperforming the state-of-the-art convolutional-based 
model in the used dataset.  

1 Introduction 
The grape variety is an important factor in the wine production chain, 

directly interfering with its authenticity, uniqueness, and quality. Thus, 
identifying them is crucial for production control. Several works used 
CNNs for grapevine varieties classification using RGB images [1]–[3]. In 
previous experiments, we [2] achieved 0.93 of F1-score in leaf-centred 
RGB images acquired in the field (see Fig. 1). Despite the promising 
results reached by big CNN-based models in computer vision tasks 
(CVT), Vision Transformers (ViT) [4] have been taking the scientific 
researcher community attention due to its global processing performed by 
chained multi-headed self-attention [5] layers. In this work, we explore 
the benefit of using ViT architecture relative to conventional CNN to 
identify 12 grapevine varieties with leaf-centred images acquired in-field. 
We use the same dataset as Carneiro et al.  [2] (see Fig. 1), then we fine-
tune an Xception model and the ViT_B [4] model in five different 
configurations. The models’ evaluations are conducted using the F1-score 
and accuracy metrics. To the best of our knowledge, this is the first work 
applying ViT-based models in grapevine varieties identification. 

2 Methodology 
We follow the widespread method to train DL-based models to use 

ViT-based models for the grapevine varieties identification. First, we 
prepare a trainable dataset composed of leaf-centred images from 12 
grape varieties. In the next step, we chose and fine-tune six models, one 
CNN-based and the remaining ViT-based. Finally, we evaluate the 
models using the metrics F1-score and Accuracy. 

2.1 Databases and Data-Preparation 

The dataset was created by Carneiro et al. [2], who acquired the 
images directly in the field, containing the different grapevine varieties at 
different development stages (May – September of 2017). The images 
were taken with a Canon EOS 600D camera, with a 50 mm f/1.4 lens and 
18 megapixels. The pictures were cropped into a square format with the 
leaf at its center and resized to 300×300 pixels. In addition, the pictures 
are randomly redistributed into training, validation, and test sets, with the 
proportion of 70%, 20%, and 10%, respectively. The data augmentation 
is applied to the training set, generating 10 images for each one. Rotations, 
shifts, variations in brightness, and horizontal/vertical flips in the images 

are employed. The final dataset is composed of 6718 training images, 132 
validation images, and 72 test images.. 

2.2 Training 

The pre-trained ViT models (with ImageNet weights) selected were 
the ViT_B16 and ViT_B32, based on its size and performance. The 
baseline model was the baseline model for CNNs comparison purposes. 
At the end, 6 experiments were conducted and they are summarised on 
Table 1. Batch size, patch size, optimizer and input size were changed in 
the experiments, considering the ViT’s sensibility to hyperparameters 
configuration [5]. The classic pipeline to fine-tune the models was 
followed. In the first step, we replace the classifier at the top of the model, 
then we froze the architecture’s pre-trained weights and trained just the 
classifier. In the second step, the pre-trained model is unfrozen, and all 
the weights are trained. 

Table 1 - Conducted experiments’ summarization 

Name Arch. Optim. Batch Input Size 

E1  Xception R. Adam 16 224x224 

E2 ViT_B16 R. Adam 16 224x224 

E3 ViT_B16 R. Adam 32 224x224 

E4 ViT_B32 R. Adam 16 224x224 

E5 ViT_B16 SGD 16 224x224 

E6 ViT_B16 R. Adam 8 384x384 

 

2.3 Evaluation 

The metrics Accuracy and F1-score were used to evaluate the 
performance of the datasets during training and evaluation, the floating-

point operations per second (FLOPS) was calculated for the resulting 
models to compare the processing needed. The library keras_flops  was 
used to measure the models’ FLOPS. 

3 Results and Discussion 
The results of the segmentation experiments are summarized in Table 2. 

 

Table 2  - Experiments’ results 

Experiment Accuracy F1  G FLOPS 

E1 - baseline 0.85 0.85 9.14 

E2 0.90 0.90 35.2 
E3 0.93 0.93 35.2 

E4 0.92 0.92 8.84 

E5 0.88 0.87 35.2 
E6 0.96 0.96 46.2 

 

 The E6 achieves the best result, outperforming the result reached by 
Carneiro et al. [2]. Thus, bigger images conduct the ViT models to learn 
better, as in CNN-based models. However, with the increase of the input 
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size, the FLOPS needed by the model increase by 11 G, which means 
more computational resources are needed to train and make inferences 
using the model.  

The E3 outperformes the E4. We expected this result to occur since 
Dosovitskiy et al. [4] noticed in their experiments that the ViT_B16 
outperformed the ViT_B32 in all the tested benchmarks. It is important to 
highlight that the difference between the ViT_B32 (E4) and the best result 
of ViT_B16 (E3) was not significant (only 0.1 in F1-score). 

The FLOPS difference between E2, E3 and E5 to E4 is related to the 
size of the patch. With the increase of the patch, fewer projections are 
forward in the ViT, and then, fewer parameters are needed to be trained. 
Among the conducted experiments, the E4 has the best tradeoff between 
accuracy and computational resources needed, reaching 0.92 of F1-score 
using 8.86 G FLOPS, almost 5x less than E6. 

We can observe the ViT’s sensitivity to the hyperparameters 
comparing the E2, E3, and E5’s results. A variation in the batch size 
induced a decrease of 0.3 in the F1-score if we compare E2 and E3’s 
results. The decrease is bigger – 0.6 in the F1-score – when the SGD is 
applied in the E5, instead of the RAdam. Thus, like in general purposes 
datasets [2, 4], the choice of hyperparameters hardly impacted the results 
in the grapevine varieties classification. 

We also tested the model applying 90º, 180º and 270º clock-wise 
rotations. Even considering that in practical situations we could not use 
rotated images to identify grapevine varieties, this test allowed us to verify 
further the difference between ViT models’ sensitivity over CNNs 
models. The F1-scores and their differences for the rotated dataset are 
summarized in Table 3. 

 

Table 3 – F1-Score to each experiment for the rotated dataset and its differences 

w.r.t original dataset  

Experiment 90º* 180º*  270º* 

E1 - baseline 0.84 (-0.1) 0.80 (-0.5) 0.79 (-0.6) 
E2 0.91 (+0.1) 0.90 (+0.0) 0.88 (-0.2) 

E3 0.87 (-0.6) 0.85 (-0.8) 0.89 (-0.4) 

E4 0.90 (-0.2) 0.88 (-0.4) 0.91 (-0.1) 
E5 0.86 (-0.1) 0.84 (-0.3) 0.82 (-0.5) 

E6 0.91 (-0.5) 0.96 (+0.0) 0.92 (-0.4) 

* value (difference) 

 

One can observe that most of the models achieved worse results in the 
rotated datasets, except the E2 in the 90º and 180º rotated datasets. 
However, the difference of performance is similar between the Xception 
and de ViTs models for this application. Our hypothesis is that the data-
augmentation applied to the training, in addition, to the position 
embeddings contributed to the ViT models achieving similar rotation 
invariance to the Xception model. 

We also extracted the attention maps (AM) to the E3 aiming to 
visualize the impact of rotating the images. Some results can be seen in 
Fig. 1. The E3 was chosen due to its huge differences from its original 
results. Note that in the first sample (row 1 in Fig. 1), there is a huge 
difference between the AM obtained with and without rotations. In the 
second sample (row 2 in Fig. 1), the difference is not significant. In the 

third sample, one can verify that model pays attention to different soil 
parts when the image is rotated. 

     

Fig. 1 – Attention maps for the E3 for three samples. In the column “AM”, the 

image without rotation; “AM 90”, the image rotated 90º; “AM 180”, the image 

rotated 180º; “AM 270” the image rotated 270º. The images were rotated to the 

original angle for better visualization. 

In addition, the attention maps allowed us to verify that the E3 model 
took attention in parts irrelevant to the grapevine variety classification 
(row 1 and 3 in Fig. 2). Carneiro et al. [2] noticed the same behavior in 
the Xception model, using explanations obtained with LIME. 

The overall results show that ViT models can be applied to 
automatically classify grapevine varieties, outperforming the results 
reached by CNN-based models.   

4 Conclusions 

 In this work, we explored the benefit of using ViT architecture 

relative to conventional CNN to identify 12 grapevine varieties with leaf-

centred images acquired in-field. The best model achieved 0.96 of F1-

score, outperforming the state-of-the-art CNN-based model in the used 

dataset. For future work, we plan to do a deep analysis of the attention 

maps and explanations obtained by LIME to understand better the 

features that the models took attention to make predictions. Moreover, we 

can explore the use of convolutions to decrease the ViT sensitivity, aiming 

to increase the overall performance of the models in the grapevine 

varieties identification. In addition, the dataset should be increased with 

different acquisition devise (e.g., smartphones and other cameras) to to 

meet the needs of use of this approach. 
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Abstract

Nowadays, people are concerned with the safety of their own and the
people they love. As a result, tend to act unpredictably in every possible
danger and sometimes try to ward off possible threats, moving suspicious
objects - when they should leave them to professionals. Our approach
to the problem described above was to propose a platform, named En-
genhos.Info, a mobile cross-platform application developed for iOS and
Android that allows citizens and professionals to check whether or not
an object or device is hazardous to them and those around them using a
Convolution Neural Network (CNN) classifier to recognize dangerous ob-
jects, devices, or substances. Finally, a mobile application and server was
delivered, with an initial machine learning classifier that enables the iden-
tification of suspicious object. Regarding the classifier, obtained accuracy
results between 0.35 and 0.54 against the validation set.

Keywords: Mobile Cross-Platform Application, CNN, Android, iOS,
Suspicious Objects

1 Introduction

Identifying potentially dangerous materials, equipment, or devices is one
of the many issues confronted by professionals, such as police forces and
firefighters, or general population. In their daily routines, such as walking
on the street or an emergency call can come across possible dangerous
objects, such as a grenade. However, not everyone is familiar with these
objects. Thus, the need for an application that can report the event, send-
ing an image to a server to be analyzed automatically or manually, is an
asset.

The remaining sections of this paper are organized as follows: sec-
tion 2 describes the motivations and contributions of our approach; sec-
tion 3 describes the Engenhos.Info platform; section 4 describes machine
learning classifier and obtained results; and finally, section 5 describes the
conclusions and future work.

2 Motivations and Contributions

The major motivations that support the proposed platform can be detailed
as follows: to help professionals to deal with the suspicious objects by
using a mobile application; and to verify the possibility of developing a
machine learning model that allows suspicious objects classification.

The contributions provided by this paper are as follows: a mobile
cross-platform application developed for iOS and Android that allows cit-
izens and professionals to report suspicious objects; and a machine learn-
ing classifier that classifies suspicious objects, such as grenades.

3 Engenhos.Info Platform

The application is a mobile cross-platform application supported by a
server, running over Android and iOS operating systems. The applica-
tion was developed using Android Studio, written in Dart (see dart.
dev). The Google Firebase (see firebase.google.com) services
were used to implement some of the application’s functions. The server
was written in Python (see python.org) using the Flask framework
(see flask.palletsprojects.com).

Figure 1 a) illustrates the activity diagram [2], and how the client
interacts with the server. Initially, the user fills a form, and a picture is
taken. Next, the data is upload to the server. After the data are obtained,
the server classifies the image using the proposed machine learning model

and sends back the result to the client. The use case diagrams are used to
model the context of a system (the interaction between the actor(s) and
the system itself) and the requirements of a system (what the system must
do). They show how a system’s actors, or external components, interact
with the system itself. However, they do not necessarily have to show
how the system takes that action (BlackBox concept) [2]. Figure 1 b)
shows the use case diagram of the mobile application, more specifically,
the main actor (the user) interacting with the system (the application).

The database design is a crucial phase in developing an application.
For this task, we have selected the Google Firebase platform. This plat-
form contains a collection of highly valuable services for storing software
products’ data. For this project the Authentication, Storage and Database
(see Figure 1c)) services were used as well as the Google Cloud Platform.

3.1 Application Screens

Figure 3 shows the Engenhos.Info main screens. After downloading, and
installation completed, the user should grant access to the location. In
order for the user to have access to all the features, they must create an
account or log with a Google or Facebook account. Once the user has
gone through the login or registration process, they will be redirected to
the Home Screen.

The Home Screen consists of an app bar, a body (slider carousel; the
first slide presents a very short description of how to use the application,
and the next one is composed of a disclaimer message), and a bottom
navigation bar. The app bar plays the role of a menu, each component
representing a navigation path in the application so the user can access
every screen. The bottom navigation bar consists of two buttons, Camera
and Log Out. The Camera button was created to facilitate sending the
image to the server.

The Form Screen consists of four fields plus the send button. The first
three fields represent the object’s approximate width, height, and weight;
the fourth and most important field is the image itself. The user can
choose if they want to take a picture or choose a photo from the phone
gallery, and upload to the server. Finally, the server sends the response to
the Results Screen - with the image and the classifier result.

Finally, the Profile Screen is where the user can check and change
their email, name, and phone number. Delete Account Permanently button
(allows the erasure of the user’s authentication data but not the data sent
to the server), and Contact Us button (the user can send messages to the
developer).

4 Machine Learning Classifier

Deep neural networks have recently been used in computer vision more
and more recently, mainly because of their promising performance. A
well-known technique in computer vision applications is the Convolu-
tional Neural Network [1]. Figure 2 shows classifier architecture that
consists of an input layer, six convolution layers, seven pooling layers,
and a fully connected layer. For this project, a classifier with and without
image augmentation operations was used. For training and validation, a
dataset was built and divided into training (with 1035 items) and a val-
idation set (with 100 items). The training set was annotated based on a
specific database.

4.1 Obtained Results

Figure 4a) shows the categorical cross-entropy loss curves for the training
and validation data set. Regarding the accuracy metric (Figure 4b), a
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(a) (b) (c)
Figure 1: Project Design: (a) Activity Diagram (Server); (b) Use Case Diagram (Client); (c) Firebase Database.

Figure 2: Model Architecture.

(a) (b) (c) (d) (e) (f)
Figure 3: Mobile Application: (a) LogIn Screen; (b) Register Screen; (c) Home Screen; (d) Form Screen; (e) Results Screen; (f) Profile Screen.

considerable variation is present between epochs 10 and 35 (validation
set). Furthermore, the training dataset shows a slow variation around zero.
Here, the upward trend of losses for the validation set can be observed
even more clearly.

(a) (b)
Figure 4: Results without image augmentation: (a) Loss; (b) Accuracy.

Figure 5a) shows the categorical cross-entropy loss curves for the
training and validation data set. It can be observed that there are some
spikes on the validation set, but it is a slightly increasing curve and for the
training set the curve is slightly decreasing.

Figure 5b) shows the accuracy curves for the training and validation
sets. As can be seen, the values of the training set fluctuate around values
of 0.57 and 0.75, and for the validation set, we have values between 0.35
and 0.54.

5 Conclusion and Future Work

The proposed platform allowed us to study a way to classify suspicious
objects, sending them to a server, and using a classifier to determine

(a) (b)
Figure 5: Results with image augmentation: (a) Loss; (b) Accuracy.

whether or not it is dangerous. Identifying problems in image process-
ing, image sending and storage, the development of a client-server plat-
form, and the classifier. Related to the proposed classifier, the results
were encouraging, although limited by the dataset. For future work, the
improvement of the mobile application and the classifier, especially in the
results obtained. In addition, a new feature could be developed that al-
lows the application to notify law enforcement if the object is detected as
dangerous.
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Abstract 
This work aims to evaluate the predictive performance of various Machine 

Learning algorithms in the identification of material constitutive parameters, which 
describe the plastic behaviour of metal sheets. A dataset was generated, from the 

results of the numerical simulations of uniaxial tensile tests, and five different 

regression Machine Learning algorithms were considered: Gaussian Processes, 
Multi-layer Perceptron, Support Vector Regression, Decision Trees, and Random 

Forest. The algorithms were used to train models, considering different training set 

sizes. The results showed great potential for the application of Machine Learning 

for material parameter identification, with Gaussian Processes achieving the best 

performances overall. 

1 Introduction 

Sheet metal forming is a manufacturing technique that sees significant 
use in the automotive and aerospace industries, mainly due to the high 
volume of components that it can produce, for a relatively low cost. Finite 
Element Method (FEM) simulations are frequently used during the design 
process of sheet metal forming, which require an accurate representation 
of the plastic behaviour of the metal sheet. This representation is done by 
constitutive models, where larger model flexibility is typically associated 
with a larger number of constitutive parameters to identify. 

To tackle the increasing difficulty in identifying the parameters for 
more complex constitutive models, some researchers applied Data-Driven 
strategies, including Machine Learning (ML). Some applications, such as 
the works of Morand and Helm [1], Guo et al. [2] and Yao et al. [3] show 
good performances, however, the works referenced here, and most other 
works found in literature, focus on the application of neural networks. As 
such, this work focuses on assessing the predictive performance of not 
only a type of neural network, but also other classes of ML algorithms. 

2 Procedure 

For the current study, the input variables correspond to the values of 
Force measured during FEM simulations of a uniaxial tensile test. These 
values were measured based on the tool displacement during the test, at 
increments of 0.5 mm, up to 7.5 mm, leading to a total of 15 input 
variables. The simulations were carried out using the in-house finite 
element code DD3IMP [4], with the sample mesh presented in Figure 1. 
This sample has a thickness of 0.5 mm, outer dimensions of 90 mm length 
and 20 mm width, and the inner rectangular area has a length of 65 mm 
and a width of 10 mm. 

The various materials to be used in the numerical simulations were 
generated using a Sobol sequence [5]. These materials were considered 
isotropic, and it was assumed that their hardening behaviour was 
described by the Swift hardening law, which can be expressed by: 

 𝑌 =  𝐶(𝜀0 + 𝜀̅𝑝)𝑛, (1) 

where 𝑌 is the yield stress, 𝐶, 𝜀0, and 𝑛 are material parameters and 𝜀̅𝑝 is 
the equivalent plastic strain. 𝐶  and 𝑛  are two of the parameters to be 
identified in the problem presented in this work, the third parameter to 
identify is the initial yield stress, 𝑌0, which corresponds to the value of 𝑌 
when 𝜀̅𝑝 is 0.    

  

Figure 1: Finite element mesh of the uniaxial tensile test sample 

 

The ML algorithms considered for this work are Multi-Layer 
Perceptron (MLP), Gaussian Processes (GP), Support Vector regression 
(SVR), Decision Trees (DT) and Random Forest (RF). Each algorithm 
was used to train predictive models considering different training set 
sizes, of 128, 512 and 1024 materials. For testing purposes, a separate 
testing set was generated, which contained 512 materials. The models 
were generated in python, using publicly available libraries, particularly 
GPy [6] for the GP algorithm and Scikit-learn [7] for the remaining 
algorithms. The hyperparameters considered for each algorithm are 
presented in Table 1, following the nomenclature of the python libraries. 
These hyperparameters were chosen through a trial-and-error approach 
and any hyperparameter not mentioned was kept with its default value. 

MLP 

Number 

of layers 

Nodes per 

layer 
alpha 

Activation 

function 
Solver 

2 100/20 0.0001 tanh lbfgs 

GP 

Kernel 

function 

Optimiser 

function 
   

RBF lbfgs    

SVR 

Kernel 

function 
C Epsilon Coef0 degree 

Poly 30 0.01 0.5 3 

DT 

Splitting 

criterion 

Min 

samples 

leaf 

   

Squared 

error 
1    

RF 

Number 

of 

estimators 

Splitting 

criterion 

Min 

samples 

leaf 

  

1000 
Squared 

error 
1   

Table 2: Hyperparameters used for the ML model training 

The models created by the ML algorithms were used to make 
predictions for these materials, and the predictive performance was 
evaluated through a performance metric, the root mean square relative 
error (RMSRE), given by the following equation: 

 RMSRE =√1

j
∑ (

y
i
 - y

i
*

y
i

)
2

j

i=1
, (2) 

where 𝑦 and 𝑦∗ are the real and predicted response values, respectively, 
and 𝑗 corresponds to the number of points.  

3  Results 

The charts presented in Figures 2, 3 and 4, show the RMSRE values 
obtained by the various algorithms when predicting the values of 𝑌0, 𝐶 
and  𝑛, respectively, considering the three different training set sizes. 
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Figure 2: Performances obtained when predicting the values of Y0, for the 
different ML algorithms and training set sizes (128, 512 and 1024). 

  

Figure 3: Performances obtained when predicting the values of C, for the 
different ML algorithms and training set sizes (128, 512 and 1024). 

  

Figure 4: Performances obtained when predicting the values of n, for the 
different ML algorithms and training set sizes (128, 512 and 1024).  

The results are consistent across the three parameters being identified 
and show a clear difference in performance between the GP, MLP and 
SVR algorithms, and the DT and RF algorithms, with the former 
performing significantly better than the latter. The GP algorithm achieved 
the best performance. The increase in the number of materials included in 
the training set only led to a significant increase in performance for the 

DT and RF algorithms, which indicates that the remaining algorithms 
already possessed enough information to properly generalize the problem 
with the smallest training set. 

4 Conclusions 

The presented work consisted of a performance evaluation of five 
different ML algorithms, when applied to the identification of material 
constitutive model parameters. The results achieved highlight the 
potential of the application of various ML algorithms to this kind of 
problem. The GP algorithm achieved the best performance, with the MLP 
and SVR algorithms as competitive alternatives.  
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Abstract

LiDARs have the unique capability of capturing a high-resolution point
cloud, thus ranking as a key vision sensor for enabling autonomous driv-
ing. However, current LiDAR technology is still immature and expensive,
which makes it unattractive to the automotive market.

We therefore propose an alternative LiDAR sensor that resorts to
mass-produced components, such as a dot pattern projector and a stereo-
scopic camera rig.

This paper focuses on the calibration aspect of the stereo rig and aims
to evaluate the systematic error introduced by non-ideal calibration in
range estimation.

1 Introduction

Every year, 1.3 million people die and another 20 to 50 million suffer
non-fatal injuries from road traffic accidents [2]. From distracted driv-
ing to driving under the influence of psychoactive substances, the main
cause is human error. This is the reason why the automotive industry has
been working on autonomous driving: to eliminate such error and reduce
deaths and injuries. To make this possible, autonomous vehicles need to
rely primarily on vision sensors to capture the surroundings.

Of all the vision sensors: cameras, LiDAR and RADAR, the LiDAR
is the most capable of capturing a high-definition point cloud in different
weather conditions, enabling 3D object recognition. Nevertheless, the
price and the immaturity of the technology is still a drawback for many
manufacturers.

As a result, we have been developing an alternative LiDAR, resorting
to affordable, mass-produced components.

1.1 Stereoscopic LiDAR Setup

As depicted in figure 1, combining two cameras in stereo distanced 0.5
meters from each other, alongside a laser and a mirror to steer the laser
beam, it is possible to obtain a point cloud simply resorting to dispar-
ity estimation. Such estimation is facilitated by imaging dots, instead of
complete pictures.

The proposed LiDAR setup faces three main challenges: noise, cen-
troid estimation and calibration. This paper focuses on calibration. No
two cameras are exactly identical, therefore requiring intrinsic calibration
to compensate for distortion and other factors. In addition, there is also
the need for extrinsic calibration, which estimates the relative position and
orientation of one camera relatively to the other. Miscalibrated cameras
lead to inaccurate distance estimations, and therefore there is a need of
knowing how much error is obtained due to non-ideal calibration.

2 Methodology

2.1 Experimental assessment

For calibration, the chosen calibration method was Zhang’s [1] chess-
board calibration due to its practicality and robustness. A total of 80
chessboards were taken in different positions with the goal of covering
the whole FoV of the cameras, 2 meters from the setup, as depicted in
figure 2 [left].

Ideally, the sensor should be calibrated in the same operating condi-
tions. As LiDAR estimates distances for moderate to long ranges, in light-
deprived environments, the cameras should be focused at infinity and with

Figure 1: Prototype of the proposed LiDAR setup. The setup uses 2 IDS
cameras [4] with fixed 16 mm lenses [5] mounted to a linear rail with a
baseline of 0.5 meters.

maximum aperture. However, it is impractical or even unfeasible to cal-
ibrate the stereo rig at such long distances. Instead, we had to calibrate
at a close range of 2 meters. The problem is that, at such a close range,
focusing the cameras at infinity results in blurred images, which prevents
calibration from getting done. We have therefore done calibration with
the cameras operated in the following conditions:

• Maximum aperture (f/1.4) and cameras focused to about 2 meters.

• Aperture reduced to f/8 in order to improve focusing and cameras
focused at infinity.

To test the quality of the calibration, the distance of a 20 cm wide spot
was estimated for different ranges, as illustrated on the right of figure 2.
A wide spot was considered to minimize centroiding errors.

Figure 2: Camera calibration [left] and spot distancing from the setup,
from 2 to 11 meters with a white 20 cm diameter spot [right].

The range estimation flow is shown in figure 3.

Figure 3: Workflow considered in the experimental assessment. The pro-
cessing relied heavily on openCV [3].
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2.2 Numerical assessment

A complementary numerical assessment was also done in order to analyse
the experimental results.

In the numerical assessment, the calibration matrices previously ob-
tained from the experimental part were used in the ideal simulation setup.
The range estimation flow used in the numerical assessment is shown in
figure 4.

Figure 4: Workflow considered in the numerical assessment. A custom-
made tool was done for processing ray optics calculation, and for mod-
elling a lens and a camera with the same specifications as the experimental
counterparts.

3 Results

Results are shown in figure 5.
The experimental error increases super-linearly with the distance, reach-

ing 30%, which is considerable. However, the numerical assessment does
not confirm such a tendency, instead, the error increases quasi-linearly
with distance.

The basic reason for such a disagreement is that the simulation was
too simplistic, not taking into consideration physical aspects that would
influence the results. In particular, in the experimental assessment, spot
identification and consequent centroiding depended on the cv.threshold()
function. If the spot is not correctly isolated, the cv.HoughCircle() func-
tion will have problems in identifying the centroid. Considering images
are susceptible to illumination changes and noise, slight changes in the
threshold levels could dictate different centroids for the same spot, caus-
ing errors in the distance estimation.

To better understand the actual increase in distance, figure 6 confirms
that the estimated distance has a monotonic variation with the expected
distance.

4 Conclusion

In this paper, we have investigated the impact of calibration in range esti-
mation obtained by imaging a laser dot with a stereoscopic camera rig.

From the experimental results, it is possible to determine that the tri-
angulation error increases super-linearly with distance, reaching 30% for
a distance of only 11 meters.

From the numerical approach, the triangulation error does not behave
like the experimental one, increasing quasi-linearly with the distance. The
main reason is that the simulation setup is too simplistic in emulating ex-
perimental conditions. We believe that the explanation behind such dif-
ferences lies in non-ideal centroiding obtained in the experimental results
and also blurring caused by the increase in distance.

Despite all these underwhelming results, we observe that the esti-
mated range has a monotonous and systematic dependence on the correct
range, meaning the error can be improved using different approaches to
the problem.

Improving the overall results can be done in three ways: First, test-
ing different calibration methods such as CharuCo can lead to improved
calibration quality. Second, improving the hardware placement and the
setup conditions during the experiment can improve the triangulation re-
sults. Finally, the use of a cross or star spot instead of a circle spot could
potentially avoid the centroiding error.
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Figure 5: Experimental and numerical triangulation error in percentage
[top] and meters [bottom].
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